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ABSTRACT

This work investigates and proposes solutions to common challenges in remote
sensing for mapping rare targets. The first part focuses on the classification and pre-
cise localization of rare targets like Maasai Boma homesteads across broad geographic
areas. A mapping workflow is developed using a Proxyless-NAS deep convolutional
neural network (DCNN) for broad-area scanning and a two-phase weighted mean-shift
algorithm for efficient clustering. This workflow achieves remarkably high precision
in pinpointing the precise locations of Boma targets and identifies numerous human
false-negatives, substantiating DCNN'’s feasibility for large-scale scanning. The sec-
ond part explores using multi-temporal medium-resolution Sentinel-2 data instead of
costly very-high-resolution imagery. A Deep Seasonal Network with an EfficientNet
backbone is designed to effectively leverage multi-temporal data, significantly im-
proving the F1 score for Boma classification compared to the plain EfficientNet archi-
tecture, demonstrating the viability of leveraging medium-resolution multi-temporal
data. The third part tackles few-shot scene classification, critical when data an-
notation is limited. A Multi-head Hierarchical ProtoNet architecture is proposed,
utilizing the hierarchical relationships among labels for few-shot classification. Mul-
tiple output integration methods are evaluated, with a hybrid approach combining
weighted summation and joint probability leading to the best performance, signifi-
cantly boosting few-shot classification across backbone architectures. The research
addresses key rare target mapping challenges through novel architectures validated
on real-world case studies and benchmark datasets, providing valuable insights for
precise mapping, spatial-temporal data fusion, few-shot learning with label ontology,

and analogous problems for rare objects.
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Chapter 1

INTRODUCTION

The way humans understand the world is being revolutionized by remote sensing
data and artificial intelligence (AI). Remote sensing provides a new perspective and
a wealth of data about the Earth’s surface, atmosphere, and oceans. At the same
time, artificial intelligence algorithms provide ways to interpret remote sensing data,
automate the analysis process, and provide insights that are difficult to obtain from
traditional methods. Combining remote sensing data with Al algorithms, there have
been significant advances in Earth observation, environmental monitoring [1, 2|, re-
source management [3, 4], disaster response [5, 6], and geographic mapping [7, 8].

However, there are still some challenges in the remote sensing area that are wait-
ing to be solved. For instance, high-precision geographic mapping usually requires
high-resolution and high-quality imagery, which are often difficult to obtain due to
the limitations of sensor technology and atmospheric conditions. Even with high-
resolution imagery, it is time-consuming and labor-intensive to process them, espe-
cially when the area-of-interest (AOI) is huge. Replacing high-resolution images with
multi-temporal medium-resolution imagery constitutes a viable option to enhance ef-
ficiency in mapping rare targets. Besides, voluminous labeled data is also necessary
for deep learning models for best performance, but it is not always available in remote
sensing, especially for rare targets.

This study investigates various types of remote sensing data and state-of-the-art



deep learning techniques to address common challenges in rare target mapping from
different perspectives. Specifically, we designed a comprehensive mapping workflow
utilizing high-resolution imagery and evaluated its efficacy through a real-world appli-
cation. Subsequently, we proposed a network, the Deep Seasonal Network, to lever-
age multi-temporal medium-resolution imagery as a substitute for high-resolution
imagery, thereby reducing processing time. The proposed network demonstrated
performance equivalent to utilizing high-resolution images alone. Furthermore, we
investigated few-shot approaches in an attempt to address the challenge posed by the

lack of annotated data for rare objects.

1.1 HIGH-PRECISION TARGET MAPPING

High-precision target mapping in remote sensing refers to the process of accurately lo-
cating and mapping specific targets, such as landmarks and buildings, through remote
sensing imagery. The goal is to achieve a high level of accuracy and detail in mapping
so that the maps can be used for a variety of tasks. Mapping the targets through
a ground survey is a time-consuming and labor-intensive process while analyzing re-
mote sensing images through traditional methods (such as template matching-based
methods, knowledge-based methods, and image analysis methods) sometimes lack of
accuracy. That is especially true for mapping small and rare targets in a large area of
interest (AOI). The utilization of computer vision and deep learning techniques can
effectively automate and accelerate the mapping process.

In this study, we explore advanced deep neural networks and their applications on
high-precision target mapping through the Maasai Boma mapping task (detailed in
Sect. 1.2). There are two main sub-tasks for high-precision mapping: target classifi-
cation and broad-area scanning. Training a robust classifier for the target is necessary
for the subsequent broad-area scanning process. For very high-resolution (VHR) data

sources, applying transfer learning on an advanced deep convolutional neural network
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(DCNN) is sufficient. But for a lower resolution data source, only a more sophisti-
cated architecture can achieve comparable results as using VHR images. To close the
performance gap between using VHR images and lower resolution images, we design
the Deep Seasonal Network (DeepSN) that fuses extra-temporal information with
spectral features. We also propose a complete procedure to map unmarked targets
by scanning the Earth with a well-trained DCNN classifier. We present novel adap-
tations for broad-area scanning aggregations along with an in-depth analysis of the
parameterization of the aggregation. We evaluate the scanning results against the
ground truth collected by humans and show that the model is able to find the Boma

structures missed by human annotators.

1.2 CASE STUDY ON MAASAI BOMA MAPPING

The effectiveness of the Deep Seasonal Network and the scanning procedure is eval-
uated through a case study of the Maasai Boma mapping project. Bomas are the
remote villages of Maasai, who reside in Tanzania and Kenya and are often described
as typical pastoralists. The Maasai communities tend to be relatively remote, and
pastoralism requires that most family units be at least semi-nomadic [9]. Due to the
semi-nomadic lifestyle of the Maasai, the locations of Bomas change frequently and
are not recorded by the local governments. Therefore the mapping of Bomas becomes
an excellent case study for high-precision mapping of rare targets.

With effective aid provided by the United Nations Member States and interna-
tional organizations, many underdeveloped countries have made significant progress
toward achieving the Millennium Development Goals [10]. However, the minority
populations and indigenous ethnic groups usually fail to benefit from wider improve-
ments in health experienced by the general population in under-developed nations,
e.g., Tanzanial9]. The Maasai are one of these marginalized minority populations.

The semi-nomadic lifestyle of the Maasai people makes it challenging to record their
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residential communities in public health records. As a result, many medicines and
other living resources are not able to be delivered to Maasai communities.

In order to connect the Maasai people to the existing public health services, the
international non-profit organization, Humanity for Children (HFC) leads the Com-
munity Health Assessment Mapping Project (CHAMP) project to map the remote
villages in Maasailand (Maasai Bomas). The initial Boma ground survey for the
CHAMP project is accomplished by staff on motorcycles. Compared to the time-
consuming and labor-intensive ground survey, combining remote sensing data and
advanced machine learning techniques has the potential to be a drastically more ef-
fective approach to locating the Bomas and delivering health services.

Due to the remoteness of the targets and the high demand for their locations,
Boma mapping can serve as a good case study for the application of deep learning
and remote sensing data. And these are rare targets for which no large dataset is
available. Exploration of few-shot learning is possible. Furthermore, there are many
areas in the world, such as Tanzania, that lack resources and are not integrated into
the existing health and education systems. The solutions to Boma mapping can
be applied to similar areas and assist organizations in locating remote villages, rare

structures, or any variety of diverse anthropogenic features.

1.3 RARE TARGETS AND FEW-SHOT LEARNING

The last part of the research aims to address another challenge in rare target mapping;:
the difficulty of data collection and annotation. Taking the Boma mapping task as
an example, the excellent performance of DCNN architectures largely relies on the
availability of the Boma dataset. The acquisition of the Boma dataset requires expert
knowledge of the Boma structure and a massive amount of time for data discovery and
labeling. In addition, high-quality Boma samples are extremely critical for medium

to low-resolution images. Motivated by the difficulty of Boma sample collection, we
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feel that applying few-shot learning methods on remote sensing target classification
will be beneficial for rare target mapping.

Adapting a model with only a few samples has proven to be challenging. Despite
the architectural-level approaches that have been explored, an intuitive approach
is to incorporate supplementary information from the data level into the classifica-
tion process. Based on this premise, we have designed a Multi-Head Hierarchical
ProtoNet model that incorporates the hierarchical relationship of labels for few-shot
classification tasks. The performance of the proposed architecture is evaluated on
the RESISC45 benchmark dataset. However, a potential future work involving the

proposed architecture would be its adaptation for mapping Bomas or similar targets.

1.4 OUTLINE

This research aims to explore the potential of combining advanced deep learning tech-
niques with remote sensing data to solve the aforementioned challenges in the remote
sensing area. Solutions to the challenges are explored through the Boma mapping
task in two main approaches. First, an automatic scanning procedure on VHR images
is proposed to locate the positions of Bomas. Second, the Deep Seasonal Network
designed for multi-temporal medium-resolution data is evaluated as an alternative for
a classifier that is trained on VHR data. An additional extended challenge regarding
the difficulty of data collection of rare targets has also been researched through the
application of few-shot learning approaches.

Chapter 2 will delve into the methods that are pertinent to this research. Chap-
ter 3 presents the automatic scanning procedure that is proposed for high-precision
target mapping. And Chapter 4 proposes the Deep Seasonal Network that is designed
for multi-temporal data. Chapter 5 discusses the common approaches in few-shot
learning and proposes the Multi-head Hierarchical ProtoNet to incorporate label on-

tology into few-shot classification. Finally, Chapter 6 summarizes and highlights the
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contributions of this work.



Chapter 2

RELATED WORK

2.1 DEEP LEARNING AND REMOTE SENSING

Remote sensing is a method of collecting information about the Earth’s surface and
atmosphere through sensors on satellites. The data collected through remote sensing
has been utilized on a variety of Earth observation tasks, such as object detection,
urban planning, environment monitoring, etc. These problems are researched through
traditional image analysis and machine learning methods before the introduction of
deep learning. Commonly used traditional methods include, but are not limited
to, image texture analysis, object-based image analysis (OBIA), template matching-
based methods, and knowledge-based methods. However, many of these methods
rely on knowledge of the target collected during pre-processing and manually selected
features.

In the meantime, the development of deep learning has changed the ways how
remote sensing data is interpreted. Since 2014, the remote sensing community has
shifted attention from traditional machine learning methods (e.g., SVM and ensemble
classifiers) to deep learning [11]. Deep learning algorithms have achieved significant
success at many image analysis tasks including land use, land cover classification,
scene classification, and object detection [11].

Deep learning algorithms mainly use artificial neural networks to model and solve

complex problems. Neural networks are designed to roughly mimic the structure
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and function of the human brain. Each neural network consists of layers of inter-
connected artificial neurons that are used to process information and make predictions
based on the information. Deep Neural Networks (DNNs) are neural networks that
have multiple layers of interconnected neurons. DNNs are proven to effectively learn
abstract features and solve complex problems. Thus they have seen explosive growth
in computer vision applications across a wide swath of domains, and remote sensing
is no different.

Transfer learning and data augmentation further facilitate the application of DNNs
in areas with less data: for example, medical and remote sensing. Through transfer
learning, models that are already well-trained on a large amount of data can be fine-
tuned on a smaller dataset for various tasks. The idea behind transfer learning is to
leverage the knowledge gained from solving one task to solve another task. Transfer
learning has been shown to have improved generalization and can dramatically reduce
the amount of training time and data required to achieve good performance on a new
task. Data augmentation techniques further reduce the amount of data required to
fine-tune a pre-trained network to ideal performance. In remote sensing, transfer
learning has been widely applied on land-cover classification and object detection
tasks [12, 13, 14, 15]. And in [16], transfer learning methods are analyzed and a
domain adaption method is proposed to decrease the discrepancy between the source
data and synthetic aperture radar images. There are many more applications of
DNNs in the field of remote sensing, and only some of them are listed here.

Advanced methods of two main branches of DNNs are used in this study: the
deep convolutional neural network and recurrent neural network (RNN). Specifically,
DCNN architectures are used to extract spectral and structural information from
satellite images. An RNN architecture is used to process the visual features from

multi-temporal datasets as sequences. Sect. 2.2 and Sect. 2.3 provide an overview of

both types of DNNs.
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Figure 2.1: Demonstration of a typical DCNN architecture, which consists of multiple
convolutional layers, pooling layers, and a fully connected layer [17].

2.2 DCNN

Solving problems in remote sensing requires algorithms and models to extract and an-
alyze visual information from satellite images. Convolutional neural networks (CNN)
are one of the most extensively used deep learning algorithms for that. A CNN
(Fig. 2.1) typically consists of three basic components: the convolutional layers, pool-
ing layers, and fully connected layers. In addition, convolutional layers usually are
followed by batch normalization to normalize the input and by an activation function
to account for non-linearity in the output.

The convolutional layers (kernels) apply a set of learnable filters to the input and
scan over it to extract features from different locations. Each of the filters is a small
matrix that is applied to a small region of the input (receptive field). The filter slides
over the input, element-wise multiplying and summing the values in the receptive field
with the filter weights, producing a new output value. For input | with dimension
Ny Nw Nc, the output after the convolutional filter at position (X;Y) is computed

as Eq. 2.1, where K is the weight matrix of the kernel and | is the input matrix.

DL D B
conv(l; K)yy = KijikIx+i 1y+j 1k (2.1)
i=1 j=1 k=1

9
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Figure 2.2: Demonstration of the element-wise multiplication of the convolutional
filter. The example is applying a 3 3 convolutional filter on a 6 6 image, with zero
padding and the stride of 1 [18].

A set of feature maps representing different features of the input are generated by
repeating the filtering process. Since the parameters of the filters are learned through
training, the feature maps generated through the convolutional operations are the
most relevant features for the task.

Figure 2.2 demonstrates the element-wise multiplication of the convolutional filter
on a 3-channel image. When sliding the image with the filter, the values inside the
filter are multiplied by the weights of the filter, and the outputs form the convolved
feature matrix. The number of channels in the kernel must match the number of
channels in the inputs. RGB images employ three-channel filters, and images with
more channels require filters with more channels as well.

In addition to the three basic components of CNNs, batch normalization is another
standard component that has been used in many state-of-the-art models. During the
training of a neural network, the distribution of inputs to each layer may change as
the weights are updated. This can lead to the vanishing or exploding gradient prob-
lem, and making it difficult to converge to the optimal solution, especially for deep
architectures. Batch normalization [19] was introduced in 2015 to solve the problem.

It normalizes the input to each layer so that it has zero mean and unit variance. The

10



normalization is performed by subtracting the mean and dividing the standard devia-
tion of the input in each batch of the training data. The batch normalization layer also
has learnable scale and shift parameters that allow the network to adjust the normal-
ized output to better fit the desired distribution. The benefits of batch normalization
include faster convergence during training, improved generalization performance, and
reduced sensitivity to the initialization of the network’s weights. Batch normalization
is usually added after the convolutional layer and before the activation function.
The activation function is the last component of the convolutional layer that is
used to introduce non-linearity into the outputs. With the non-linearity, the network
is able to learn complex patterns and relationships in the data. Commonly used acti-
vation functions in CNNs include ReLU, Leaky ReLU, and ELU. And ReLU (Eq. 2.2)
is the most commonly used activation function for its simplicity and computational

efficiency. ReLLU also promotes sparsity by setting the negative values to zero.

(z) = max(0;z) (2.2)

The pooling layers are typically applied after the convolutional layers in order
to reduce the spatial dimension of the feature maps. The pooling layers allow the
network to be more efficient and also help to make the features more robust to small
translations or distortions of the input image. Average pooling and max pooling
are two commonly used operations in CNNs for down-sampling feature maps. Both
of the pooling operations take a rectangular window and slide it over the feature
map. The difference between max pooling and average pooling is the former selects
the maximum value in the window, while the latter computes the average of the
values inside the window. Max pooling is able to extract the most prominent features
from the feature map and it is more robust to small variations in the input (such as

translations or small rotations). Average pooling is also useful in reducing the spatial
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Figure 2.3: Comparison of max-pooling and average-pooling [20].

dimensions, helps to smooth out the feature map and removing small variations.
Fig. 2.3 provides a comparison of the max pooling and average pooling. Finally, the
fully connected layers are used to make a prediction through the reduced feature
maps. At this stage, the feature map is flattened to a vector, and the vector is fed to
the fully connected layer to capture the relationship between high-level features.
Most of the state-of-the-art computer vision works are accomplished through DC-
NNs, a type of CNN with more complex and deep structures. The deep architecture
allows DCNNs to learn more complex and abstract features from the inputs, where
each layer is assembling lower-level structures into higher-level visual concepts. Ex-
amples of DCNNs include VGGNet [21], ResNet [22], Inception [23], DenseNet [24],
and EfficientNet [25], just to list a few widely used architectures. VGGNet is a simple
architecture with 19 convolutional layers and is known for its depth and simplicity.
Inception (GoogLeNet) is the first DCNN that uses the inception module, a mod-
ule that consists of a set of convolutional filters with different sizes (1 1, 3 3,
and 5 5) applied to the same input layer, along with max pooling layers. The
inception module is able to extract features at multiple spatial scales and therefore
improve the performance of the network. The Inception architecture is further altered
to Inception-V2, Inception-v3, Inception-v4, and Inception-ResNet. Another widely
used architecture is ResNet, which introduces the concept of residual learning, where
each layer is trained to learn the residual mapping between the input and output. The

Inception-ResNet architecture combines the advantages of both the inception module

12



and residual module and is proven to achieve better performance than ResNet and
Inception. Other relevant DCNN architectures will be introduced in detail in the next

few chapters.

2.3 RNN

Another deep learning algorithm that is explored in this study is the recurrent neural
network (RNN). RNN is a type of neural network that is designed to handle sequen-
tial data, such as time series, speech, and text. The key difference between RNNs and
traditional feed-forward neural networks is that RNNs have hidden states that func-
tion as “memory” to maintain the information from previous time steps. The hidden
state h is passed from one time step to the next, allowing the network to maintain
information about previous steps, as shown in the left of Fig. 2.4. These recurrent
characteristics make RNN useful for difficult tasks involving sequential data analysis,
such as language processing [26], machine translation [27], and speech recognition [28].

In this study, the long short-term memory (LSTM), an advanced RNN archi-
tecture, is used to learn the seasonal transition pattern under the multi-temporal
dataset. LSTM is designed to address some of the shortcomings of a regular RNN.
One major shortcoming of regular RNNs is the gradient vanishes through training. As
the gradient becomes smaller, it becomes harder for the network to update weights,
and takes longer to achieve the optimal result. LSTM networks address this issue by
introducing a set of memory cells and gates, which allow the network to selectively
remember or forget information over time. Fig. 2.4 compares the RNN and LSTM
units: both structures have hidden state h that flow through the sequence, but the
LSTM unit has the cell state ¢ and gates that provide additional control over the
information flow.

One limitation of traditional RNNs is that they treat every component of the

sequence equally. However, in some forecasting problems, the closer nodes typically
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Figure 2.4: Comparison of RNN and LSTM units [29].

have a greater impact on forecasting. As a result, it is necessary to overlook some
prior information and move forward. The forget gate in LSTM determines which
information is to be omitted through the Eq. 2.3. The output of forget gate f; ranges
between [0.0,1.0] for each number in the cell state ¢; 1, where 1.0 represents completely
keeping the information (remembering) and 0.0 represents completely omitting it
(forgetting).

fo= (Ws [he 1;%¢)) (2.3)

Similarly, the input gate determines what new information is to be stored in the
cell state. The input is updated using Eq. 2.4. The sigmoid function, , is used
to decide which values to update. And the tanh function is used to create a new
candidate vector ¢; based on the hidden state from previous timestamp hy ; and new
current information X¢.

k= (Wi [he 1:%d])

(2.4)
Gt = tanh(We  [he 1; %))

In terms of memorization, LSTM introduces the cell state to encode long-term
dependencies and relations. The cell state allows information to flow through the

entire LSTM architecture. The outputs from the forget gate, input gate, and the
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candidate vector are used to update the cell state using Eq. 2.5.

ce==¢C 1 Tt (G) It (2.5)

The output gate regulates the data delivered to the network as input for the next
phase based on the data encoded in the cell state. The hidden state hy and output 0¢

are computed through Eq. 2.6.

0c = (Wo [he 1;%¢))
(2.6)
hi =0¢ tanh(c)

LSTM networks have been shown to be effective in a wide range of sequence
modeling tasks and have become a key component of many state-of-the-art natural
language models. RNN, especially LSTM, has also been widely applied in the remote
sensing field for a variety of time series analysis tasks. For instance, LSTM has been

used for water quality monitoring in [1] and rice crop detection in [30]. It is also

commonly used in change detection tasks [31, 32, 33].
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Chapter 3

HIGH-PRECISION MAPPING WITH VHR DATA

This chapter presents the work that has been accomplished for high-precision Massai
Boma mapping. We explicitly explore the Maasailand of Tanzania, to evaluate the use
of DNN to aid in the automatic visual analysis of remote sensing data to geo-locate
Maasai Boma structures. We investigate the performance of four diverse state-of-
the-art DNN as scene classifiers of Boma presence within high-resolution imagery.
Furthermore, we utilize a state-of-the-art DNN architecture (the ProxylessNAS), in
combination with broad-area aggregation and mapping techniques, to analyze high-
resolution imagery spanning more than 3900 km?. Our findings reveal the detection
of numerous Boma, including many that were not detected through visual scans
conducted by human analysts. The trained ProxylessNAS model was used to generate
a classified vector response field (CVRF). The CVRF was then aggregated by a mode-
seeking algorithm to detect potential locations of Boma structures within the study
area. The model detected numerous human false negatives (HFNs) and achieved
94.02% TPR and 95.395% F1 score using an aggregation aperture of 250 m within a

76.620 square kilometers area of interest.

3.1 DATA COLLECTION

As introduced in Sect. 1.2, Boma is the remote homestead of Maasai people living in

Tanzania. The Bomas have distinct visual characteristics that include earthen fenc-
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ing for animals and small housing structures. The housing structures are themselves
predominantly earthen in nature, being constructed with ground and plant matter
from the local environment. Fig. 3.1 provides examples of Bomas, the sizes of Bomas
depend on the population living in each community. This may prove especially chal-
lenging for machine learning approaches, as the visual indicators must be structural
(shape-based) versus distinct spectral indicators, such as metals or concrete, as recent

research has shown that deep networks are biased towards texture [34].

T
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Boma

Figure 3.1: Maasai Boma in Tanzania. Imagery copyright 2020, CNES/Airbus.

The Maasai Boma dataset was derived using satellite image data from Google
Earth Pro. The study area of interest measures approximately 3906 km? between
latitude and longitude measurements of 3 58’ 37”7 S, 36 09’ 05” E and 4 31’ 18" S,
36 43 ’53” E. The study area shares land between the Manyara, Dodoma, Arusha,
and Singida administrative regions, and includes a variety of terrain and vegetation
features, including but not limited to grassland, marsh, and mountain topographies.

The study area was divided into nine polygons of similar dimensions for surveying
ease, and subsequently manually scanned for Boma artifacts utilizing Google Earth
Pro. The criteria for a positive Boma structure were contingent on the condition of

the distinct corral fencing structure and the presence of residential structures. After
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initial collection, the study area was resurveyed to eliminate unknowns and refine the

data set. Using this data collection method, 635 final positive Boma examples were

produced for the data set. Once these points were curated, the imagery was acquired

from the Google Maps Static API at zoom level 18, a nominal 0.6 m GSD.
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Figure 3.2: Geo-spatial distribution of Boma (green) and non-Boma (black) within

the study area of Tanzania.

The negative, or non-Boma, training data were collected as follows. Once the pos-

itive examples were curated, an automatic process generated 1 km offset coordinates

in four random selections of the cardinal and intercardinal directions:

N/S/E/W/NE/NW /SE/SW.

These coordinates are used to acquire a set of potential negative examples. The

potential negative examples were then human-reviewed, removing image chips with

Boma structures visibly present. The final number of negative, non-Boma examples

was 1726. The full set of data used for positive and negative examples is shown in

18



Figure 3.3: The ResNet Architecture [22].

the geospatial context in Fig. 3.2. The images downloaded with Google Maps Static
API were 640 640 pixels in size and had Google’s watermark at the bottom of the
images. To eliminate possible effects of the watermarks, the images are center-cropped

at 512 512 pixels.

3.2 METHODS

Automated mapping with DNN requires two key elements. First, a well-trained DNN
that is robust to the target and environment, and also selective, i.e., good true positive
rate (TPR) and low false negative rate (FNR). Second, it is necessary to be able
to scale the application of the DNN over large areas, potentially in parallel, and
then aggregate and refine the detections into a final ranked list for human analytical
consumption. That is, the system should triage the area and rank likely Boma higher

and low-confidence Boma lower.

3.2.1 Architectures

Four pre-trained DCNN approaches are evaluated for their ability to detect Bomas:
the Residual Network [22], Inception Network [23], and Neural Architecture Search
(NAS) [35]. ResNet50 (Fig. 3.3)is a residual network [22] architecture with 50 convo-
lutional steps. ResNet architectures are derived from the VGGNet architecture but
rely on micro-architecture modules, instead of traditional sequential network architec-
tures. Xception [36] is an “extreme inception” variation to the Inception module. The

Xception architecture is based on the hypothesis that the mapping of cross-channel
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Figure 3.4: The modified depth-wise separable convolution used as an Inception Mod-
ule in Xception, so called “extreme” version of Inception module [37].

correlations and spatial correlations in the feature maps of convolutional neural net-
works can be entirely decoupled [36]. Fig. 3.4 demonstrates the depth-wise separable
convolution layers used in the Xception model. Inception-ResNet-v2 (Fig. 3.5) is a
variant of the Inception-ResNet model that combines the idea of residual connections
and the Inception architecture [38]. ProxylessNAS is a type of Neural Architecture
Search (NAS) that directly optimizes neural network architectures on target task and
hardware [35]. Since it searches without any proxy while still allowing a large can-
didate set and removing the restriction of repeating blocks, it was proven to enlarge
the search space efficiently and achieve better performance than other proxy-based
NAS algorithms. Fig 3.6 shows the efficient models found by ProxylessNAS that are
optimized for different hardware. The four architectures are evaluated through the
cross-validation experiment, and the best-performing architecture will be used for

broad-area scanning.
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Figure 3.5: Schematic diagram of Inception-ResNet-v2 [39].
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[35).
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Figure 3.7: The high-precision scanning workflow. The AOI is scanned as a set of
overlapped tiles, then each tile is sliding-window processed into a set of 512 512
pixel chips. The chips are then pushed into the DNN models and produce the binary
geo-located classification vectors.

3.2.2 Broad-area Scanning

The AOI is scanned using an 8192 8192 pixels window with a stride of 32 pixels,
19.2 meters. The overlapped scanning windows ensure sufficient AOI coverage and
no Boma structures are partially captured on the edges. Each of the 8192 8192
pixels tiles was then sliced into 512 512 pixels chips. The chips were then passed
to the pre-trained DCNN models to generate geo-located classification response vec-
tors. Figure 3.7 shows the workflow from AOI tile to chip to DCNN inference to
classification vector. The response vectors were geo-located based on the latitude

and longitude of the chip center.

3.2.3 Mode Seeking

The CVRF generated from the DNN can be sliced into two classification layers, one
for Bomas and one for non-Bomas. For Bomas, a response layer R can be sliced
from the DNN classification responses to form a surface on the AOI whose topology
is formed by the DNN output neurons. Regions with possible Boma structures are
expected to have peaks in R. The peaks in R are then ranked by their confidence
scores to assist broad area search. To discover the peaks, an alpha cut was applied
using a confidence threshold. Since the final layer of DNN used the softmax function,

the confidence scores range from 0.0 to 1.0, and the sum of network outputs per chip
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is 1.0. We used a threshold of 0.99 to dramatically reduce the data space to the most
confident points of the DNN model. In summary, we generated a density spatial
field in which dense regions have a higher probability of having a Boma structure.
After that, the data points around the local peaks are clustered and the clusters are
labeled and ranked to assist the human search process. As mentioned previously,
the softmax classification in the last layer makes the sum of outputs equal to 1.0.
Thus, when examining a single class from the responses individually, there will be
irregularities and holes appearing in the surface. These irregularities and holes may
separate a single large density into several small disparate densities. To reduce the
effects of irregularities and holes on the response surface, an additive function-to-
function morphology was applied to amplify the spatial density surface. For each
data point, we defined the spatial decay function s(p) = exp¢ %P) to describe the
closeness between the data point and one of its neighbors, where d is the haversine
distance between the two points and D is the radius of the neighborhood N (p).
Then, the point p’s score in the amplified spatial density field is computed based on

the intersected volume defined by the spatial neighbors of p and N (p) [40], i.e.,

>
(s(p)iN(p)) =  (max(p;n) s(p)): (3.1)

In this work, we applied the Weighted Mean-shift algorithm to find the clusters
based on the amplified field of the DNN responses. The main advantage of the mode-
seeking clustering algorithm is that its performance does not depend on a pre-defined
number of clusters. For a field with amplified density, the clusters are the centers
of mass of spatially connected densities. Since the number of such density centers is
unknown, we applied the weighted mean-shift algorithm to find the modes. During
each iteration, a spatial aperture of the nearest neighbors of a certain data point p

was evaluated. Then the point p was moved to the center of mass of its spatial local
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Algorithm 1: Spatial Clustering of DNN Response Surface (R)
Input: Response Surface, R
Input: Movement Threshold,
Output: Mode-Clustered Response, R’

1 begin
/* Alpha-cut, = 0.99 */
2 R con denceFilter(R; );
/* Dillation of R by s(p) */
s | R f(s(M)N(p)g8p2R ;
/* WeightedMeanShift */
4 do
5 Rl  WeightedMeanShift (R’ s(p));
6 M haversine (RLe,; RY);
7 R’ R(r)1ext;
s | whileM > ;
neighbors.

Algorithm 1 describes the procedures to cluster the response surface from DNN R
to mode-clustered response R’. We used a confidence threshold of 0.99 for alpha-cut
and 100 meters for the radius of spatial neighborhoods. First, a confidence filter was
applied on the response surface R, and only points with DNN’s output confidence
scores larger than 0.99 were selected for clustering. Then, the spatial decay function,
s(p), was used to weight the mean density of each local field.

The WeightedMeanShift function computes the weighted distance between the
points in amplified response surface R? and its neighbors as d(p; n) = haversine(p; n)
S(p). Then, the points are continuously evaluated and shifted toward the modes until
the final movement is less than a certain threshold or the iterations are greater than
the iteration limit. In the experiments, the movement threshold was set to 1 10 ®m
and the maximum number of iterations was 500.

After shifting, data points converged to the modes. Then, the modes were clus-
tered and labeled using Algorithm 2. Each cluster was formed with a data point and
its neighbors within neighborhood radius D. The scores of the clusters were com-

puted as the volumes under their amplified spatial density. At the end of labeling,
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Algorithm 2: Labeling Points as Clusters (R’)

Input : Mode-Clustered Response, R’
Output: Ranked Clusters, C

/* Ci Ci+1 */
1 begin
2 i O
3 while R' & ; do
a p  pop(RY);

/* Init. cluster C; with chip p */
5 Ci p
6 N  NearestNeighbor(p; R%; D);
7 foreach n 2 N(p) do
8 Ci:score = fCj; ng;
9 L R’ remove(n);
P .

10 Cj:score c2c, c:confidence;
11 i+ +;
12 fCig  Sorted(Cgj) by score, descending

the clusters were ranked based on their scores for subsequent human analysis, and

clusters with single-detection were considered as spatial outliers and filtered out of

the result.

The Weighted Mean-shift algorithm becomes computationally expensive with large
scale datasets, however, the locality attributes of the CRVF allow a geometric decom-
position and re-assembly of a solution. To reduce the processing time, we designed
a two-phase weighted mean-shift. During phase 1, the data points are divided into
batches, weighted mean-shift is applied on each batch in parallel to generate a set
of mini-clusters. In phase 2, these mini-clusters are considered as data points, and
the scores of these mini-clusters were the confidence scores. Then weighted mean-
shift is executed again to merge a certain range of mini-clusters into one large cluster.
Combined with parallel computation, the modified weighted average shift significantly

reduces the computation time for large-scale datasets.
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3.3 EXPERIMENTAL RESULTS

To evaluate the effectiveness of DNN for detecting and mapping Boma, we conducted a
diverse set of experiments. First, we conduct the closed-world model evaluations using
traditional cross-validation techniques and traditional metrics. Then, we explore
the performance and metrics in the non-closed-world, real application scenario of
automated mapping and scanning precision metrics. These extended experiments
provide not just a broad understanding of the suitability of the DNN for this particular
task, but also a sense of how well the models transition to real-world applications such

as broad area search.

3.3.1 Cross-Validation

The results of the cross-validation experiment are summarized in Table 3.1. The
four evaluated networks were trained using 1 10 4 initial learning rate, the Adam
optimizer, and batch size 8. To overcome the limited amount of training data (635
Boma, 1726 non-Boma), we leveraged transfer learning and augmentation as pre-
scribed in [41]. We can see that ProxylessNAS achieved a recall of 97.288%, which is
important for the mapping task. In the mapping scenario, the recall represents the
likelihood of a false negative, i.e., a missed detection.

Table 3.2 shows that all the DNNs other than Xception achieved true negative
rate (TNR) 0.98, on recognizing the non-Boma images. In the broad area mapping
use case, we want to minimize false negatives (FN) and will be more tolerant of false
positives (FP), where the mode-seeking algorithms discussed in Sect. 3.2 help to filter

the spurious FP.

3.3.2 Computational Costs

Not only did the ProxylessNAS architecture achieve the highest accuracy, but this

model also consumed the shortest training time. Using the Nvidia Tesla P100 GPU,
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Table 3.1: Network Cross-Validation Performance on Maasai Boma

Error Time

Network Prec. | Recall | F1 | Reduction | (hrs)
ResNet50 95.374 | 95.381 | 95.322 - 8.572
Xception 95.893 | 95.339 | 95.450 2.744 9.856
Incept.ResNet-V2 | 96.834 | 96.780 | 96.780 31.180 12.696
ProxylessNAS 97.380 | 97.288 | 97.288 42.026 6.923

Table 3.2: Normalized Cross-Validation Confusion Matrices for ResNet50, Xception,
Inception-ResNet-V2, ProxylessNAS

Network TPR | TNR | FNR | FPR
ResNet50 0.88 | 0.98 | 0.02 | 0.12
Xception 0.96 0.95 0.05 | 0.04
Incept.ResNet-V2 | 0.93 0.98 0.02 | 0.07
ProxylessNAS 0.95 | 0.98 | 0.02 | 0.05

it took 8.572 hours to train the ResNet50 model, 9.856 hours to train the Xception
model, and 12.696 hours to train the Inception-ResNet-V2 model. In contrast, the
training time for the ProxylessNAS model is only 6.923 hours, which is 1:4 faster

than the Xception and 1:8 faster than the Inception-ResNet-V2.

3.3.3 Automated Mapping Evaluation

Considering that ProxylessNAS has the second-lowest FPR, 0.05, and the lowest
FNR, 0.02, this makes it the leading candidate for mapping applications. To evaluate
the trained ProxylessNAS in the broad area mapping task, we systematically down-
loaded 0.6 m nominal GSD images from the Google Maps Static API. The scanning
evaluation area was bounded by 3 58 377 S —4 31’ 18” S latitude by 36 09’ 05" E
— 36 43" 53" E longitude. Downloaded tiles were carved up into 512 512 px for
batching into the DNN during inference.

We divided the ground truth into a left and right side at the median ground truth

Boma position of longitude (36 25 49.47656” E) to ensure blind testing evaluation.
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Table 3.3: Summary of scanning counts for Left and Right.

Training | Training | Testing | Testing
Model Boma | Non-Boma AOI Tiles | Detection
L-trained 318 921 Right 20298 354
R-trained 320 805 Left 22089 425

Two ProxylessNAS models were trained using data from the left and right sides,
respectively. It took a total of about 4.97 hours to train the two models using the
Nvidia Tesla P100 GPU. These models were then used to scan the opposite side of
the AOI. Scanning the left and right sides consumed 27 minutes and 31 minutes,
respectively.

Table 3.3 shows the counts for training chips for Boma, and non-Boma, as well
as total testing tiles, and the number of detections for each side. It can be seen that
the total detections were 779, more than our ground truth, where we expect some
FP, however, we see a high occurrence of human False Negatives (HFNs). As noted

in Algorithm 1, the confidence threshold applied to detections was 0.99.
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Figure 3.8: Geo-spatial mapping of Boma: left-trained ProxylessNAS shown as blue
points on the right of AOI, right-trained network scan results shown as red points on
the left of AOI, ground truth Bomas shown as green points.

Figure 3.8 shows the respective detections, left-trained in blue and right-trained in
red. As can be seen, the mapping of the detections closely follows the spatial pattern
shown in the spatial training data (Fig. 3.2). In fact, of the top 50 detections that were
not co-located with known-ground truth, all were Boma except ranks 24 and 25, which
were abandoned Boma. This speaks to two issues related to closed-world evaluation.
First, human-labeled data at a massive scale in the ever-changing landscape and
environment of Earth will always be missing true positive labels. Second, metrics
that are more true to the real-world applications are needed to evaluate DNN in situ

of the real-world use cases.
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3.3.4 Scanning Results

The Google Maps Satellite images covering a 76.620 km? AOI across 4 18.176" S
-4 24.0813" S latitude and 36 18.8062" E - 36 22.5862" E degree longitude were
acquired and scanned. A total of 127,008,768 chips were inferred using the Proxyless-
NAS models. After applying a confidence filter using the threshold of 0.99, there are
2,485,432 detections were passed into the CVRF for clustering. The processing time
for each 8192 8192 pixels tile is about 5 seconds using an NVIDIA GeForce GTX
1080 GPU. It took approximately 689 hours to process the entire AOI, however, this

can be accelerated with parallel computing techniques at the host level.

3.3.5 Scanning False-Positive Data Augmentation

An initial investigation was applied on the scanning and clustering results to find
human false negatives. It used a batch size of 10, neighborhood radius D = 100 m,
and searched 100 nearest neighbors in building the neighborhood during two phases
of Weighted Mean-shift. During analysis of the scanning results, a few falsely detected
Bomas were found around the villages. Constructions in the villages have dense rect-
angular fencing structures that are easily confused with the Boma structure. Thus,
27 additional non-Boma examples were collected around three villages and added to
the training dataset. A five-fold cross-validation experiment and automatic mapping
evaluation were re-applied to the new training dataset. The F'1-score achieved by the
ProxylessNAS model was reduced from 97.288% to 96.337%, however, the mapping

evaluation results showed those false detections around villages disappeared.
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Figure 3.9: Trends of True Positive Rate (TPR), False Negative Rate (FNR), and
F1 relative to the aggregation aperture for ground truth scanning for both (a) before
adding HFN as new TP to training, and (b) after adding HFN as new TP.

Figure 3.9(a) shows the TPR, FNR, and F1 for scans using different aggregation
apertures. At an aggregation aperture of 250 m, the model generated 194 clusters
and achieved a TPR of 91.791% and an F1 of 81.485%. Ground-truth-derived FPs
generated using an aggregated aperture of 250 m were investigated for possible HFNs.
Of the 65 candidates, 50 HFNs were identified. Figure 3.10 shows the top ten clusters
that went undetected during the human scanning. Most of the HFNs are small Boma
structures that are easily overlooked during human visual scanning. However, these
examples received relatively high scores during the automated DNN and aggregation
scan.

After adding the confirmed HFNs to the list of ground truth, the TPR increased
to 94.022% and the F1 score increased to 95.395% using the aggregation aperture of
250 m. Figure 3.9(b) shows the changes in updated TPR, FNR, and F1 scores with
different aggregation apertures. As we see the F1 score lift above the TPR, we can
infer that the recall or selectivity is also improved.

Borrowing from the information retrieval domain for scoring content-based query
results [42], which is the analogous task of broad area search in imagery, we can use an

order-dynamic retrieval precision as the scanning precision. Given a list L of ranked
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