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MASKING VARIABLES IN MIXTURE MODELING 

Emilie Rausch 

Dr. Douglas Steinley, Thesis Supervisor 

ABSTRACT 

Finite normal mixture modeling is a popular technique for clustering individuals into 

distinct subpopulations. A characteristic of mixture modeling that researchers may be unaware of 

is its tendency to arrive at locally, rather than globally, optimal solutions, and these local 

solutions can lead to an incorrect partition of the individuals into groups. This paper examines 

the behavior of mixture modeling under different conditions, specifically focusing on when data 

contain noise and when the mixtures' means are various distances (effect sizes) from one another. 

Monte Carlo simulations were conducted and it was found that the ability of the mixture model 

to obtain correct partitions and stable parameter estimates degenerates when noise is added. In 

addition, the results suggest that as the distance between clusters increases, recovery only 

reaches a moderate level at almost three times a large effect size. 
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Introduction 

The goal of mixture modeling is to find heterogeneity in data by identifying distinct 

subpopulations. This technique has demonstrated its usefulness and is the subject of a growing 

body of literature, but a difficulty in the method arises when researchers are unaware of the 

mathematical properties and nuances of the technique they are employing. 

For example, in experimental research determining whether or not groups respond well to a 

treatment, the determination of an incorrect number of groups can lead to serious consequences, 

such as incorrect treatment recommendations to practitioners. As Bauer and Curran (2003) 

showed, when a mixture model is used to determine the number of subgroups in a population, 

multiple mixtures can arise to describe a complicated single distribution (a natural tendency of 

the mixture model) but researchers may interpret these as distinct groups. 

Another property of mixture models that researchers may be unaware of is the tendency 

of a mixture model to converge on parameter estimates that represent a local, rather than global, 

optima. This means that there is a solution that would result in a higher likelihood but because of 

the nature of the algorithm used to estimate the parameters, it converged on the highest 

likelihood given the values that were used to initialize the algorithm. McLachlan and Peel (2000) 

suggest using a variety of values to initialize the algorithm to _nd several solutions and allow the 

researcher to make a decision on whether or not he or she has obtained the global maximum. 

Two situations are of interest here: 1) when data exists that has noise, or measurements on 

variables that are not consistent with the cluster structure, and 2) when the distance between 

mixtures is varied. 

Noise 
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When data exists that has noise, this noise is also known as “masking" variables 

(Milligan, 1980). This means that, in addition to “true" variables that are meaningful and 

contribute to an individual's cluster membership (assuming such a thing exists in the data) there 

are additional variables that obscure this relationship. When a researcher is unaware what 

variables contribute to determining class membership and does not preprocess his or her data 

clustering algorithms can exhibit poor performance (Steinley & Brusco, 2008b). 

Cluster Distance 

The distance between two groups' means (sometimes called the strength of the difference 

between two groups) is called an effect size, and Cohen's (1992) conventions of effect size 

strength are typically used in psychology. It is reasonable to expect that a greater number of local 

optima may exist in mixtures that lie close to one another (where there is a small effect size), and 

less may be found in mixtures that are far apart (a large effect size). It is also reasonable to 

expect that recovery of the correct partitions of individuals into groups would improve as 

mixtures separate. The issue of recovery in overlapping clusters has been considered by Steinley 

and Brusco (2008a) in the case of K-means cluster analysis. It was found that as the probability 

of overlap increased, the recovery of the correct partition of individuals into groups decreased. 

Results in psychology are frequently discussed in terms of effect size, although effect size is 

measuring the same concept as overlap (namely, the separation of clusters). Determining the 

adequate distance two mixtures need be separated before recovery is adequate and a stable 

solution can be found can be a useful result for a recommendation to researchers. Simulation 

results can suggest when it is unlikely given the effect size commonly seen in a given field of 

research that a mixture model's results can be trusted and thus safely interpreted. 
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In the remainder of the paper we show that there are situations where arriving at the 

global optima is quite unlikely, and the percent of unique solutions is so high it is much more 

likely that a researcher would find an local solution, especially when the mixture model is 

initialized a modest number of times (10 to 50 initializations, for example, but as many as several 

hundred in some cases). In addition, we show that when a great deal of local optima are found, 

the best recovery of the mixture model is poor and results are likely not accurate, and increasing 

the number of initializations of the algorithm does not lead to better recovery. 

Finite Mixture Models and the EM Algorithm 

This section describes mixture model clustering in the case where the researcher assumes 

that all components are multivariate normal. Let x be a vector of random variables and the 

population density 

 

be a mixture of normal components, fk, each with proportion αk. The proportions are constrained 

such that they all must sum to one (ΣK
k=1 αk  = 1), and are greater than zero 

(αk>0) for all k. Σk,µk are the p-dimensional mean vector and the p X p covariance 

matrix for the kth cluster, respectively, where Σk is unconstrained.  

The algorithm typically used to implement mixture models is the Expectation-

Maximization (or EM) algorithm, which iteratively computes the maximum likelihood estimates 

of the probabilities of class membership for each individual. The EM algorithm proceeds in 

steps, and alternates between (a) estimating the posterior probability of an observation belonging 

to each cluster with a fixed set of parameters and (b) updating estimates of the parameters by 

fixing the probabilities of class membership. The algorithm continues until the change in the 
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likelihood criterion is below a set tolerance level, or a maximum number of iterations has been 

reached. For more detail, see Bartholomew, Knott, and Moustaki (2011), McLachlan and 

Basford (1988), and McLachlan and Peel (2000). 

Local Optima.  

The EM algorithm naturally finds a local maximum, but, as with most optimization 

algorithms, there is no guarantee that the result is a global maximum. To overcome this problem, 

the typical recommendation is to use many different initializations of the EM algorithm and 

compare the results to one another. This will allow the researcher to be more confident that the 

algorithm has arrived at the global optimum (McLachlan & Peel, 2000). Hipp and Bauer (2006) 

touched on this when they demonstrated the local optima problem for growth mixture models. 

They showed that when a model is misspecified (the researcher is looking for the incorrect 

number of groups) and when the data structure is complex (many mixtures and variables) the 

mixture model found many local optima. One natural caution would be to initialize the mixture 

model many times. 

 

Simulation Ia: Assessing Performance with Noise 

To understand how mixture modeling performs when a data set has noise, we performed 

a Monte Carlo simulation and compared the mixture modeling results with the true data 

structure. To gain a better understanding of how noise interacts with other factors (and to get a 

baseline understanding of mixture modeling performance), we also varied other factors common 

in the literature. Three data sets containing each possible combination of the following factors 

was created; these data were generated using the cluster generation procedure described in 

Milligan (1985). 
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Factors 

A general description of each of the factors is provided in this section. The factors are: 

(1) number of clusters, (2) number of true variables, (3) mixture of proportions, (4) sample size, 

(5) type of noise dimensions, and (6) number of noise dimensions. This resulted in 540 unique 

combinations and 1620 data sets. 

Number of clusters. The number of clusters was K = 2, 4, and 6. 

Number of true variables. The number of true variables was V = 2, 4, and 6. 

Mixture of proportions. The relative size of clusters has been shown to affect cluster recovery, 

and these relative densities were constructed following Milligan (1980), Milligan and Cooper 

(1988), and Steinley (2003, 2006). It assumed three levels: (a) all clusters with an equal number 

of observations, (b) one cluster had 90% of the observations, while the rest of the observations 

were evenly distributed among the rest, and (c) one cluster had 60% of the observations, the rest 

of the observations were evenly distributed among the rest. 

Sample size. The sample size was N = 100 and 500. This corresponds to a small sample size (N = 

100) and moderately large sample size (N = 500). 

Type of noise dimensions. Following Steinley and Brusco (2008b), noise was modeled by 

including variables in the data that are in no way related to the generated cluster structure. When 

this noise (or masking variables) is added and a mixture model performed, it demonstrates how 

robust the modeling technique is to data where extra variables are measured that give no 

information about group structure. The distributions from which masking variables were 

generated were, (a) F(1,1), (b) multivariate normal with no correlation, and (c) multivariate 

normal with high correlation 

(ρ = .75, σ2 = .25). 
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Number of noise dimensions. The number of noise dimensions was E = 0, 2, 4, and 

6. 

Assessment 

To assess how well a mixture model performed in each of the described situations, the 

solution was evaluated for the accuracy of the best solution obtained and how often the mixture 

model converged on the same solution. 

Accuracy of recovery. The ARI is a cluster evaluation index by Hubert and Arabie 

(1985). It is a measure of cluster solution agreement with a maximum of 1, indicating identical 

solutions, zero indicating random agreement, and Steinley (2004) outlined conventions for the 

size of ARI: > 0.9 indicates “excellent" recovery, > 0.8 “good", > .65 

“moderate", and < .65 “poor". As is common in practice, an observation's group membership was 

determined by selecting the group for which the probability was the highest of all the groups. We 

obtained the maximum ARI of the 100 iterations to demonstrate the best classification of the 

mixture model on that specific data set. 

Local solutions. To also assess the performance of the mixture model, the number of local 

optima were counted, which corresponds to the number of unique Bayes Information 

Criterion values (BICs) of each of the 100 iterations. In this context, we can consider the number 

of local optima to also be the percent of iterations for which there was a unique solution, this will 

be labeled plo and is calculated: 
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Even though there were 100 iterations of each data set, 101 is used in the denominator as some 

data sets had 100 local optima, and this creates an undefined number in a later analysis. 

Analysis Procedure. After the data sets were generated, a mixture model was fit 100 times using 

random initial values with a maximum number of iterations of the EM algorithm at 100 (i.e. 

convergence criteria must be met before the 100th iteration). The mixture model program was 

provided by Martinez & Martinez (2011). In every initialization and for every factor condition, 

the correct number of clusters was specified. All analyses were conducted in MatLab Version 

R2012a (MathWorks, 2012). 

 

Results for Simulation Ia 

The average recovery was ARI = .56 and the average percent of unique solutions 

was plo = :55. The mode of the percent of unique solutions was 100%, which occurred in 

14.51% of the data sets. It is reasonable to suspect that a solution that has poor recovery would 

also have unstable parameter estimates as Steinley, 2006 found a relationship between ARI and 

local optima in a simulation of K-means clustering. The correlation between ARI and the percent 

of unique solutions for this simulation is ρ = .53. Results for every factor are given in Table 1. 

As the number of clusters increased the percent of unique solutions increased and the 

recovery decreased. The number of true variables, however, had the opposite effect. 

As the number of variables related to cluster structure increased, the recovery became better and 

the percent of unique solutions decreased. Sample size did not have a strong effect on the 

performance of the mixture model. The first and the third densities had similar performance, but 

the second density did quite poor (the density with one large cluster, plo = .72, ARI = .37). 
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Performance was degraded when the masking variable added to the data was skewed or 

standard normal. When the masking variables are normally distributed with high correlation, the 

mixture model was able to obtain the correct solution. However, the percent of unique solutions 

observed was high, averaging over all other factor conditions (plo = .66). Tabulated results for 

noise can be seen in Table 2 and are represented graphically in Figures 1 and 2. 

ANOVA Results 

To determine which factors had the most effect on the mixture models' performance, two 

traditional analysis of variance tests were conducted, one with ARI as the response variable, the 

other with the logit transformed percent of unique solutions as the response variable. The results 

are presented in Tables 3 and 4 respectively. Every effect and the interaction was significant, so 

effect sizes are given in lieu of p values. Because the percent of unique solutions is bounded 

between 0 and 1, it does not follow an approximate normal distribution, so the following logit 

transformation was performed, 

 

and these transformed values form the dependent variable in the second analysis. The results are 

given in Tables 3 and 4. 

The first ANOVA indicates that the factor most responsible for variation in ARI was the 

type of noise (η2 = .51) followed by the type of density (η2 = .10). When the number of local 

optima is used as the response variable, however, the most predictive factors are the number of 

clusters (η2 = .21) and the density type (η2 = .14). The second result is reminiscent of Hipp and 

Bauers (2006) results that found as the number of classes increases, as do the number of unique 
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solutions. The type of noise is still predictive, however the effect size is much smaller in this 

analysis (η2 = .04). 

 

 

Simulation Ib: 100% Unique Solutions Data Sets 

Based on the results in Simulation Ia, and how often unique solutions were arrived at 

100% of the time, we conducted a supplemental simulation that explored those factor levels 

more fully for which performance was the poorest. The factor combinations that were chosen 

were ones in the above simulation for which 100 unique solutions were found every time the data 

set was created. 

Factors 

There were 34 unique conditions in which 100 unique solutions were found every time a 

data set was generated. The described conditions were largely cases in which there were six 

clusters (23 data sets) and had the second density (the condition where one cluster is large in 

relation to the rest, 30 data sets). Almost all had some kind of noise (31 data sets), and a large 

sample size (27 data sets). 

Assessment 

To explore these factor combinations more deeply, and perhaps discover how many local 

optima there truly are, a new data set of the described factor conditions was created and the same 

mixture model procedure was initialized 1000 times. 

Simulation Ib Results 

The average recovery was ARI = .51, which is similar to Simulation I, but the average 

percent of unique solutions was much higher at plo = .88. The correlation between ARI and plo 
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was again negative, ρ = .50. The mode of local optima was 1000 (100% unique solutions), which 

occurred in 19 of the data sets. Unlike the results for Simulation Ia, the poorest performance 

came from data sets with noise dimensions that were multivariate normal with high correlation 

(correlation = .75, 11 data sets). Similar to the results from Simulation Ia, the second density 

again had the poorest performance overall. We found that, even after increasing the 

initializations a great deal, neither recovery improved nor did we find how many local optima 

exist in most cases. 

Simulation II: The Univariate Case 

To also gauge the general performance of mixture modeling, a supplementary simulation 

was conducted that assessed performance when the data is univariate. Three data sets with each 

combination of the following factors was created; the data were again generated according to 

Milligan (1985). 

Factors 

The following is a description of the factors included in this simulation. Noise is not 

included as we are restricted to the univariate case. This resulted in a total of 18 unique 

combinations and 54 data sets. 

True variables. The variables included are V = 1. 

Other factors. The same clusters, densities, and sample sizes as Simulation Ia are included. 

Assessment 

Analyses were conducted using the mixture model program in the Statistics Toolbox in 

MatLab Version R2012a (MathWorks, 2012). The same measures of recovery and local 

solutions were obtained. 
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Simulation II Results 

The recovery overall was much better, ARI = .84, but the number of local solutions was 

very high, with the average percent of unique solutions being plo = .99. Again, the 

univariate results have a weak negative correlation between ARI and percent of unique solutions, 

ρ = -.17. Sample size did not have an effect on recovery or the number of local solutions, 

consistent with the other simulations. The results per factor are given in Table 

6. 

 

Simulation III: Varying the Distance Between Clusters 

This simulation is interested in the distance between clusters at Cohen's (1992) 

conventions, to examine how typical effect sizes in psychology respond to mixture modeling. 

The data were generated using random standard normal values separated a length of D, which is 

defined below. 

Factors 

A description of the factors included in this simulation is given below. This resulted in 

1350 unique combinations and 4050 data sets. 

Number of clusters. To aid in interpretation, only those data sets with C = 2 clusters are included. 

Number of true variables. The variables included are V = 2, 4, and 6. 

Type of noise dimensions. In addition to the types of noise described in Simulation Ia, a mean-

centered F(1,1) distribution was included. 

Cluster distance. The distance between the clusters was varied to be D = .2, .5, .8, 

1.5, and 3. .2 corresponds to a “small" effect size, .5 a “medium" effect size, and .8 a 
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“large" effect size (Cohen, 1992). Conditions 1.5 and 3 are used for demonstration as the optimal 

conditions for the mixture model. 

Other factors. The same densities, sample size, and the number of noise dimensions as 

Simulation Ia were included. 

Assessment 

The same assessment procedure was used as in Simulation Ia. 

 

 

Results from Simulation III 

Excluding the effect sizes D = 1.5 and 3, recovery was very poor (ARI = .05) and the 

number of local solutions was again high (plo = .77). Even though the average ARIs are so low, 

the same trend seen in Simulation Ia can be seen here as well. As the number of true variables 

increased, recovery improved. As was seen in Steinley and Brusco (2008a), as the mixtures 

become less overlapped the percent of unique solutions and the ARI improve. When extreme 

effect sizes were used, the recovery was much better, but only reached a “moderate" level at D = 

3 (ARID=1:5 = .45, ARID=3 = .74, plo;D=1:5 =.40, plo;D=3 = .21). The correlation was, however, no 

longer negative (ρ = .08). The results by factor for these data sets are given in Table 7. 

 

Simulation IV: Univariate Case while Varying the Distance Between Clusters 

The following simulation was conducted to examine the performance of the mixture 

model while combining the factors of interest in the preceding two, namely, the univariate case, 

and the separation of clusters. 

Factors 
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A description of the factors included in this simulation is given below. This resulted in 36 

unique combinations and 108 data sets. The noise factors are removed from this simulation as we 

are restricted to the univariate case. The clusters were generated as in Simulation III. 

Number of clusters. To aid in interpretation, the number of clusters is restricted to 

C = 2. 

Number of true variables. We are restricted to the univariate case, so the number of true 

variables is V = 1. 

Cluster distance. The distance between the two clusters is D = .2, .5, and .8. 

Maximum iterations. The maximum number of iterations of the EM algorithm was varied to be I 

= 100 and 1000. 

Other factors. The same densities and sample sizes as in the previous simulations are used. 

Assessment 

The same assessment procedure as Simulation II was used, and the same measures of local 

solutions and accuracy of recovery were obtained. 

 

Results from Simulation IV 

The overall ARI from Simulation IV was ARI = .02 and plo = .98, and ARI and percent of 

unique solutions were correlated ρ = -.0009. This was the poorest performance of all the 

simulations, as it combined the type with the highest local optima (univariate case) with the type 

with the worst recovery (small cluster distance). Increasing the maximum number of iterations of 

the EM algorithm was necessary as the algorithm was ending frequently on the 100th iteration, 

although the results were not different between these two conditions. The tabulated results for 

Simulation IV are given in Table 9. 
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Conclusion 

Noise 

Our simulation reveals that, across all distributions, as more masking variables are added, 

ARI decreases and the percent of unique solutions increases (i.e. a mixture model has a harder 

time finding the correct solution and arriving at stable parameter estimates), which is the 

opposite of the effect of adding more true variables. This finding is in line with Stienley and 

Brusco's (2008b) results with various clustering algorithms and the same type of noise added. As 

was found in Simulation Ib, the data that contain the most local optima are ones that have some 

type of noise. The noise type that resulted in the worst recovery was standard normal. 

Cluster Distance 

In addition, this simulation also reveals that at Cohen's (1992) conventions of 

“small", “medium", and “large" effect sizes (C = .2, .5, and .8, respectively) the mixture model 

had very poor solutions. These are the effect sizes typically seen in psychology, and the recovery 

is far below what researchers should consider a sufficient ARI (see Steinley, 2004). Recovery 

only reaches a moderate level at almost thrice what is considered a large effect size. 

Relation Between Recovery and Number of Local Solutions 

In the case where there are many local solutions, the best recovery is still less than 

adequate, which suggests that even when the globally optimal solution is found in a data set with 

many local optima, it is unlikely that the mixture model has correctly partitioned the individuals. 

To bring this result back to the recommendation of McLachlan and Peel (2000) of initializing the 

algorithm many times to find the global optima, in this case 1000 initializations was not enough, 
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and there is a good possibility that none of those initializations led to adequate classification of 

the individuals. These results also suggest that, if there are 100 or more local optima, that 

increasing the number of initializations does not lead to a better solution. Researchers should be 

hesitant to interpret any results, even the partition with the highest likelihood, if there are more 

than 100 local optima. 

Limitations and Future Directions 

By the nature of this being a simulation, there are limitations in its generalizability to 

real-life data situations. Only data that observes these characteristics would be expected to 

behave this way. Because of computation time the simulation did not include larger numbers of 

clusters or sample sizes or a wider selection of types of noise. An examination of larger number 

of clusters, more variables, and more variants of sample size would give a greater understanding 

of the entire profile of local optima in mixture modeling. The difficulty with computation time 

could also discourage researchers from fully examining the data to find all possible local optima. 

In this simulation, the correct number of clusters was specified as to give the algorithm the best 

chance of finding the correct solution. When a researcher has collected data, they may not be 

aware of how many clusters are most likely to exist in the population they are studying. 

Specifying the correct number of classes then is something that cannot consistently happen in a 

real-life data analysis context (though previous research and theory may suggest a certain 

number of clusters to look for). Examining how performance degrades with the incorrect solution 

specified would then also give a greater detail of how local optima effect the accuracy of mixture 

modeling. 

Although this paper describes the local optima problem in a mixture modeling context, a 

more full-scale realization of the problem of local optima and data with noise would be better 
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understood with a direct comparison of mixture modeling and other popular clustering 

techniques, like K-means clustering. Since mixture modeling had such a difficult time with data 

sets with noise, if a different clustering technique performs better, then a better recommendation 

to substantive researchers can be given. 
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APPENDIX 
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Table 7 

 Results by Factor for Effect Size Data Sets 

 

Table 8 

Results for Very Large Effect Sizes 
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Table 9 

Results for Univariate Effect Size Data Sets 

 

Graph 1 

Percent of Unique Solutions with Noise 
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Graph 2. 

ARI with Noise 

 

Graph 3. 

Percent of Unique Solutions with Noise, 100% Unique Solutions 
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Graph 4. 

ARI with Noise, 100% Unique Solutions 
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