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Abstract  

For image classification, I achieved the current state-of-the-art 

performance by using methods based on Convolutional Neural Networks 

(CNNs). Face image analysis requires both effective feature extraction 

and classifier systems. This research considers the deep learning 

algorithm and addresses its working for classification tasks. I shows how 

to choose between averages and max pooling in CNN architecture. This 

method improved results by using homogeneous networks that 

combined average and max pooling together. For gender classification 

based on facial features, CNNs proved effective for simultaneously 

extracting relevant features and classifying them. State-of-the-art 

performance was obtained on two unconstrained datasets: Labeled 

Faces in the Wild (LFW) and Images of Groups of people dataset. CAS-

PEAL-RL dataset was used to test our systems under constrained 

conditions where all the images were collected inside the lab. For age 

estimation, I achieved good performance using images of groups of 

people dataset where the people in the images have been divided into 

seven groups according to their age.
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1. Chapter 1 

Introduction 

     Extracting semantic contents from images are tasks that have 

attracted a lot of research interest. Although recognizing and category 

images seems like a simple task, more sophisticated datasets require a 

robust classifier that can handle the big data demands of 21st century, 

researchers are still looking for larger, faster and more economical 

solutions. Designing a system can extract the relevant information from 

an image efficiently requires computer vision and machine learning. 

     There are some computer vision systems have successfully closed 

the gap with human performance, such as handwritten digit recognition 

[1]. However, today’s advanced classification systems encounter 

problems when there are a large number of objects or high similarity 

between these objects. For instance, the ImageNet dataset has several 

thousand categories, and it is very hard to get the right categories if the 

difference are more subtle in terms of variety or type. Examples of such 

cases are recognize different car models or different kinds of dogs. 
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     Another difficult classification problem is face recognition, in which 

we try to classify humans using their facial images. Facial images have 

a great deal of relevant information compared to other object images. 

All faces have the same general characteristics such as a nose, a mouth 

and two eyes. Distinguishing the difference between such characteristics 

requires complex systems that can automatically do feature extraction 

and classification. 

     Designing a robust classifier requires a great deal of training data, 

automated learning and resources that is justified in terms of the 

importance of the application. For example, capturing someone’s 

handwritten signature is helpful in some studies. Knowing all the objects 

in the street will automatically prevent car drivers from an accident. 

Driverless cars can help us with long journeys. Robust computer vision 

systems will have a vast impact on blind people and help them act 

independently in the community. All these applications and others 

require complex systems that can learn by themselves from the data 

samples. 

     Why do we need machine learning? Imagine you want to set some 

parameters for a computer to observe the difference between dogs and 

cats. Frist, you set your parameters according to size by saying that cats 

are smaller than dogs. However, there are some kinds of dogs that are 

smaller than cats. What if the cat is closer to the camera than the dog 
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making the cat appear bigger. Another setting would depend on shape, 

but not all cats or dogs have the same shape. It seems that setting the 

parameters manually would be difficult if not impossible. To solve this 

problem we need to make sure machines can set the parameters 

automatically. Teaching computers to learn from data samples is called 

machine learning. 

     There are plenty of algorithms that try to assure that the machines 

make the right decision by setting their parameters automatically. Some 

systems are trying to find a hidden structure in the data according to 

the distance between data-points (unsupervised learning). Other 

systems conclude their functional from a dataset that has labels 

(supervised learning). In this work, I will focus on the supervised 

learning part where every image is paired with a label. 

     Chapter 2 of this thesis will present a literature review about the 

convolutional neural network. I shall present some techniques that 

increase the accuracy for Convolutional Neural Networks (CNNs). To test 

system performance, the Modified NIST or MNIST dataset demonstrated 

in [1] was chosen. 

     Classifying facial images according to gender and age will be the 

tasks discussed in the third chapter. Three face image datasets were 

used to demonstrate our results. State-of-the-art performance will be 

shown in the images. 
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     In chapter 4, I will summarize the work accomplished in this thesis 

and recommend future work. 
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2. Chapter 2 

Background Literature 

2.1 Neural Networks 

     Artificial Neural Networks (ANNs) or short Neural Networks (NNs) 

have been modeled to handle complex tasks by following patterns that 

work like the human brain. NNs contain interconnected units with a very 

simple functions. When combined these simple units can build a complex 

classification function. 

     The first known structure was built in 1958 by Rosenblatt [2]. As 

illustrated in Figure (2.1), his network was very simple. The network 

consisted of one neural that had multiple inputs and one output. The 

output is the sum of all the weighted input 𝑥𝑖 and the bias 𝑏 as described 

in Equation (2.1). 

𝑓(𝑥) = 𝜑(𝑏 + ∑ 𝑥𝑖
𝑛
𝑖=1 . 𝑤𝑖)                                                                   (2.1) 

where 𝜑 the Heavyside step function is defined as  

𝜑(𝑥) = {
1      𝑖𝑓 𝑥 ≥ 0
0            𝑒𝑙𝑠𝑒 

                                                                      (2.2) 
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     This network was used to classify two classes: if the result of the 

summation is greater than or equal to zero, than the network votes for 

the first class. Otherwise, if the result is less than zero, then the network 

votes for the other class. 

 

Figure 2.1: The neural network was proposed by Rosenblatt [2] 

     This simple architecture cannot handle tasks when the data are not 

linearly separable [3]. This weakness motivates using Multi-Layer 

Perceptrons. 

     Multi-Layer Perceptrons (MLPs) are a feedforward artificial neural 

network architecture that have one or more than one hidden layer. 

Figure (2.2) illustrates an MLP with one hidden layer containing neurals 

where each neural in each hidden layer represents one perceptron. 

b 
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Figure 2.2: Multi-Layer Perceptron with a single hidden layer. 

     The hidden layer receives data from the input layer and then maps 

it to the output layer. The weights in the MLP layers are generated from 

the training data. The most widely used algorithm for training the 

parameters is backpropagation [4]. 

 

2.1.1 The Backpropagation Algorithm 

    The backpropagation algorithm is a well-known algorithm and widely 

used due to its simple and efficient structure. It is a supervised learning 

algorithm that applies the gradient descent technique to minimize an 

error 𝐸 [5]. 

There are two parts in this algorithm 
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 Forward: The first part occurs when the training example is 

presented to the neural network layer by layer from input to 

output. 

 Backward: The second part begins at the forward end, which is 

started by calculating the error and propagates it layer by layer 

from the output to the input, and updates the weights and biases 

accordingly. 

    With one Perceptron neural networks, the Heavyside function in 

equation (2.2) was applied. However, to accomplish backpropagation, a 

function that has continued derivatives is required. There are two types 

of active functions depending on the kind of mapping needed from the 

input to the output. The first one is a nonlinear function such as sigmoid, 

which is a monotonically increasing function. The most commonly used 

sigmoid function is the standard logistic or hyperbolic tangent function 

shown in Equation (2.3) and (2.4) respectively. The second type of an 

activation function is the linear function (ReLU) [6] illustrated in 

Equation (2.5). 

𝑓(𝑥) =
1

1 + 𝑒−𝑥
                                                                                     (2.3) 

𝑓(𝑥) = tanh(𝑥)                                                                                    (2.4) 

𝑓(𝑥) = max(0, 𝑥)                                                                                 (2.5) 

    Figure (2.3) shows the three activation functions where the x-axis 

has 100 points between [-10, 10]; the output of the standard logistic is 
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between [0, 1] (Figure (3-A)) the output of the hyperbolic tangent is 

between [-1, 1] and the output of a rectified linear unit (ReLU) maps 

linearly to the output where nonpositive points maps to zero. 

 

Figure 2.3: Three activation functions where A is the standard logistic function, B is 

the hyperbolic tangent function, and C is the ReLU function. 

    During backpropagation assume the dataset has points where inputs 

are paired with outputs by a mapping function which we want to learn. 

Let’s assume that we have a NN with one hidden layer. For every data 

point presented to the NN, forward through the network and get the 

errors then backward pass. Every neural in the hidden layer will work 

the same as one Perceptron but with a different activation function. By 

rewriting the first two equations (2.1 & 2.2). 

𝑌𝑙 = 𝑊𝑙  𝑋𝑙−1                                                                                     (2.6) 

𝑋𝑙 = 𝑓(𝑌𝑙)                                                                                         (2.7) 

where 𝑊𝑙 is the weight at layer 𝑙. At the end of the forward pass, the 

error squared function is applied. 
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𝐸𝑛
𝑙 =

1

2
(𝑡𝑛

𝑙 − 𝑦𝑛
𝑙 )2                                                                              (2.8) 

 

where  𝐸𝑛 is the error of the network,  𝑡𝑛 is the target value of the data 

point n, and  𝑦𝑛 is the output of the network for point n. The error for 

the system is the average over the data points. 

𝐸 =
1

𝑁
∑ 𝐸𝑛

𝑁

𝑛=1

                                                                                       (2.9) 

 

During backpropagation, we get the derivative of the error with respect 

to 𝑋𝑙 at every layer using Equation (2.8). 

𝜕𝐸𝑙

𝜕𝑋𝑙 = 𝑋𝑛 − 𝑡𝑛                                                                                    (2.10)   

 

Calculate the error in the  𝑙 − 1𝑡ℎ  layer using the chain rule. 

𝜕𝐸𝑙

𝜕𝑊𝑙
= ∑

𝜕𝑋𝑙

𝜕𝑌𝑙

𝜕𝑌𝑙

𝜕𝑊𝑙

𝜕𝐸𝑙+1

𝜕𝑋𝑙+1
                                                            (2.11) 

 

where  
𝜕𝑋𝑙

𝜕𝑌𝑙 is the derivative of the activation function. For instance, if the 

hyperbolic tangent is applied: 

𝑓′(𝑌) = tanh′(𝑌) = 1 − tanh(𝑌)2                                                 (2.12) 

 

The second term 
𝜕𝑌𝑙

𝜕𝑊𝑙
 is the derivative of Equation (2.6) with respect to 

W 
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𝜕𝑌𝑙

𝜕𝑊𝑙
=

𝜕

𝜕𝑊𝑙
(𝑊𝑙 𝑋l−1) = 𝑋l−1                                                      (2.13) 

The last term is just the error from the previous layer. From Equation 

(2.10), the error for the first node is the difference between the labels 

for the target data and the output of the networks. Combing all parts, 

we have. 

𝜕𝐸𝑙

𝜕𝑊𝑙
= 𝑓′(𝑌𝑙) ∑ 𝑋𝑙−1

∂𝐸𝑙+1

∂𝑊𝑙+1
                                                        (2.14) 

 

Update the weights at time t, the new weights are: 

𝑊(𝑡) = 𝑊(𝑡 − 1) − 𝜂
𝜕𝐸

𝜕𝑤
                                                               (2.15) 

 

where  𝜂 represents the learning rate. In summary the standard 

backpropagation algorithm is shown below. 

Algorithm 1: standard backpropagation for NN 
 

-Initialized the weights to small random value 
-set the learn rate  

-t=1 
Repeat  

-Do forward pass 
    For l=1 to L do % where I the number of the network layers 

        𝑌𝑙 = 𝑊𝑙  𝑋𝑙−1  ,       𝑋𝑙 = 𝑓(𝑌𝑙)  
        𝑙 = 𝑙 + 1 

-Get the error  

        
𝜕𝐸𝑙

𝜕𝑋𝑙 = 𝑋𝑛 − 𝑡𝑛  

    End for 
-Do backward pass 

    For l=L to 1 do 

        
𝜕𝐸𝑙

𝜕𝑊𝑙 = 𝑓′(𝑌𝑙) ∑ 𝑋𝑙−1 ∂𝐸𝑙+1

∂𝑊𝑙+1      
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-update the weight W 

        𝑊(𝑡) = 𝑊(𝑡 − 1) − 𝜂
𝜕𝐸

𝜕𝑤
      

         𝑙 = 𝑙 − 1 

      End for  
t=t+1 

Until E<e where e the smallest error can be reached or t> max t 
 

    My thesis focuses on the classification task which is required to label 

every image by indicating whether it belongs to one of the 𝑛 classes. 

When we have two classes to choose from, one output of an NN can be 

used with sample labels; hence, that class label would be one and zero 

for the other class [7]. To separate such classes, logistic sigmoid 

function is used as an activation function.  

𝑓(𝑥) = (1 + 𝑒−𝑥)−1     𝑓′(𝑥) = 𝑓(𝑥)(1 − 𝑓(𝑥))                                       (2.16) 

 

2.1.2 Online Training Vs Offline Training 

In general, there are two main principles used to update the weights in 

Equation (2.15). When the weights are updated immediately after 

observing each data point this is known as online training. On the other 

hand, when the weights are updated after observing the whole data 

samples, this is known as offline training. Both online training and offline 

training have advantages and disadvantages. 

     The online training is faster than the offline one. To show that, let’s 

consider a dataset which has 100 images. The weights are updated 100 

times during one epoch on the online training, while the weights are 
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updated once a time in the offline case. When data constantly changes 

over time, it can easily be detected by online training because the 

weights will be updated according to every point in the data. In the 

offline case, the weights are updated according to the average change 

for all the points in the dataset [7]. 

     The online training usually behaves better due to the noise changing 

in the dataset. In the practical dataset with nonlinear systems, there are 

more than one local minimum on the data of different gradients. Finding 

a local minimum that is closer to the global is the goal. In the online 

training, the noise in the data can help the weights to cause jumping 

from one minimum to another until the global rate is reached. On the 

other hand, keeping jump from attaining local minimum to another may 

not lead to network convergence. In the offline training, convergence is 

guaranteed or at least more understandable  [5]. 

      Compromise between online and offline training can occur when 

updating of the weights happens after a small data-batch, which is called 

mine-batch training. These small-batches would be equal in size and 

have 𝑛 number of points, where 1<𝑛<𝑁 where 𝑁 is the number of all 

data points. 

2.2 Convolutional Neural Networks 

     Convolutional neural networks (CNNs) are a kind of feeding forward 

neural network where every single node can be used to apply filters 
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through overlapping regions. The processing occurs in an alternative 

fashion between convolution and sub-sampling layers followed by one 

or more fully connected layers such as standard multilayer perceptron 

(MLP). This architecture has various benefits compared to the standard 

Neural Networks. 

     The NNs have been successfully applied to features that have been 

extracted from other systems, which means that the performance of 

NNs depends on matching relevant features that can be obtained. 

Another way to use NNs is to apply them directly to the raw pixel of the 

image. However, if the images have high dimensions, more parameters 

are needed because the hidden layer would be fully connected. To tackle 

this problem CNNs could be applied. The CNNs depend on sharing the 

weights, which reduces the numbers of parameters. 

     The convolution layers apply a local filter to the input image, which 

leads to a better classification there are correlation in the neighborhood 

pixels of the same image. In other words, the pixels of the input images 

can have some correlations with each other. For instance, the nose is 

always between the eyes and the mouth in face images. When we apply 

the filter to a subset of the image, we will extract some local features. 

By combining them subsequently, we will get the same format as the 

original image but with less dimensional image. These kinds of formats 

are not found in the fully connected layers. 
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     For the classification task, we would expect that objects in the same 

dataset have the same structure inside every image. In the face 

detection task, we look for the same face structures with different 

locations inside each image, so it is useful to treat all the images with 

the same local filter that is locally applied to pixels. 

    Figure (2.4) shows classical CNNs that were presented in [1] and 

have been successfully applied to MNIST applications. 

      

2.2.1. Convolutional Layers 

     The convolution layers can be mainly divided into two parts: Part 1 

is a linear feature mapping that can be done by applying fixed size filters 

on the output of former layers. 

𝑌𝑙 = 𝑊𝑙 ⊗ 𝑋𝑙−1                                                                               (2.17)                 

where  ⨂ denotes the convolution operator.  

     Part 2 involves convolutional layers which is usually a nonlinear 

mapping as the sigmoid function. 

𝑋𝑙 = 𝑓(𝑌𝑙)                                                                                  (2.18) 

Figure 2.4: Convolutional Neural Network (LeNet5 [1]). 
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2.2.2. Pooling Layers 

     Pooling layers usually receive their inputs from convolutional layers. 

The pooling or the so called subsampling layers is average or max 

operators over small squared areas. Based on the operator used, these 

layers are called average pooling or max pooling.  

     The average pooling can be defined as: 

 𝑠𝑖 =
1

𝑛
∑ ℎ𝑗

𝑛

𝑖∈𝑅𝑗

                                                                              (2.19) 

where ℎ is some pixel in the sub-region 𝑅𝑗 from the features mapping, 

and 𝑛 is number of features in the sub-region where subsampling is 

required. 

     The max pooling can be defined as:  

𝑠𝑖 = max
𝑖∈𝑅𝑗

ℎ𝑖                                                                              (2.20) 

     The goals of pooling layers are to reduce the feature mapping sizes 

and provide a connection to the local neighborhood of the convolutional 

layer feature by doing their operations on a sequence of mapping 

features.  Both the average and max pooling operators have some 

drawbacks.  The average pooling pays attention to all elements in the 

pooling region even those that have ≤ zero value, which leads to a 

reduction in weight magnitudes. On the other hand, the max pooling 

can easily overfit the network. To avoid these disadvantages, Matthew 

and Rob Fergus have designed a network with stochastic pooling [8]. 
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Figure 2.5: The pooling operations: (A) represents feature mapping from a previous 

layer, (B) represents the features that resulted from Average pooling, and (C) 

represents features that resulted from max pooling. 

2.2.3. Fully Connected Layers 

     After alternating between the convolutional and the subsampling 

operations, the features present to the fully connected layers. Normally 

there is at least one layer in the fully connected part. They work as 

classifiers in the system and act as Multi Neural Networks. 

 

2.2.4. Backpropagation Algorithm for CNN 

     There are two passes in the backpropagation algorithm, the forward 

and backward pass. In both passes, the network acts the same as the 

NN in the fully connected layer(s). See Section (2.1). 

Forward Propagation 

     To simplify illustration, we assume our CNN has only one 

convolutional layer, one subsampling layer, and one fully connected 

layer. 
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 For convolutional layers, suppose we have an image x that has a 

size of 𝑚 × 𝑚 and a weight kernel w that has a size of 𝑘. So we 

shall have an output that has a size of (𝑚 − 𝑘 + 1)  ×  (𝑚 − 𝑘 + 1) 

after we convolve the input image with the kernel. The 

convolutional process is a dot product between the weight and 

part size of the input that has a size equal to the weight; after 

that, we sum over all the dot product results.  

𝑦𝑖𝑗
𝑙 = ∑ ∑ 𝑤𝑎𝑏

𝑙 𝑥(𝑖+𝑎)(𝑗+𝑏)
𝑙−1

𝑚

𝑏=1

𝑚

𝑎=1

                                                     (2.21) 

 

where 𝑙 denote the current layer and i, j defines the location of 

the next pixel in the output of the l th layer. 

Every convolutional layer has a normalization part defined as: 

𝑥𝑖𝑗
𝑙 = 𝑓(𝑦𝑖𝑗

𝑙 + 𝑏𝑙)                                                                      (2.21) 

where 𝑓(∙) is the normalization function and  commonly chosen to 

be the logistic (sigmoid) function and 𝑏𝑙 is the bias.  

 The subsampling layer: As noted in Section (2.2.2), there are two 

types of these layers. Neither of them have weights nor a 

normalization part. The output’s size from this layer will drop to 

half if we have a kernel size of (2 x 2). 
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Backward propagation 

     The back-propagation process starts from the end layer to the first 

layer. This process would be similar to Neural Networks on the fully 

connected layers, which was discussed in Section (2.1). 

 Backpropagation for the subsampling layer: The pooling layers 

need not to have any trainable parameters to be updated. Those 

kinds of layers can only serve to reduce the size of the features 

mapping, so, in the backward pass, there is no derivative 

operation required. In the forward pass, we do subsampling over 

a square area that is reduced to a single value after the operation. 

In the backward pass, it is required to return a single value from 

the error to same size of the squared area. Let’s call it 

dissampling. The dissampling operation depends on the kind of 

subsampling required. In the case of average pooling, the errors 

that computed from the layer before the pooling layer distribute 

on the square area equally. In the max pooling case, the error 

forwards directly to the place where the feature in the max pooling 

originated from and the remaining spaces are filled by zeros.  

 The backpropagation in the convolutional layers: If we know what 

errors occurred in the layer before the convolutional layers, say 𝐸, 

then we can find the error in the convolutional layer. Note that we 

have a square kernel that has a size of 𝑘 ×  𝑘. Hence, we need to 
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perform the chain rule and consequently find the sum over all the 

regions. 

𝜕𝐸𝑙

𝜕𝑊𝑖𝑗
𝑙 = ∑ ∑

𝜕𝐸𝑙+1

𝜕𝑌𝑙

𝜕𝑌𝑙

𝜕𝑊𝑖𝑗
𝑙  

𝑚−𝑘

𝑗=1

𝑚−𝑘

𝑖=1

                                                            (2.22) 

From Equation (2.21) 
𝜕𝑌𝑙

𝜕𝑊𝑖𝑗
𝑙 = 𝑥𝑖𝑗

𝑙−1  and we can get 
𝜕𝐸𝑙+1

𝜕𝑌𝑙
 by applying 

the chain rule again. 

𝜕𝐸𝑙+1

𝜕𝑌𝑙
=

𝜕𝐸𝑙+1

𝜕𝑥𝑖𝑗
𝑙

𝜕𝑥𝑖𝑗
𝑙

𝜕𝑦𝑖𝑗
𝑙                                                                               (2.23) 

where 
𝜕𝑥

𝜕𝑦
 from Equation (2.21) equals the derivative of the 

activation functions. By putting all the terms together, we get.   

𝜕𝐸𝑙

𝜕𝑤𝑖𝑗
𝑙 = ∑ ∑

𝜕𝐸𝑙

𝜕𝑥𝑖𝑗
𝑙  𝑥𝑖𝑗

𝑙−1 𝑓′(𝑦𝑖𝑗
𝑙 )

𝑚−𝑘

𝑗=1

𝑚−𝑘

𝑖=1

                                               (2.24) 

 

After that we update the weights accordingly using equation 

(2.15). 

 

2.3. Handwritten Digits Using MNIST Dataset 

     To test the system performance, I pick the most classical dataset 

(MNIST). The MNIST database is a hand digits writing dataset which 

consists of 70,000 images. These images have been divided by a 6:1 

ratio for training and testing, respectively [1]. It is a subset from the 
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NIST dataset where all the images have been resized to (28 x 28) pixels. 

Figure (2.6) shows random samples from the dataset. 

     The NIST dataset used to train the MNIST system is collected from 

NIST’s Special Database 3 (SD-3) and Special Database 1 (SD-1), which 

contains binary images of handwritten digits. SD-3 uses Census Bureau 

employees while SD-1 uses high school students. The final training 

utilizes two sets from SD-3 with 250 writers each, which together 

creates 60,000 training patterns. However, these 60,000 examples are 

divided into two subsets of 30,000 each with 250 writers for each set. 

The final MNIST set comes from the last group of SD-3 250 writers, 

while the 10,000 MNIST set comes from a subset made up of 5,000 from 

SD-1 (the high school students) and 5,000 from SD-3 (the Census 

Bureau employees) [1]. 

 

 

Figure 2.6: Samples of MNIST dataset. 
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2.3.1. Experiment and Results 

     I use CNNs to train and test the dataset. In this experiment, I focus 

on the effects of choosing between average and max pooling layers. All 

data samples in the dataset are normalized to be between one and zero. 

The networks consist of a fixed size of layers with two convolutional 

layers that have kernels sized to (5x5). Every convolutional layer is 

followed by a pooling layer with active region (2x2) pixels. The final 

layer is the fully connected layer. Table (2.1) shows the number of 

feature mapping. 

Table 2.1: Size of the proposed CNNs that is used in the MNIST dataset experiences. 

Layers Conv. pooling Conv. Pooling Fully connected 

Number of feature 6 6 12 12 1 

Kernel mapping 5x5 2x2 5x5 2x2 --- 

Feature mapping 24x24 12x12 8x8 4x4 192 
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Figure 2.7: MNIST dataset results for both training and testing validity with CNN that 

have Average pooling for both subsampling layers. The CNN achieved more than 

99% accuracy in the test validity. 

    Figure (2.7) shows the errors of the CNNs for both training and 

testing data over 150 epochs. The networks in Figure (2.7) apply 

average pooling for both layers. Testing errors decreases to below 0.01 

after 90 epochs and the best accuracy achieved was 99.08%. On the 

other hand, the results presented in Figure (2.8) belong to the network 

that has max pooling in both subsampling layers. The error drop very 

fast, with a reading of 0.01 after 43 epochs. However, network 
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parameters suffer from overfiting for the rest of the training time. The 

overfiting occurs when the system learns not only the data classification 

function but also the data noise. The overfiting leads the network to 

perform good in the training samples and bad in the test samples. 

 

Figure 2.8: MNIST dataset results for both training and testing validity with CNN that 

has Max pooling for both subsampling layers. The CNN achieved 99% accuracy in the 

test validity after 42 epochs. 

     Pooling layers aim to reduce the size of mapping features from the 

previous convolutional layer by ways that keep a grade of local features 

translation invariance to following layers. For the first case at which both 

of the pooling layers are average, neighborhood features are taken into 
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determining the average for them. This operation would have better 

accuracy, but it is time consuming due to the fact of smoothing out the 

features, which in turns prevents the network from fast learning. In the 

case where both pooling layers are max operators, it converges faster 

because the only high value feature magnitudes are transferred to the 

next layer, which means the sharp edges of the images will be retained. 

This kind of learning in which data and noise are both learned are called 

overfitting. 

     To avoid the overfiting effect of max pooling layers and the slow 

convergence of average pooling, we use homogeneous system with both 

average and max pooling. The next two figures show the performance 

of networks where the first pooling layer is average and the second one 

is max and vice versa, respectively. 

     Figure (2.9A) shows the networks performance when the average 

pooling is used after the first convolutional layer and max pooling after 

the second one. The error on the test validity dropped to 0.01 after 41 

epochs and to 0.0092 after 140 epochs. The best performance for this 

size of network, shown in Table (2.1), is when the max pooling layer 

was used at first, and average pooling was used second as indicated by 

Figure (2.9B) where the error drops down to 0.0082. The best obtained 

accuracy occur-s when the numbers of feature mapping increased to 20 
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and the achieving accuracy is 99.36%. Thus our network missed only 

64 samples out of 10,000 test data samples. 

 

Figure 2.9: MNIST dataset results with homogeneous CNN, (A):  average pooling for 

the first layer and Max pooling for the second one. (B):  Max pooling for the first 

layer and Average pooling for the second one. 

     In summary, we implement CNNs and obtain results that are based 

on four kinds of setup with differences in the pooling layers. The best 

accuracy is achieved when the CNNs has a max pooling followed by an 

average pooling layer.
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3. Chapter 3 

Gender and Age Classification 

3.1. Introduction  

     This chapter discusses an automatic gender classification and age 

estimation by relying on facial images. The goal of this research is to 

obtain good accuracy by doing some preprocessing of the images. 

Classifying face images as either a male or female is an important task 

that has been extensively investigated in the last two decades. Almost 

every paper in literature addressing this issue has its own method and 

most of them have used Support Vector Machines (SVMs) [9, 10] and 

NNs [9, 11, 12] as classifiers. Most previous classification methods in 

literature depend on global features extraction from whole faces. 

     Successful gender classification and age estimation require 

extracting local features. To produce this kind of features, CNN has been 

applied. We have built our network using the techniques described in 

chapter 2. 
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     There are variety of applications for gender classification. Knowing 

the sex and age of customers is required by store managers. Stores that 

cater to a certain gender have to offer goods that meet their target 

group’s needs. Needless to say, there is a huge difference between 

things young people purchase and the things that elderly people 

purchase. 

     Gender classification should be done prior to other facial image 

analysis. Under the assumption that we have equal candidates for both 

genders, this step can save half of the time. It not only reduces the 

speed of processing, but also increases accuracy by splitting the images 

into two groups according to gender, which can be distinctly tested in 

facial expression [13]. Moreover the model used for gender classification 

can be used for other classification problems such as age estimation. 

     In our experiment, we use face image dataset collected under 

unconstrained environments Labeled Faces in the Wild (LFW) [14] and 

Images of Groups of People [15]. In addition, the CAS-PEAL Face 

Database is used to test the system performance of the face image 

dataset that collected inside the lab [16]. 

3.2. Literature Review and Related Work 

    Classifying humans according to gender has a 27-year history.  

Bruce et al. [17] 1987 asked 78 undergraduate students to classify face 
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images manually according to sex. During the 1990s, literature on 

classifying people according to gender and age was prevalent [11], [12]. 

    Cottrell et al. [11] collected 160 face images for 10 males and 10 

females. Their work obtained 99% accuracy by applying a multi-layer 

neural network in an unsupervised way. 

     Abdi et al. in [12] were the first group to use the pixel pass as input 

to the neural network. They used Eigen decomposition as preprocessor 

and with a simple perceptron and radial-basis function (RBF) network 

classifier, thereby they achieved 90% accuracy on their collected data. 

     Real-time application occurred when Shakhnarovich et al. published 

their paper in 2002 [18] which used an Adaboost classifier and cascaded 

face detector [19] to automatically detect the face. In the same year, 

Sun et al. wrote a paper entitled “Genetic feature subset selection for 

gender classification: A comparison study” stating that classifier 

performance can be improved by good feature selection through the use 

of a genetic algorithm (GA) that can select the relevant features for six 

classifiers. In [9] features were extracted from face images using 

principal component analysis (PCA) other than GA before entering the 

classifier. On the experiment of [9], four classifiers were used, namely, 

a Bayes classifier, an NNs classifier, an SVM classifier, and a classifier 

based on linear discriminant analysis (LDA) and the best performance 

was achieved  with SVM. 
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     In 2004, a subset of the benchmark FERET dataset was used to 

address the gender classifier in [20], where 500 frontal facial images 

were cropped and normalized, and LDA was applied as a classifier after 

extracting features by independent component analysis (ICA). 

    In 2011, Bing Li et al. designed their system by collecting features 

not only from face images but also from hair and clothing [10]. They 

trained seven SVM classifiers for five parts of the face: the two eyes, 

nose, mouth and chin and another two classifiers was trained with 

features from outside the face. All these classifiers were voting to 

determine the gender. The authors of [10] have demonstrated that 

extracting extra features from hair and clothing can improve the 

performances of the network. 

     Tapia and Perez in 2013 used mutual information from histograms 

of local binary patterns (LBPs), intensity, and shape to select features 

[21]. They depended on selection processes for four mutual information 

measurement using two kinds of face datasets; the first was collected 

under controlled conditions and was called a FERET dataset, while the 

second was a sub-set from the LFW dataset. 

3.3. The Difficulties 

     While the images are being taken, some redundant characteristics 

accompanied them make getting the relevant information is a difficult 

task. Under different environments, images are captured to encounter 
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variations in the face belonging to the same person. These problems are 

evident when the identity of the individual is dependent solely on the 

facial images. These difficulties can be categorized according to the 

reason behind them. The following lists some of the barriers to clarity. 

 Pose: One of the most difficult issues of face analysis is the 

variations of the face pose. The angles between the center of the 

frontal face and the camera can make different parts of the face 

apparent or hidden in the image. 

 Illumination: Changing light source positions or intensities can 

change pixel values. Typically, the second one (strength of 

illumination) is easier to deal with because it will affect whole 

images equally. Projecting strong light changes the circumference 

of an object and increases the white level of the image. Changing 

the attitude of direct illumination, however, is more difficult 

because of its unequal impact on the images. When the point 

sources of light apply to the face, they lead to shadows in the face 

by itself which requires a nonlinear system to remove its effect 

[22]. The effect of illumination is demonstrated in Figure (3.1). 

 Facial Expressions: Face analysis can become difficult due to 

numerous variations among the images that belong to the same 

person. Changing the shape of the mouth or the eyes affects the 

performance of some systems. 
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 Other types of variations: Other type of variations that can affect 

analysis is when faces are partly covered by sun glasses or a hat. 

The hair cut or hair style is another difficulty in analyzing face 

image. Let’s consider the gender task as an example where 

usually males have short hair while females have long hair. 

However this is not always true. 

 

 

Figure 3.1: The images of one individual from the CAS-PEAL  

dataset [6] with different degrees of illumination. 

 

3-2. Datasets 

     I attempt in this research to provide gender classification and age 

estimation systems that can analyze the face under unconstrained 

environments. Therefore, two of the largest datasets, LFW and the 

Image of Groups of People dataset were used along with the CAS-PEAL 
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dataset to test system performance where all images were collected in 

a lab environment. 

3.2.1. Labeled Faces in the Wild Dataset 

     LFW dataset has more than 13,000 images of faces of which 10,256 

belong to 4,264 males and 2,977 images for 1,486 females. All the 

images are collected from the web by using a Viola-Jones face detector. 

All images are colored with a resolution of 250 x 250 pixels (Huang et 

al. 2007) [14]. Figure (3.2) shows some examples from the dataset. 

The LFW dataset includes images of different head poses, illuminations 

and facial expressions. Also it contains some images with low quality 

making face analysis a very difficult task.  

 

Figure 3.2: LFW dataset image examples, all the images have high resolution 

 (250 x 250) pixels. 
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     Another challenge in this dataset is some of the images can have 

pattern recognition failure that can be interpreted as either male or 

female, which makes gender classification difficult. Moreover, some 

images have been labeled as male although female features are more 

obvious and vice versa. Figure (3.3) shows this kind of mixing. 

     In Figure (3.3), the first row of images is labeled as males while the 

second row of images is labeled as females. Even the same image with 

a different center is labeled once as male and in another image as 

female, e.g., the third image in the first and second rows.  

 

Figure 3.3: Samples from LFW dataset, the first row images were labeled as male 

even though the females have good appearance, and the second row images were 

labeled as female, even though the males have a good appearance. 

     Although some images may have more than one individual, the main 

person that the image labeled with his or her names is always in the 

middle of the picture. This is a good property in this dataset that can be 

exploited to select part of the image that has more relevant features. 

To perform that we simply filter out the edges of the image if it has more 
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than one face according to the result of face detector. Removing 

redundant or irrelevant features by cropping the centers of an image 

leads to obtain better results. By doing that, it become easy for the face 

detector to detect one face only since the other face(s) are distorted. 

Figure (3.4) shows some filtered images.  

 

 

Figure 3.4: Samples from LFW dataset: The first row images were labeled as male, 

and the second row images were labeled as female after removing the image edges. 

 3.2.2. Images of Groups of People Dataset 

          The image of groups of people dataset has been collected by 

Gallagher and Chen [15].  Their dataset has 5080 individuals whose 

images are divided into three groups: wedding portraits, group portraits 

and family portraits. Every image has more than one face labeled 

according to gender and age based on a total of 28,231 faces as seen 
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in Table (3.1). This dataset is composed of images with different head 

poses, Illuminations, and face expressions. Some of the individuals wore 

a hat or glasses. Figure (3.5) shows two images from this dataset. 

     Due to the high number of faces per image, some faces have low 

resolution, and about 25% of the faces have less than 13 pixels between 

the eye centers [3]. Another problem with this dataset is that it has a 

high percentage of people who are less than 13 years old.  Usually it is 

hard to classify children due to the high similarity between the genders. 

Table 3.1: The distribution of the ages and genders of the 28231 face images that 

present group of people images dataset. 

age 0-2 3-7 8-12 13-19 20-36 37-65 66+ 

Male 439 771 378 956 7767 3604 644 

Female 515 824 494 736 7281 3213 609 

Total 954 1595 872 1692 15048 6817 1253 

 

 

Figure 3.5: Samples from image of groups of people dataset from family portrait 

images. 
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3.2.3. CAS-PEAL-RL Dataset1 

   The CAS-PEAL Large-Scale Chinese Face Database contains 99,594 

images for 1040 individuals with different poses, illuminations, and face 

expressions. All the images were taken in the lab by using nine cameras 

placed in an arc [6].  Figures (3.6 & 3.7) show different facial 

expressions and accessories for one individual from that dataset, 

respectively. The CAS-PEAL-RL is part of the CAS-PEAL dataset that has 

been made available for researchers. The subset contains 30,863 

images and presents all the individuals in the dataset. 

     The CAS-PEAL dataset has a good percentage of males to females 

(around 43 percent of the total participants are females), which is one 

reason behind choosing this dataset in this research. 

 

 

Figure 3.6: The CAS-PEAL dataset with different facial expressions 

 for one individual. 

                                    

1 The research in this thesis use the CAS-PEAL-R1 face database collected under the 

sponsor of the Chinese National Hi-Tech Program and ISVISION Tech. Co. Ltd.” 



38 
 

 

Figure 3.7: The CAS-PEAL dataset with different accessories for one individual. 

3.4. Experience and Results 

     In this thesis, two different sizes of CNNs are applied. The small one 

has two layers convolutional each followed by pooling layers, and the 

network has one fully connected layer as shown in Figure (3.8). The big 

one has three convolutional layers with three pooling layers and also it 

has one set of fully connected layers. All images are resized before they 

are forwarded to the input layer. The size of the inputs is (28 x 28 pixels) 

for the small network and (60 x 60 pixels) for the other. The first pooling 

layer in both networks is max pooling while the remaining layer(s) are 

average pooling layers. Tables (3.2 & 3.3) show both sizes of the 

networks. 

Table 3.2: Small size of considered CNN. 

Layers Input Conv. pooling Conv. Pooling Fullyco. 

Layer size 28x28 24x24 12x12 8x8 4x4 192 

Feature mapping 1 6 6 12 12 1 
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Table 3.3: Large size of considered CNN. 

Layers Input Conv. pooling Conv. pooling Conv. pooling Fulco. 

Layer size 60x60 56x56 28x28 24x24 12x12 8x8 4x4 192 

Feature mapping 1 6 6 8 8 16 16 1 

 

 

Figure 3.8: Convolutional Neural Network architecture for gender classification with 

two input size 28x28. 

   The first experiment is conducted with the LFW dataset where all the 

images were resized to (28 x 28 and 60 x 60 pixels) to fit our inputs to 

the small and large network, respectively. Figure (3.9) shows samples 

from LFW dataset after resizing and transferring them to gray scale. The 

first line from Figure (3.9) shows the input for our small size (28 x 28) 

and the second line shows our input for the large network (60 x 60). 
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Figure 3.9: Samples of LFW dataset after resizing the images. The first line is resized 

to (28 x 28) pixels to fit our small network input and the second line is resized to (60 

x 60) pixels to fit our large network input. 

    The LFW dataset is not a benchmark dataset for gender classification, 

so cross-validation is used to evaluate our results. The dataset is split 

into five folders where the networks are trained each time with 80% of 

the data and tested with the remaining characters. Thus, for every 

network setup, the model has already been run five times. 

Table 3.4: LFW dataset results for gender classification. LFW1 presents the small 

network performance. LFW2 presents the big network performance. 

LFW LFW[2] LFW[17] Net1 Net2 

Results 95.6±0.4 93.60±0.1 95.2±0.3 95.5±0.4 

 

    Table (3.4) shows our results for the two considered networks 

compared with two other results from literature. The second column 

shows the best results from [21]. In [21], the authors manually choose 

7,443 face images from the LFW dataset and label them with the ground 

truth. Even though the number of images in [21] presents part of the 

data set probably the easy one, we still are able to compare the results. 

The third column represents the best results from [23] in which the 

whole dataset is chosen. Net1 and Net2 are our results from the small 
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and large networks, respectively. Figures 3.10A & 3.10B show the 

performance of our considered networks. As shown, the large network 

has a slightly better performance in the test validity due to its larger 

numbers of parameters. However, those numbers represent 17 epochs 

of training time used to figure out the right parameters compared with 

only seven epochs in the small network. 

 

Figure 3.10: LFW dataset performance for both training and testing validity. (A) is 

the result for the small network, and (B) is the result for the large network. 

    The Images of Groups of People dataset is not divided into training 

part and test part; therefore cross-validation setup is used by dividing 

the data to five folders. This dataset provides the eye coordinate points 

so it is used to crop an individual face by using the formats in Figure 

(3.11). 
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Figure 3.11: Face crop frame. Where x presents the distance between centers of the 

two eyes. 

     All the images are cropped, resized to (28x28 & 60x60) pixels and 

normalized between [0, 1] before they enter the networks. As 

mentioned before, some individual faces have less than 12 pixels 

between the eyes, hence we enlarge some images to get the right sizes 

of setup. This step from preprocessing the images results in bad quality 

images especially when we needed to resize the images to (60x60) 

pixels. 

 

Figure 3.12: The Images of Groups of People data set performance for both training 

and testing validity. (A) represents the small network performance and (B) 

represents the large network performance. 
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    The performance of both networks is shown in Figure (3.12). The 

errors have dropped faster in network1 (the smaller network that 

presented in Figure 3.8) than network2 which is the larger one. As we 

can see in Table (3.5) the best accuracy in the test validity is 85.3% for 

the first setup, and the error is reduced by 7% when we enlarge the 

network to reach 87.1% at test time. If we compare the improvement 

in the results when more parameters are used as in the LFW case and 

The Images of Groups of People dataset case, we see better 

improvement in the second dataset because of an increase in data 

samples. In other words, the high number of parameters requires a high 

number of data samples to prevent the networks from overfiting.  

Table 3.5: The Images of Groups of People (IGP) dataset results for gender classific-

ation. The second and third columns represent the best results from references [24, 

23]. The fourth and fifth columns represent our small and large network, 

respectively. 

IGP [24] [25] Net1 Net2 

Results 77.89±0.3 87.24 85.1±0.2 87±0.1 

 

    Table (3.5) shows our results in The Images of Groups of People data 

set compared with two recent papers [24, 25]. The third column 

represents the best result from [25] in which approximately half of the 

data is removed due to low resolution in order to increase system 

performance. 

    The third experiment is with the CAS-PEAL-RL dataset. We just resize 

the images to fit our input sizes. Figure (3.13) shows our results for this 
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dataset under the two different sized networks. As noted in the previous 

two datasets, the results of the larger network are better, but the larger 

network is slower than the smaller network.  

 

Figure 3.13: CAS-PEAL-RL dataset performance for both training and testing validity, 

(A): Presents the performance of the small network. (B): Presents the performance 

of the large network. 

Table 3.6: The best accuracy obtained from the three datasets. All results were 

obtained from the large network 

Datasets LFW Groups of people CAS-PEAL-RL 

Results 95.5±0.4 87±0.1 96.1±0.1 

 

   Table (3.6) represents the best accuracy obtained in the three 

datasets. All of these results were obtained from the large network with 

input size of 60x60 pixels and seven layers; hence, a larger number of 

parameters yielded better results. It was, however, time consuming and 

required a large number of data samples to prevent the networks from 

overfiting their parameters. 
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Table 3.7: Results for three datasets when we do training with one dataset and test-

ing with the other two dataset using our small network. The first column presents 

training datasets and the first row presents the testing datasets. 

Training Testing LFW Group of people CAS-PEAL-RL 

LFW  64% 70% 

Group of people 77.4%  76% 

CAS-PEAL-RL 77.6% 67%  

 

    Table (3.6) represents the results for our smaller network when 

whole datasets are used. The first column presents training datasets and 

the first row presents the testing datasets. In the second row, we use 

an LFW dataset to train our system and test with the other two datasets 

(The Images of Groups of People dataset and CAS-PEAL-RL dataset). As 

can be seen the performance of the network drops due to the noise in 

the datasets. With a backpropagation algorithm, the networks try to 

learn the functions that spread the data samples. Because every dataset 

has its own characteristics, the network will overfit its parameters 

according to the dataset. Thus, when we use one dataset to train the 

CNN and another to test it, the CNN performed poorly in test validity. 

3.5. Age Estimation 

     For age estimation we use the image of groups of people dataset. 

The individuals in this dataset are divided into seven groups according 

to their age (0-2, 3-7, 8-12 , 13-19 , 20-36 ,37-65, 66+ ) as indicated 

in Table (3.1). Table (3.1) clearly shows that the group aged 20-36 has 

more than half of the data samples, which naturally has a negative effect 
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on the training process. Therefore, we randomly choose 1000 data 

samples only from this group age and 1000 data samples from group 

37-65 for the same reason. 

    The same data preprocessing and network setups for gender 

classification are used for age estimation. The only difference between 

the CNNs in gender classification and age estimation is the number of 

outputs, where we use only two outputs (male and female), while the 

age outputs depend on the number of groups that the dataset divided 

to. In our case, we set the output of our networks to seven. 

     For the smaller network, we obtain around 65% average accuracy in 

the test validity and around 69% average accuracy for the larger 

network. There is a huge overlapping between the group ages due to 

the similarity between them. For instance, the first and second groups 

in Table (3.1) have high similarity between each other especially in 

individual ages between 2 and 3. This similarity lead to overlapping 

between the data samples which negatively affects network 

performance.  

 



47 
 

4. Chapter 4 

Conclusions and Future Works 

     CNNs are a powerful technique that we experiment with in this 

research. State-of-the-art methodology is used in the gender 

classification for facial image datasets collected under unconstrained 

environments. The first dataset is LFW, and all the face images in the 

LFW dataset are collected from the web. The average performance in 

this dataset is 95.5% when using our large network. The second dataset 

is Group of People images dataset. On the Group of People images 

dataset, the average accuracy obtained from cross validation is 87%. 

     The performance of CNNs depends on multi setup. In this research, 

our aim is to find the answer for concerns such as: how to set the right 

number of layers and how to choose between max pooling and average 

pooling. The larger network performed better if it has enough data 

samples to prevent the network parameters from overfiting. The larger 

network system give better results when compares to the other two 

datasets. For choosing the right subsampling operator, we find that the 
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homogenous networks, which have both average and max pooling, 

always give better results. 

    Several future possibilities are identified for getting better 

performance with CNNs. It is noted that pooling layers can be changed 

in such a way to obtain benefits from max pooling without pushing the 

networks to overfit. 
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