
APPLICATION OF ALGORITHMS  

IN NEWSROOMS 

_____________________________________ 

A Project 

presented to 

the Faculty of the Graduate School 

at the University of Missouri-Columbia 

_____________________________________________________ 

In Partial Fulfillment  

of the Requirements for the Degree 

Master of Arts 

_____________________________________ 

by 

                                               JAVKHLAN BOLD-ERDENE 

                                                       David Herzog, Chair 

                                                          Michael Kearney 

 

              MAY 2020 

 

 

 

 

 



 

   

ACKNOWLEDGEMENTS 

 I would like to thank my project supervisor David Herzog and committee member 

Michael Kearney for their generous guidance and support that helped me carry out my 

professional project.  

 My sincerest gratitude goes to Fulbright Fellowship Program, which gave me 

courage and hopes to bring positive changes in my country through the invaluable 

knowledge, skills, and experience I obtained at the best journalism school in the world.  

 At last, I would like to thank my family for always believing in me and investing 

in my education so that I would grow to understand the value of sharing my knowledge 

with others.   



  

Table of Contents 
ACKNOWLEDGEMENTS 

CHAPTER ONE: INTRODUCTION ................................................................................. 1 
CHAPTER TWO: LITERATURE REVIEW ..................................................................... 2 

CHAPTER THREE: PROFESSIONAL ANALYSIS ...................................................... 20 
APPENDIX I: ANALYSIS INTERVIEWS ..................................................................... 33 

APPENDIX II: WEEKLY FIELD NOTES ...................................................................... 69 
APPENDIX III: SELF-EVALUATION ........................................................................... 86 

APPENDIX IV: SUPERVISOR’S EVALUATION ........................................................ 90 
APPENDIX V: GRAPHICS ............................................................................................. 91 

APPENDIX VI: PROJECT PROPOSAL ....................................................................... 111 

 

 
 
 
 
 
 
 

 
 



 1  

CHAPTER ONE: INTRODUCTION 

It was my first semester here at Mizzou when my curiosity around the future of 

journalism developed more after visiting The Wall Street Journal office in New York 

through a class. During that trip, hearing about how automation and artificial intelligence 

have been utilized by journalists made me think about the inevitable appearance of 

technology in journalism, just like any other sectors. 

Since then, I’ve been pursuing my interest around the uses of such technologies in 

journalism and particularly the skill sets that would help journalists do many things that 

were not possible before such as working with huge documents and automating tasks that 

are routine in daily works.  

As a data journalism student, I couldn’t resist thinking about what the future holds 

for data journalists and what skills we should be honing to make the best out of 

technology and combine it with our journalistic approaches in our daily works or long-

term investigative projects. 

To me, one way to learn that was through talking to practitioners and demystify 

technological skills that helped them create some of the best journalism projects. 

My hope is this study will offer guidelines for reporters who come from different 

backgrounds but are united under the same willingness to harness technological skills to 

advance their reporting.  
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CHAPTER TWO: LITERATURE REVIEW 

The primary purpose of this literature review is to explore how algorithms are 

applied in journalism in the form of automaton and artificial intelligence. Since the 

terminology used in literature to describe computational concepts-e.g., automation, 

artificial intelligence, analytics, etc.- in the context of journalism is often inconsistent and 

at times conflicting, the remainder of this section will identify and define the specific 

computational concepts of interest to the present project.  

 Algorithmic journalism: It is a broader term and described as the “(semi)-

automated process of Natural Language Generation by the selection of electronic data 

from private or public databases (input), the assignment of relevance of pre-selected or 

non-selected data characteristics, the processing and structuring of the relevant datasets to 

a semantic structure (throughput), and the publishing of the final text on an online or 

offline platform with a certain reach (output)” (Dorr, 2015, p. 702). As described by 

Reiter and Dale (Dorr, 2015) the Natural Language Generation automatically produces 

human language from a computational representation of information and it is the central 

technical innovation that enables algorithmic journalism. 

Automated journalism: It is described as “ the process of using software or 

algorithms to automatically generate news stories without human intervention” (Graefe, 

2017, p. 14).  It allows for the collection and analysis of data, and the creation and 

publication of news (Graefe, 2017). Automated news also creates possibilities for greater 

quantity of news with lower costs (Linden, 2017b). The following is how automation 

news creation software works, as described by Graefe (2017) based on natural language 

generation platforms. 
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Figure 1: How algorithms generate news (Graefe, 2017) 

Two well-known companies that provide automated news content to news outlets 

include Automated Insights and Narrative Science. The Chicago company, Narrative 

Science was born from the partnership at Northwestern University between computer 

scientists and the Medill School of Journalism that produced the automated sports writing 

program called StatsMonkey (Carlson, 2015). Management of Narrative Science referred 

to their technology as “a synthesis of data analytics, artificial intelligence and editorial 

expertise” (Carlson, 2015). 

Automated Insights is a competitor of Narrative Science and its algorithms 

operate similarly to Narrative Science’s. Their Insights algorithm enables the writing of 

stories in different journalistic formats including summaries and long-form articles (N. 

Latar, 2015). Automated Insights’ algorithms analyze the data set, prioritize insights, then 

construct a narrative and publish the story (N. Latar, 2015). Stories written by Insights 

Collect data
* Pre-defined sources and/or data mining
* New and historical data, context data

Identify interesting events
* Statistical analysis (outliers, trends, correlations)
* Pre-defined rules per topic (e.g., runs per team determine winner)

Prioritize insights
* Newsworthiness
* Pre-defined rules (e.g. result more important than injuries)

Generate narrative
* Specification of storyline and structure
* Official style guide of the publisher

Publish story
* Through the publisher's content management system
* Either automatically or after editorial review
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algorithms can be published in multiple formats including emails, mobile applications 

and social media (N. Latar, 2015). 

The types of text that can be generated by automation are determined by the 

availability of data (Linden, 2017b). Automated Insights relies on financial statistics from 

Zacks Investment Research in Chicago for earnings reports, while Narrative Science uses 

data collected by team leaders with the mobile application Game Changer for sports news 

(Linden, 2017b). 

Artificial intelligence in journalism: Artificial intelligence can do more than 

automation. It can enable journalists to analyze data, identify patterns and insights from 

multiple sources. (Marconi et al., 2017). Here is how an AI adapted workflow would 

look: 

 

 

         

 

 

 

 

 

 

Although the term artificial intelligence dates back to the 1950s, the application of 

it in newsrooms started recently.  

Figure 2: Potential for workflow disruption (Marconi et al., 2017) 
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 Marvin Minsky defined AI as “The science of making machines do things that 

would require intelligence if done my men” (Flew, Spurgeon, Daniel, & Swift, 2011, p. 

159). In the book Artificial Intelligence: A Modern Approach, the definition of AI is 

organized into four categories, as shown below, based on previous studies (Russell & 

Norvig, 2003): 

Table 1: Definitions of AI (Russell & Norvig, 2003) 

Systems that think like humans Systems that think rationally 

“The exciting effort to make computers 

think… machine with minds, in the full and 

literal sense.” (Haugeland, 1985) 

 

“[The automation of] activities that we 

associate with human thinking, activities such 

as decision-making, problem solving, 

learning…” (Bellman, 1978) 

“The study of mental faculties through the use 

of computational models.” (Charniak and 

McDermott, 1985) 

 

“The study of the computations that make it 

possible to perceive, reason, and act.” 

(Winston. 1992) 

Systems that act like humans Systems that act rationally 

“The art of creating machines that perform 

functions that require intelligence when 

performed by people.” (Kurzweil, 1990) 

 

“The study of how to make computers do 

things at which, at the moment, people are 

better.” (Rich and Knight, 1991) 

“Computational intelligence is the study of 

the design of intelligent agents.” (Poole et al., 

1998) 

 

“AI… is concerned with intelligent behavior 

in artifacts.” (Nilsson, 1998) 
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Such definitions explain how AI has the potential to act and think like humans, 

and thus mimic or replace work done by humans. Most common AI models and 

techniques that are applied in journalism are described below. 

Machine learning is a subdomain of AI. An example of a machine learning 

algorithm used in journalism is The Los Angeles Times investigation with crime data as 

they used keywords that identify assaults as serious or minor. The algorithm they trained 

found which of the assaults were misclassified (Nahser, 2018).  

 Two common types of machine learning are: supervised and unsupervised 

(Marconi, Siegman, & Journalist, 2017). If, for example, human feeds the machine 

financial documents belonging to businesses that have or have not been convicted of 

financial crimes and the system learns to differentiate between the two, it would be 

supervised learning system. In contrast, unsupervised learning takes an unstructured 

dataset as its input but is given no target output. Therefore, unsupervised learning 

discovers possible patterns based on the input it is given, which helps generate more 

ideas that people haven’t thought of or tend to miss.  

Natural language processing understands and contextualizes text. It can be used 

to generate summaries of documents, which can help journalists identify important topics 

for further investigation (Marconi et al., 2017).  

Image/facial recognition involves collecting images, processing videos and 

recognizing people by training algorithms. For example, BBC’s FaceRec  machine 

learning based technology processes video through a series of algorithmic steps to detect 

and recognize shots and faces of people (O’Donnell, 2018). The New York Times’ Who 



 

 7 
 
 
 

 

The Hill was built to recognize the faces of Congress members with images uploaded by 

readers (Stray, 2019).  

Speech recognition is technology that recognizes spoken words and converts to 

text. Its subset, voice recognition, identifies a person based on voice besides being used 

for transcribing interviews (Jesus, 2019). For example, Trint, a project by Digital News 

Innovation Fund, is an AI driven, automated transcription service that allows audio files 

to be uploaded with time-coded content and easy-to-search functions. 

(newsinitiative.withgoogle.com).  

Theoretical framework 

 The theoretical framework for my research is diffusion of innovations. Diffusion 

of innovations theory was first developed by E.M. Rogers in 1962. Diffusion is defined 

as “the process by which an innovation is communicated through certain channels over 

time among the members of a social system” (Rogers, 1983). Rogers defined innovation 

as “an idea, practice, or object that is perceived as new by an individual or other unit of 

adoption” in his book titled Diffusion of Innovations (Rogers, 1983). He explained in his 

book that technology has two components: hardware and software. Hardware is more of a 

tangible tool, whereas software refers to information, which is intangible. Diffusion is a 

social change and a process that brings structural changes when new ideas are invented, 

diffused and adopted (Rogers, 1983). The five adopter categories are 1) innovators, 2) 

early adopters, 3) early majority, 4) late majority, and 5) laggards (Rogers, 1983). 

According to Rogers (1983), the most important decision in the entire innovation-

development process is the decision to begin diffusing the innovation to potential 

adopters. Rogers (1983, p. 23) defined rate of adoption as the “relative speed with which 
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an innovation is adopted by members of a social system.” He then explained that the rate 

of adoption is “usually measured by the length of time required for a certain percentage 

of members of a system to adopt an innovation” (Rogers, 1983, p. 23).  The theory of 

diffusion of innovation has been used widely to explain how people decide to use new 

technologies, which aligns with my research about how algorithms have been applied in 

journalism and what challenges journalists and newsrooms faced using them as early 

adopters. My research aims to look at the early adopters of algorithms in newsrooms and 

find useful insights for small and medium media organizations for future implementation.   

 One study that looked at diffusion of technological innovation in the newsroom 

(Ekdale, Singer, Tully, & Harmsen, 2015) examined how news workers responded to 

changes that were happening in digital and social media technologies. The study found 

that technological changes faced the fewest hurdles compared to changes in relationships. 

It also concluded that news workers enjoyed learning new technologies and agreed the 

ability to use them well results in better journalism. But insufficient time or training to 

develop those technological skills were concerning to the respondents of the study.  

Since 2014, large media companies such as AP, The Wall Street Journal and 

ProPublica have started using algorithms to produce more automated news. There are 

certain types of news where algorithms are used more due to the availability of data and 

routine tasks involved. I will look at some of those types to describe how algorithms are 

used differently in news creation. 

Investigative reporting. Investigative reporting requires more time and resources 

than other types of news stories, making it an attractive area to apply algorithms. 

Algorithms can help uncover more story ideas for investigation based on data analysis. 
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Broussard (2014) found that an artificial intelligence software accelerated the process of 

discovering ideas for investigative stories, especially on the public affairs beat, which 

includes education, transportation and campaign finance. Broussard worked on a project 

called “Stacked Up” and analyzed education data from the School District of Philadelphia 

to understand if schools had enough books for children to study for the state-mandated 

standardized test. She designed an algorithm and a database architecture to calculate 

answers to her investigative question and accelerate the investigative process and data 

analysis. She learned that there was a great deficiency of books, despite the District 

having spent $111 million from 2008 to 2013. However, nobody could locate the books 

shown in the inventory. This investigative reporting led the District to take action and 

perform an audit.  

Buzzfeed’s story on US government surveillance planes is another example of 

machine learning used in journalism (Stray, 2019). Buzzfeed trained a computer to 

recognize known spy planes and fed it with large quantities of flight-tracking data from 

the website www.flightradar24.com  (Aldhous, 2017).  

However, investigative journalism has challenges. One recent  study (Stray, 2019) 

that looked at using artificial intelligence for investigative journalism found that there are 

not as numerous stories where AI is used. Stray (2019) identified the challenges of 

technology diffusion, inadequate investment, lack of data and inaccurate data. AI could 

benefit  investigative journalism by providing better tools for  data cleaning and 

“wrangling” (Stray, 2019). 

Financial reporting. In contrast, automation can be applied to a standardized data 

to create financial news, which wouldn’t require as many resources as investigative 
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stories. It seems almost inevitable for large news organizations to use automation to 

produce financial reports as data is abundant. In fact, in the last two years, 90 percent of 

world’s data was generated (Marr, 2018). In 2014, the Associated Press started testing an 

algorithm developed by Automated Insights for earnings reports on publicly listed 

companies, which was one of the most demanding editorial tasks. Before then, according 

to Momus (van Dalen, 2012), Thomson Reuters announced in 2006 that they would use 

algorithms for financial news stories for their website. Just like any other types of news, 

the language or terminology used in financial news requires close attention to ensure it 

distinguishes financial news from other types of news. The AP’s standards editor Tom 

Kent said that testing robot news writing and making sure editors understand the software 

are the best protection during the adoption (Linden, 2017a). Linden’s (2017a) study 

showed that the earnings stories had fewer spelling or calculation errors compared to 

articles written by journalists, and the number of stories increased from 300 stories per 

earnings season or quarter to more than 3,700 in AP’s case. It took less than ten minutes 

to create a news story from press release and share with public. I think getting up-to-date 

information in real-time not only benefits newsrooms, but news consumers would benefit 

from it as well to make informed decisions without delay. 

Sports news. Some routine sports news also has been produced by automation. 

The Stats Monkey attempts to match game events to a wide range of story angles based 

on combination of factors (Allen, Templon, Summerhay McNally, Birnbaum, & 

Hammond, 2010). The algorithm they developed is called Quill, which operates in data 

reception, extraction of key facts and insights from the data, and transforming them into 

stories without human interaction (N. Latar, 2015). The algorithm is programmed to learn 
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the language of the domain it covers and use appropriate language to write stories (N. 

Latar, 2015).  

Science journalism. Science has its own complexities as it involves large number 

of reports and is structured heavily on text, compared to other types of news coverage. 

An online interactive tool was developed as one of the first steps to automate science 

journalism by generating titles of blog posts from the title and abstract of research papers 

(Vadapalli, Syed, Prabhu, Vasan Srinavasan, & Varma, 2018). Also, novels written by 

algorithms were shortlisted for a literary award (Tatalovic, 2018), which shows that 

complexity of science wouldn’t be that much of a trouble for automation. Unlike 

automated sports or financial news, science journalism requires reporting or talking to 

scientists, which algorithms are not capable of yet.  

Besides contributing to all these different types of news creation, automation can 

also help journalists cover news in difficult situations with fewer resources. For instance, 

the Guardian used algorithms to cover the aftermath of the Tottenham riots in 2011, 

analyzing volumes of Twitter and other social media data to explain the riots (Pavlik, 

2016). Also, The Los Angeles Times used its algorithm called Quakebot to report on 4.2 

magnitude earthquake in Southern California. The Quakebot is programmed to extract 

data from U.S. Geological Survey data and automatically generate stories using a 

template (latimes.com).  

Algorithms are also affecting newsrooms’ engagement with audiences through 

personalization and bots. 

Personalization. With many news stories generated each day, it will be difficult 

for consumers to receive them without certain filters and prioritizations. Behavioral-
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targeting AI will analyze journalistic contents in all platforms and transmit relevant 

content to consumers (N. L. Latar & Nordfors, 2011). The future of automated news may 

create multiple customized versions of the same story for an individual audience 

(Carlson, 2015). However, personalization could be much more complex. In 2017, Tow 

Center for Digital Journalism and Brown Institute for Media Innovation organized a 

forum to discuss roles of AI in journalism where they discussed that with the 

technological advancement, journalism faces a need to balance personalization and public 

service (Hansen, Roca-Sales, Keegan, & King, 2017). One of the dangers of 

personalization was described as “When everyone sees a different version of a story, 

there is no authoritative version to cite” (Hansen et al., 2017). 

Rise of the Newsbots. News bots are “automated accounts that participate in news 

and information dissemination on social network” (Lokot & Diakopoulos, 2015).  

According to the Digital News Report by Reuters (2017), publishers including The 

Economist, BBC, and The Wall Street Journal have been using Line, a Japanese 

messaging application. Also, with a chat platform, Kik, CNN used branded emojis and 

stickers and enabled users to chat with their bot. They have observed a huge engagement 

with teens and exchanged 4.5 million messages through their bot. Buzzfeed built a news-

gathering Facebook Messenger bot called Buzzbot in 2016 (niemanlab.com). Buzzbot 

interacts with people by asking yes or no questions and gather information for their 

stories. It also sends interesting and insightful information to people (buzzfeed.com). 

So far, the literature review has shown how automation has been used in various 

types of news such as sports, finance and helping journalists with routine tasks and how 

AI or machine learning has been greater asset for investigative reporting. In addition to 
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the algorithms use in news creation, I also wanted to look at how algorithms are affecting 

newsrooms in general, to understand structural changes that algorithms can bring. 

Algorithms are not only accelerating certain types of reporting, but it has already 

started bringing changes in newsroom procedures. AI is used to combat misinformation 

through enabling fact-checking. For example, there are tools like Squash, a fully 

automated fact-checking tool under development at The Reporters’ Lab, which fact-

checks videos of politicians as they speak (Donohue, 2019).  

According to Linden (2017b), an estimated 90 percent of news reporting and 

writing could be automated. Hoyle Brown (Linden, 2017b) said that journalists need 

different analytical domain skills to develop and work with artificial intelligence and 

machine learning. Following the changes algorithms are bringing in newsrooms, new 

types of jobs could be created. Narrative Science’s vision of automated journalism 

requires transformation of journalistic jobs such as “meta-writer” or “meta journalist” to 

facilitate automated stories as journalists program the technology with frames such as 

“comeback, blowout, nail-biter” for sport stories (Carlson, 2015, p. 423).  

My journey here at Mizzou started with learning different tools for data analysis, 

data visualizations and some programming. However, during the journey, when I visited 

cutting-edge newsrooms, I realized that the future of journalism looks different with uses 

of algorithms. In addition, my literature review made me think if journalists today have 

equipped with skills and knowledge to work with algorithms in their newsrooms. 

Therefore, I wanted to learn from the early adopters of algorithms what skills and 

knowledge are important for journalists to understand and work with automation and AI. 
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It was mentioned in my literature review that journalists enjoyed learning new 

technologies, however, training was insufficient.  

With diffusion of innovation in journalism, journalists and newsrooms face 

challenges to keep up with new technologies around algorithms. The project aims to learn 

from early adopters of algorithms. While previous studies widely employed content 

analysis focusing on the application of algorithms in different parts of newsroom, there is 

a lack of research from the journalists’ perspectives on skills and knowledge required to 

work with algorithms in newsrooms. This study with the interview method aims to fill the 

gap and share some experience for small, medium news organizations in the future 

application of algorithms. My research question is: 

RQ1: What skills and knowledge do journalists need to be able to work with algorithms 

in newsrooms? 

RQ2: How did early journalistic adopters of AI gain those necessary skills? 

Method 

 This study is intended to explore how algorithms are used in newsrooms in the 

way of automation and artificial intelligence. In order to understand how algorithms are 

being used in newsrooms and experiences of newsrooms with automation and artificial 

intelligence, I will conduct semi-structured interviews with journalists and support my 

interviews with previous scholarly work. According to Bernard (2013), semi-structured 

interviewing is used more in professional surveys. The interviewer leads the interview by 

following set of questions for reliable qualitative data.  Semi-structured interviewing 

works well when interviewees are accustomed to efficient use of their time (Bernard, 

2013). It allows the interviewer to be in full control but also lets both the interviewer and 
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interviewee follow new leads. Compared to structured and unstructured interviews, the 

advantage of semi-structured interviewing allows the interviewer take control over what 

he or she wants from the interview (Bernard, 2013). 

 I assume there might be challenges with conducting interviews while following 

instruction or prepared questions. For example, an interviewer tends to not listen to the 

interviewee while focusing on what question is next. Therefore, it’s important to briefly 

restate what the interviewee says before moving on to the next question (Leech, 2003). I 

will also be careful about not forgetting to ask follow-up questions to explore things that 

might have not been covered by my list of questions. 

I plan to begin conducting interviews in January 2020. The interviewees consist 

of people who have experience in using algorithms in the form of automation or artificial 

intelligence or both. To come up the professionals to interview, I asked my professors 

and Mizzou alumni and reached out to people on LinkedIn to see if they know any 

journalist who uses algorithms in their work. My literature review also helped me identify 

newsrooms I should look at. I also had to look at conference papers to see who discussed 

issues around algorithms in journalism and who is doing research on it. I will have 

interviews with 8-10 journalists (editors and reporters) in cutting-edge newsrooms.  The 

reporters and editors are chosen based on their expertise in algorithm journalism 

(speakers at conferences, quoted in articles, research reports.)  

I plan to keep the interview length between 45 and 60 minutes. I will try to make 

the interview in person if the interviewee happens to be in New York. I am also planning 

to attend NICAR 2020 where I could get a chance to meet my interviewees in person. 

Next option would be remote interviews through online tools such as Zoom and Skype. 
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Finally, phone interview is another option that I am considering if the interviewees 

happen to be in different locations. I will ask interviewees if I can record the interview 

and use a voice recorder in all my interviews. I hope voice recording the interview 

wouldn’t be a problem because the interviewees themselves use that method more than 

any other professionals.  To transcribe my interviews, I will use transcription software 

called otter.ai and use my notes during interviews to refresh my memories. The 

transcripts will be reread and matched against the audio recordings and with my notes for 

accuracy. I will make it clear to the interviewees that the interview material will be used 

for publication with their names. 

I plan to interview the following people: 

Chase Davis: He led the Interactive News desk at The New York Times. Currently, he is 

the Senior Digital Editor at Star Tribune in Minneapolis. He presented at a forum titled 

“Artificial Intelligence: Practice and Implications for Journalism” organized by the Tow 

Center for Digital Journalism and the Brown Institute for Media Innovation in 2017 and 

discussed areas where AI can be helpful in newsrooms. He is a Mizzou alum. 

Francesco Marconi: He is the R&D Chief at The Wall Street Journal and leads a team of 

machine learning engineers, data scientists and editors. His works focus on algorithmic 

auditing, DeepFakes verification and AI ethics. His book called Newsmakers: Artificial 

Intelligence and the Future of Journalism will be released in January 2020. He is a 

Mizzou alum.  

Jeremy Merrill: He is a machine learning journalist at the Quartz AI Studio, which was 

established in late 2018. He focuses on data journalism and is into experimenting with 



 

 17 
 
 
 

 

natural language processing. Previously, he was news apps developer for ProPublica and 

Interactive News Developer for The New York Times.  

Justin Myers: He is a News automation editor and data journalist at The Associated 

Press.  Justin develops software to automate newsroom processes and generate content. 

He also analyzes data to provide context for AP journalists and readers. His previous 

experiences include News interactives producer at The Chronicle of Higher Education 

and News developer and PBS NewsHour. He is a Mizzou alum. 

Nick Evershed: He is the Data and Interactives Editor for the Guardian Australia. Nick 

created a system called ReporterMate that can automate data analysis and writing of 

formulaic stories. Although the system can cover certain types of stories, he said it would 

be possible to rely on machine learning to determine the data and analysis that is most 

interesting to the audience. 

Casey Miller: She is a data journalist at The Los Angeles Times. She runs Quakebot, a 

software application developed by The Times. The system reviews earthquake notices 

from the U.S. Geological Survey and automatically generates a draft article if they meet 

certain criteria.  

Padraic Cassidy: He is the editor for News Technology at Reuters and oversees 

automation and the development of editorial tools. During NICAR 2018, he introduced 

Lynx Insights, a new automation tool designed to augment reporting and accelerate the 

production of stories. He is a Mizzou alum.  

Troy Thibodeaux: He is the data science and news applications editor for The Associated 

Press. He oversees team working on newsroom tools and automation efforts. Troy 

previously served as database editor for the AP’s Washington, D.C. bureau, developing 
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data-driven stories. He was a speaker at the session “Creating guidelines for machine 

learning in the newsroom” during the Online News Association 2019 conference.  

Marina Walker Guevara: She is the director of strategic initiatives at the International 

Consortium of Investigative Journalists (ICIJ). She managed the two largest 

collaborations of reporters in journalism history: the Panama Papers and the Paradise 

Papers, which involved hundreds of journalists using technology. She studied the use of 

artificial intelligence in big data investigations as a John S. Knight fellow at Stanford 

University. She was a speaker at the session “Creating guidelines for machine learning in 

the newsroom” during the Online News Association 2019 conference. 

Peter Aldhous: He is a science reporter at BuzzFeed. Peter used machine learning for an 

investigative project called Hidden Spy Planes, which was about identifying covert spy 

planes out of a massive amount of airplane flight data. The project won 2018 Data 

Journalism Award. 

My interview guidelines consist of the open-ended questions below: 

1. When was it when you first started working with automation and AI in your 

newsroom? 

2. What skills and knowledge related challenges did you face with your first 

experience of working with automation and AI? 

3. How did you learn skills and knowledge that were required to understand and 

work with automation and AI? 

4. What are the skills and knowledge that are most commonly used when you 

work with automation and AI? 
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5. Do you have any skills and knowledge that you want to learn to better 

understand automation and AI? 

6. What outside sources do you find the most useful to keep your skills and 

knowledge up to date regarding automation and AI? 

7. What are the challenges to acquire the necessary skills to work with 

automation and AI? (lack of in-house training, lack of investment from 

management) 

8. What are the top skills and knowledge do your newsroom expect from new 

journalists that help them understand automation and AI? 

9. There will be a specific question related to interviewee’s work to ask how 

they used their skills and knowledge of automation and AI for that particular 

project.  

Before each interview, I will prepare carefully and familiarize myself with as much 

background of the interviewee as possible. After completing my interviews with 

journalists, I will write a journalistic professional analysis to present my findings. I plan 

to submit my interview analysis to professional outlets such as RJI, The IRE Journal and 

Nieman Journalism Lab.  

Since my research relies on interviews with professionals, I expect to face challenges 

regarding the time and availability of interviewees. In case the journalists in my list are 

unavailable for interview for any reason, I will ask them if they could refer other 

journalists. Another challenge is being expert on the subject. Although I got good sense 

about application of algorithms in journalism, I will continue to keep an eye on news 

research or conferences where algorithms’ applications in newsroom is discussed. 
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CHAPTER THREE: PROFESSIONAL ANALYSIS 
 

 As automation, machine learning and artificial intelligence take a foothold in 

newsrooms, journalists have the opportunity to employ these technologies. This report 

provides insight and lessons from eight early adopters in medium to large news 

organizations. It answers the following questions: 

What skills and knowledge do journalists need to be able to work with algorithms 

in newsrooms? 

How did early journalistic adopters of AI gain those necessary skills? 

Below is an infographic about the interviewees who participated in the study: 

Figure 3: Profile of interviewees 
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 The necessary skills and knowledge differed, depending on the techniques used. 

Therefore, it is important to note the differences between those techniques.   

Automation, Artificial Intelligence, Machine Learning defined  

Automation allows for the collection of and analysis of data and automated 

journalism refers to the “process of using software or algorithms to automatically 

generate news stories without human intervention” as described by Andreas Graefe, 

whose research area focuses on computational journalism. 

Artificial intelligence enables journalists analyze data, identify patterns and 

insights from multiple sources as defined by Francesco Marconi, former R&D Chief at 

The Wall Street Journal. More broadly, Marvin Minsky defined artificial intelligence as 

“the science of making machines do things that would require intelligence if done by 

men.”  

Machine learning is a subdomain of AI and its two common types are supervised 

and unsupervised. The technique is mostly used for document classifications and 

clustering. 

Automation in use 

Peter Aldhous, Science Reporter at BuzzFeed News, employs  automation mostly, 

rather than something that involves AI or machine learning. He runs scripts in the cloud 

on a defined timescale that updates various data, maps, and graphics and monitors the 

data source for updates for their weather tweets.  
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Troy Thibodeaux, Data Science and News Applications Editor at Associated 

Press also started using automation for earnings reports by working with Automated 

Insights around 2012. 

Maddy Verner, Investigative Data Journalist at The Markup, said that automation 

is about letting computers do work, collecting data from the internet using things like 

scrapers. Verner is the only female journalist I interviewed and the only journalist who 

had a background in computer science. 

Artificial intelligence, Machine Learning in use 

Supervised machine learning, a technique used to classify documents, is the most 

common technique used by these early adopters. 

Aldhous used supervised machine learning for his project about identifying covert 

spy planes, “Hidden Spy Planes,” which won 2018 Data Journalism Award. He had to 

train a dataset to get an estimate of whether something is a spy plane or not. 

 Aldhous is wary of using AI techniques in journalism. “The trouble is, with those 

approaches, in my view, is that you're not able to very well diagnose what's going on 

under the hood. You don't know what the AI is doing in that case, in the same way that I 

had a very clear idea by using the very simple and well used, well-known algorithm 

exactly what it was doing,” he said. He prefers to use the term machine learning than AI 

due to transparency issues. 

Aldhous is not the only one who prefers the term machine learning than 

AI.  Thibodeaux, who started his journey from automating stories from earnings reports 

said the terms machine learning or algorithm make AI “less science fiction.” 
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Although the needs for these journalists to use machine learning were varied, 

most of them started using the technique for working with huge documents and data. 

 When it comes to time journalists first started using AI and automation, it goes 

back to around 2006 at the earliest as Chase Davis, who at that time was working on a 

project with the National Center for Supercomputing Applications at the University of 

Illinois, where he used some of the techniques for analyzing documents. He is now 

Senior Digital Editor at Star Tribune.  

 Jeff Ernsthausen, Data Reporter for ProPublica, started with merging lists and got 

interested in machine learning applications in journalism from there. He wrote a program 

for logistic regression for the Doctors & Sex Abuse, investigative project by The Atlanta 

Journal-Constitution that discovered doctors were allowed continue practicing after found 

sexually violated patients. The first of the series ran on The Atlanta Journal-Constitution 

website in 2016. 

Ernsthausen explains his approach to the project as “It's always a technique for 

helping me assemble a data set, possibly for helping me understand what's important 

inside the data set, but it's almost always going to be just part of the workflow.” 

Jeremy Merrill, machine learning journalist at Quartz, was on a team with The 

International Consortium of Investigative Journalists that worked on Luanda Leaks 

project that revealed corruption of Angola’s former president’s daughter. He used 

machine learning to do a semantic search on leaked documents about the corruption and 

said that he faced a technical challenge to encode all of the documents because tools that 

were available were not fully mature. The stories ran on Quartz in January 2020. 
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Demystifying the technical skills 

Most of these journalists started learning themselves the necessary skills to 

understand AI and automation. Among the learning methods, having projects or problems 

to solve at hand, learning from books, and talking to experts played the most significant 

roles in skills development.  

Davis self-taught himself how to analyze documents using machine learning. He 

started by looking at books in the university library and finding codes online to learn 

from. Then he started to meet more people who were working with machine learning and 

asked questions. The best approach to him was working on big projects that needed those 

skills. 

For a project that’s about predicting whether bills would pass at the Georgia 

legislature, Ernsthausen picked a book about R and logistic regression and spoke with the 

author of the book while working on the project. He said, “Learning how to do something 

is always easier when I have a thing I'm trying to do.”  

Particularly for automation, Padraic Cassidy, Editor for News Technology at 

Reuters, suggests starting with some projects and start tackling them. “And then as your 

ambition grows to cover what you want, you realize you're going to need something 

bigger and bigger to handle it,” he said about how people start thinking about what can be 

automated, which lead them to look for tools and experts who can help with their work.  

Not everyone  had to learn new skills immediately when they shifted some of 

their operations into automation. Thibodeaux ’s newsroom hired an automation editor 

after they used Automated Insight for two years and started looking broadly at 

opportunities across the newsroom for automation. The automation editor brought 
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knowledge in programming languages such as Python and JavaScript and they started 

building up their own system.  

In fact, not all news organization can afford such skills, especially small and 

medium newsrooms.  

Francesco Marconi, the former R&D Chief at The Wall Street Journal, suggests 

small and medium news organizations partnering with startups like Newlab, a news AI 

venture based in New York developing tools for the media industry with a goal of 

“democratizing its use across the industry”, which will not require a big financial 

commitment.  

Besides technical skills, core competencies expected from journalists are being 

able to get a dataset, quickly assess problems in the dataset and figuring out what kind of 

statements can be made in a story using that dataset. And such basic skills will make it 

easier for somebody to learn more advanced techniques like machine learning.  

One journalist emphasized the importance of an adaptability and flexibility with 

regard to anything to do with technology as it’s more about ability to learn and self-teach 

new things because things will change. 

Peter, who has an educational background in biology and animal behavior said, 

“If you think that everything is going to have to be formally taught, that's going to be 

quite limiting.” 

Cassidy added on that by saying that he wouldn’t recommend tying it down to a 

specific language because they change so fast and frequently. “It's really just knowing 

what the concept of machine learning is and what it does and what it can do,” he said. “I 

know a little bit of Python, but not I couldn't pass a test with any serious competency, but 
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I know what it's doing, and I know how to formulate queries and to get things out of data. 

So, I can show our development team the kinds of things we're looking for.”  

Most of the early adopters agreed that not all journalists have to learn such skills 

or are interested in AI or automation and the needs to learn those skills depend on the 

newsroom and the role of the journalist. Important questions to define those needs 

include what opportunities would be there and whether there is an environment in the 

newsroom to discuss such techniques.  

Large newsrooms such as AP has a dedicated data team with people from 

background in machine learning as they either did that in school or through their own 

work.  

Thibodeaux said, “And so for us really is a question that how do we keep them 

current? How do we make sure that they're aware of new developments, or seeing other 

applications of this technology? And a lot of that is to create the conditions for constant 

learning on your team, and to challenge them.”  

Thibodeaux’s team set a learning goal every year and every quarter and set 

questions such as whether they are fully aware of the latest cloud-based resources for 

machine learning in the latest machine learning platforms to build up expectations for the 

year. “Because your skill sets could improve, and our team is going to benefit because 

we're going to be up to date and making use of the best available technology. And AP 

will benefit because we're going to get the stories faster that we might not have ever 

gotten to before,” he said. 

About commonly used skills these days in terms of AI and automation, although 

these journalists name programming languages and mathematics, that’s not all it takes. 
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For example, for Ernsthausen, one of the most important things is knowing how 

wrong things can go so that it gives the journalist a sense of developing a good sense of 

caution for using them.  

He explains that rather than understanding exactly the math or the way individual 

statistics are calculated, understanding the general intuition of how things work is 

important. Besides that, being able to clean documents, PDFs and make them usable and 

being able to search through things are useful these days. 

Verner also emphasized the importance of being able to look at data and see if 

there is anything “weird.” For instance, being able to see how a curve looks different than 

the usual normal distribution curve. 

Davis said, “If you don't understand exactly what that algorithm is doing, and why 

it's making the decisions that it is and what trade-offs you're making, you could 

mischaracterize the work that algorithm has done very easily.” 

Whether it’s necessary to train reporters in those skills, Ernsthausen said that most 

of the time, problems can be solved with techniques that are not artificial intelligence.  

For example, after doing his project about doctors and sex abuse, Ernsthausen  

would get asked by people if he could do the same thing for millions of documents 

related to a scandal going on in City Hall. He said that it was about finding all documents 

related to one person, which wouldn’t need statistical models but could be done by a 

search feature. “I think sometimes people get caught up in AI and AI is so important. But 

most of the challenges we face are still ones that can just be done with sort of simple 

rules-based programming kind of approaches,” he said. 
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In addition to the skills and knowledge these journalists have today, they said they 

are curious about more tools for analyzing huge piles of documents besides learning other 

languages such as JavaScript and R or generally more about machine learning. Such 

skills would create opportunities for them like creating databases that never existed 

before as Ernsthausen  explained as “I think just for practitioners of journalism, 

especially data journalism, that's a real sweet spot for finding and new stories and 

bringing new light to topics because it's difficult to do without some data journalism 

skills. And chances are that if the data doesn't exist yet, then no one studied it, and so 

there's plenty of room to bring new insights to that area.” 

Marconi said  that implementation of automation, analytics and AI processes in 

newsrooms require significant human labor. He said that as AI enters the newsroom, the 

tasks of creating and managing these tools will also change the makeup of the newsroom 

skillset.  

“In the future, we will see more newsrooms asking for writers that understand 

how to work with AI, editors that understand how to oversee smart tools, programmers 

that can design journalistic computer programs, and designers who can evaluate the user 

experience of reading AI-generated content,” Marconi said. He mentioned automation 

editor, computational journalist, newsroom tool manager, AI ethics editor as possible new 

roles in newsrooms. 

Early challenges 

When journalists first started using AI or automation, their most common 

challenges were around knowledge about mathematics, statistics, programming language, 

and lack of resources to learn.  
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“Not being computer scientists and mathematician was the hardest thing,” said 

Davis.  

Verner explained her challenge when first started as “The real problem is not 

really using the technology for the data we have, but it's actually finding and working 

with the data that we need to work with them in the program.” She worked on a project 

about Allstate’s secret auto insurance algorithm that was squeezing money out of big 

spenders in Maryland in 2019. 

For automation, technical challenges seem to have been much less than using 

machine learning and those challenges were more related to understanding processes in 

newsrooms.  

Peter said he didn’t have many challenges when he first started as his main role is 

switching scripts on a cloud server and a cron runs the scripts every certain minute and 

process the data, which requires less to no human interaction.  

Another journalist who works specifically with automation, Thibodeaux, said that 

technical skills were not necessary whereas developing process and building up templates 

was more of a challenge. He said, “The idea is based on the inputs and some logic, you 

can construct a fairly reasonable story from it. And so, developing that process and 

understanding how we can get the insights of our reporters into that automated content 

was a real challenge.” 

Most of the journalists agreed on the lack of time as a barrier for journalists to 

learn new skills.  

Merrill, who has a background in linguistics said, “That just takes a long time to 

learn these skills and experiment with them and be able to use them confidently.”  
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Resources for developing the skills 

Compared to when these journalists first started getting their hands around such 

technologies, many more resources have become available today that support self-

learning approach.  

Among them, conferences such as NICAR, Strata Data, Computation + 

Journalism and online resources including Coursera, Codeacademy, fast.ai, and MOOC 

classes included.  

Online books such as Text Analysis with R were also helpful. Additionally, 

contacting the book author or experts is one of the useful ways to learn.  

Besides conferences and online resources, self-devotion, a hands-on project to 

work on seem to have helped these journalists to keep up with the advancement of 

technology.  

Ernsthausen  said, “I think it's helpful to have something in front of you that 

you're really passionate about that helps you give you a reason to really, you know, really 

sink into something.” 

Cloud service platforms for machine learning also have been useful resources for 

news organizations.  

For example, AP focuses on such services available from Amazon Web Services 

and Google. It helps them to speed a lot faster than they could because when they first 

started doing things, they had to code everything from scratch and there was a steep 

learning curve just to get started.  

“But now with this, or the Google platforms, or the Amazon platforms and some 

of the Microsoft platforms, when we looked at all of them, and we're experimenting with 
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them, it gets such a head start, you know, and then you're able to do some things that 

were very difficult. You can do much, much faster now,” said Thibodeaux. 

Expectations from early career journalists or new graduates 

When asked about skills expectations from newsrooms today, most of these 

journalists agreed that detailed technical skills are not priority, but a basic understanding 

of what AI is, and its capabilities is important because there will be always something 

where specialists are going to be required.  

Davis explained it as “It's almost like the internet. The internet is such an 

important part of what we do, that everyone, who considers themselves kind of curious 

and educated member of society should have a basic understanding of how what it is and 

how it works. It doesn't mean they have to learn how to write HTML and CSS and do all 

this code, but they should just generally know what the internet is and how it works. And 

I think the same is true with a base understanding of artificial intelligence at this point.” 

Similarly, Merrill said, “Just not everyone needs to be a photographer and not 

everyone needs to be a really incredibly literary writer. These are different strengths and 

different people in the newsroom will have different strengths. And that's okay.” 

For AP, they’ve come to the conclusion that they are not going to train every 

journalist at AP to be a data journalist or data scientist. “But being able to be comfortable 

with numbers, being able to think about stories quantitatively and ask what kind of data 

centric approach might provide more better sources and more insight into the story,” said 

Troy. He said the core skill would be around having the capacity to speak the comfort 

level with working with numbers and ability to go out and get the data and begin looking 
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at it. For anything beyond that, AP has a small team to help with coding and advanced 

statistical techniques. 

 

Conclusion 

 Automation, as a practice,  requires more of understanding of process in 

newsrooms overall. In contrast, machine learning can be applied in different ways 

depending on the nature of the reporting projects that journalists work on.  

Here are three main takeaways from the early adopters: 

First, not every journalist needs to learn skills related to AI and automation, but 

having a basic concept about what they are, and their capabilities would be benefiting. In 

fact, it’s more about data work such as cleaning that is used more often than actual AI or 

automation; 

Second, it has become a lot easier to learn automation, AI or machine learning-

related skills as most of my interviewees self-learned such skills using the abundance of 

resources that are available today. Moreover, it’s more about learning such skills at 

conceptual levels without having to learn highly technical mathematics and statistical 

skills behind them as there is no need to be proficient in all different techniques used. It’s 

also easier to learn from best practices as these journalists share their works and explain 

how they did their projects on their GitHub accounts, which makes more resources 

accessible for anyone interested in applying the same techniques. 

 Third, knowledge about common failure cases or being able to see where things 

can go wrong with automation and AI  is as equally important as technical and 

professional skills. In other words, gut check pays off.  
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APPENDIX I: ANALYSIS INTERVIEWS 
 
Chase Davis, Star Tribune 
 
Started when 
“2006, 2007” 
 
First challenges 
“I think at the time, a lot of research and a lot of work into areas like machine learning 
and natural language processing and some of the things that are now pretty common, was 
still very hard to understand if you weren't a computer scientist or a mathematician. So, 
you had to dig through books and journal articles to try to figure these things out. And 
then work with experts to try to turn them into something useful. I think that's changed a 
lot. Now, there's a lot of different types of programming libraries and other things but 
simplify a lot of that work. You still need to understand the basic concepts underneath 
that work and understanding the math and things is still helpful, but it's not so true 
anymore. Now you can kind of just start playing around with things and don't have to do 
a lot of, math and research to figure them out. But I think it's a time that was the hardest 
thing for me, was not being computer scientists or mathematicians. I had to understand all 
that math and computer science in order to make things.” 
 
Approach to learn skills 
“Well, I started just by looking at books in the university library and trying to understand 
them and do little, trying to find snippets of code online that I could learn from things like 
that. But then I started to meet more people who were working with machine learning and 
those kinds of techniques. When I was in California, we did collaborations with 
companies in Silicon Valley and things like that. So, I started to meet people that I could 
ask questions to. And so they kind of helped me learn, not just, , so that answer questions 
but also could steer me towards new resources that I could use to kind of teach myself 
and then the best thing that I did to teach myself was I worked on big projects that needed 
those skills, and I and it kind of forced me to learn and to force me to, to, yeah, basically 
learn how to do that stuff so I can complete the project.” 
 
Commonly used skills and knowledge today 
“Well, you need to learn how to do some programming. I think that's important. There’s 
lots of languages where these techniques are used. And I think, depending on where 
you're, you're coming from, whether you're coming from an academic background, or 
from a journalistic background, it's, there's different sorts of libraries and languages that 
are always used, sort of depending on where you came from. Python is a very effective 
language for a lot of this work. There are a lot of good libraries out there that, that sort of 
simplify this stuff a little bit, and make it so that it's easier for somebody who doesn't 
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understand the math, for instance, to be able to at least play with some of the algorithms. 
That being said, I think the other thing that's important to learn is some of the math and 
some of the algorithms and understanding how those things work. It’s important to use 
them responsibly. There are a lot of different types of algorithms that accomplish similar 
things. And the reason you would choose one over the other is because of the particular 
way that one algorithm works versus another, there are certain ones that are good for 
some jobs and bad for other jobs. And you also need to know about all the different types 
of parameters you can feed into these algorithms so that you can use them most 
effectively. There are classes online now. Coursera, and other sorts of online coursework 
could teach you a lot of the basics of that, and I found those to be valuable. But I think in 
addition to just building the code now, which is important, you also do need to invest 
some time in learning the math and learning. At least the basic algorithms actually work.” 
 
Skills want to learn better 
“My job is now at the moment more about sort of management and strategy. And so, I 
don't do as much work with automation and AI I did in my last jobs. I do try to pay 
attention to what different journalists are doing with these tools. There's a very small 
number of journalists to reuse these kinds of things. And there are very common 
journalistic problems that these tools can be applied to. And so, I'm always interested to 
see what new solutions are being applied to those problems, just to see how that's 
changing. But at the moment, just my job is such that I don't need to build those skills up 
as much right now, but I'm sure at some point before too long, I will again. “ 
 
Useful outside resources 
“But just I do think that a lot of the online classes that are available now are very good 
places, I said, I took several classes using Coursera. But, several years ago that I thought 
were very useful in teaching the math and the theory behind a lot of this stuff. And there 
are other online course providers, but I'm sure that this point is something similar. I think 
that what else I mean, I'm kind of weird because the way that I pay attention to this stuff 
is there are a few people that I kind of follow here in there and I just kind of some that 
happen regularly. NICAR is always a good example in the journalism space.  
There's a big conference that is called the Strata Data, that's a giant data and AI 
conference often held on the West Coast that I attended once or twice, but I thought was 
very valuable. That's not so much for journalists. That's more for just any practitioner of 
artificial intelligence and machine learning and stuff like that. But that's kind of the 
biggest one that is out there for these kinds of things.” 
 
Challenges for journalists  
“I mean, there's lots of challenges. One of them is that this is really complicated stuff. 
And, a lot of people working in newsrooms don't have the time to learn it. I mean, to do 
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it, well, it takes years to learn these techniques and, and there aren’t many people in news 
who are using them. So, it's hard to find places and people to learn from, it's hard for to 
take the time to do it inside of newsrooms, unless you're honestly interested in it. It's just 
not something that's common in newsrooms. And so, it's hard to find places that are doing 
it. Well. There are places like the New York Times and have teams with things like this. 
And those are always good resources. But there aren't very many news organizations that 
have experts this on staff. So that's probably one issue and there's not a lot of training and 
the industry about this because it's not a very common set of tools. It's a set of tools that's 
useful in very particular circumstances, but not enough that it's become a regular course 
of training. It's hard to explain to readers, these are complicated algorithms. And so, 
learning how to use them to solve the right problems, but then trying to figure out how do 
you explain that to your editor or your readers who don't understand these things? And 
learning which tools to use in which circumstances and using them responsibly, I think is 
also sometimes pretty difficult. I think, there are particular problems that can be solved 
well with artificial intelligence and machine learning methods with any statistical 
method, though, you need to understand. There's never a purely right answer or wrong 
answer. When you're involving these algorithms and solving problems, every time you 
make a choice about the way that an algorithm is used to solve a problem, you're making 
some kind of a tradeoff. And if you want to write an algorithm that classifies something 
into one category or another, you're never going to be able to write one that is always 
correct, can be defined edge cases and other sorts of thing. And if you don't understand 
exactly what that algorithm is doing, and why it's making the decisions that it is and what 
tradeoffs you're making, you could mischaracterize the work that algorithm has done very 
easily. And so, knowing that, and when you're working with probabilities, and statistics, 
knowing those things is important because it's the only way you can ensure that the 
results that you're getting are an accurate representation of what you're trying to convey. 
That understanding is important because otherwise, you could completely misunderstand 
the behavior and output of some of these algorithms that are used.” 
 
 
Skills expected from new graduates 
“I think at least in the next 20 or 30 years, they'll ever expect journalists to come into 
newsrooms with a strong understanding of how to program and how the fundamentals of 
AI work. I don't know that that's ever going to be something that's going to be common to 
teach in universities and those kinds of things either. I do think that more people will 
become interested in it. I think more people will see applications for this sort of work in 
journalism as time goes on. And I think those people, there'll be more people in future 
who know these skills in newsrooms than currently do. But those people will come to it 
because they're very interested in it. They want to learn those skills themselves. I don't 
think users will expect people to come in with that level of skill.” 
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Project experience 
“There are a lot of little projects that have benefited from those skills. Mostly I've used 
machine learning for purposes of cleaning data effectively. I've used it to clean campaign 
finance, standardized campaign finance data more effectively than the rules-based 
approaches have used it to pull information out of large strings of text, and standardized 
those, you could analyze them. there's lots of little examples  that. By cleaning and 
standardizing data in a certain way you can do stories that you wouldn't otherwise be able 
to do. And these techniques will have me to do that cleaning in ways that were more 
effective. But that's generally what most people's use of machine learning is right now, 
outside of people who are working on the product side and trying to figure out how to 
optimize paywalls and do that kind of stuff. If you're talking about the actual journalism, 
I think most of the examples of that work are in, cleaning, data sorting through large 
amounts of data more efficiently. Basically, kind of doing some pre work to make it 
easier to do a more conventional analysis later. I think that's awesome kind of the use 
case that you see.” 
 
Jeff Ernsthausen, ProPublica 
 
Started when 
“2013” 
 
First challenges 
“Well, the biggest one would be that it's been several years since I've done any statistical 
modeling. And while I did some statistical modeling while working for the Federal 
Reserve, I didn't do a lot of statistical modeling. They're mostly programming work but 
not modeling. So, I did have to sort of relearn a lot of facts. One of my early assignments 
with the AJC was to develop a model for predicting whether bills would pass in the 
Georgia legislature. So, I would say that happened at the end of 2013. And I would say 
that most of the subsequent skills that I would come to employ, for instance, on the 
doctors and sex abuse project, gained from that exercise. So, I'd very much familiarize 
myself with one technique in particular, which was logistic regression.” 
 
Approach to learn skills 
“A lot of it was wanting to solve a problem and trying to figure out how to solve it. And 
so, I would say, for instance, with the record linkage stuff I didn't even know the 
language that I would need for that. I started to learn what people actually called it within 
the AI or academic world and then started to read papers that I could find about it to kind 
of figure out what are the broad parameters or broad issues that people have to deal with? 
Not necessarily what's the math behind this, but what are the issues people face when 
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trying to do it? And I think getting that overall picture is very important. Because it helps 
sort of inform everything that comes next. And then when it came to be learning specific 
techniques, for instance, with the project for predicting whether bills would pass or not. 
Personally, I picked a book that was written by somebody who happened to also write R 
package for doing logistic regression. I picked the book because there were examples of 
code in it. And it also described both the statistical thinking behind it, as well as some 
examples that you can work through for applying logistic regression. And I also spoke 
somewhat regularly with the person who wrote the book as I was doing a hands-on 
project so I would say, for me, learning how to do something is always easier when I 
have a thing I'm trying to do. So, I'm trying to do something and that's how I ended up 
learning. How to apply that technique and other techniques and what I would use to 
validate my work. I learned all of that by doing a project that would include those skills. 
That's how I learned; I think probably a lot of people also learn that way. But I found , , I 
took statistics courses in college, and I never, I didn't learn nearly as much from doing 
that as when eventually , I did a thesis and I needed to learn how a specific model works, 
and how to write the program that would actually be a model and then got back, , in 
comprehensible results and had to figure out why this didn't seem to work. So, I think it's 
helpful to have something in front of you that you're really passionate about that helps 
you give you a reason to really sink into something.” 
 
Commonly used skills and knowledge today 
“One of the biggest parts of that is just knowing how wrong things can go developing a 
good sense of caution for using them is one of the most important parts. I think broadly 
understanding how things work, even if it's not that you understand exactly the math or 
the way that the individual statistics are calculated but understanding the general intuition 
of how this thing is working. So that it doesn't appear as magic, but appears as a 
somewhat understandable thing, even if it's not you understand the math completely 
behind it. I would say the skills are developed. One of the things that I know from talking 
to academic friends, is that a lot of those folks don't even have the skills to assemble the 
data set to begin with. Being able to  create the data set that you want and being able to 
envision what that data set needs to look  and how to make it, whether that's by  scraping 
website or using SQL to, , store data or knowing Python or some other language to 
manipulate the data. I think all of those are the foundational and difficult to develop on 
their own.” 
 
Skills want to learn better 
“I suppose that I am interested in as things progress and in the realm of sort of processing 
documents and language. I think, whether that natural language processing or some other 
technique, I think the thing that I am probably most excited about is probably tools for 
analyzing documents. And I think that analyzing huge piles of documents is going to 
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increasingly be a skill that we want to be able to play to do various kinds of to create, 
basically create datasets that don't exist yet, but might exist in huge piles of documents 
that in theory are going to both be created going forward and may become  available 
online or elsewhere as time goes on. I think just for practitioners of journalism, especially 
data journalism, that's a real sweet spot for finding new stories and bringing new light to 
topics because it's difficult to do without some data journalism skills. And chances are 
that if the data doesn't exist yet, then no one studied it, and so there's plenty of room to 
bring new insights to that area. So, I in general, I often I encourage people to think about 
focusing on data sets, creating new data sets that don't exist yet. And documents are 
obviously a great way to do that. And if you can find some way to, if you can find a huge 
set of documents that haven't been looked at, or you can find some way to get through 
them faster than journalists normally could. That's very promising area for a data 
journalism story.” 
 
Useful outside resources 
“The most obvious to be NICAR. I think NICAR is useful. It's probably difficult to learn 
the skill at NICAR, but it's interesting to go to panels and see how people are using them. 
I think the thing about that is you can kind of get a sense for, Oh, this is what might be 
possible with AI. And then you can start to think, Okay, if they did that with this, then 
maybe I can do it with this other thing that I'm interested in. So, I think it's good for 
getting a sense of what have people done. And outside of that, I would say It's really 
helpful to develop expertise in at least sort of in one modeling area and you can always 
apply it in one technique anyway. And you can always figure out either how to apply that 
to problems that come up. Or at least you can figure out how you would use that to work 
with some other modeling technique. I might suggest getting a book on one technique 
and seeing how somebody takes a data set from start to finish and figures out how to do 
predictive modeling from it. But in general, I think it's probably helpful to pick a 
technique and get a book and work through it. And hopefully one that has code examples 
that you can use.  
 
Challenges for journalists 
“I would say that the excitement around AI takes up a little bit too much of the attention 
of data journalists sometimes. Most of the time, problems can be solved with techniques 
that are not artificial intelligence. So just to give you an example of what I mean by that. 
After doing the doctors and sex abuse thing, in Atlanta, there was a dump of a million 
documents related to a scandal going on in City Hall. And folks came to me were “Can 
you do the same thing you did to the doctor stuff but for the City Hall thing”, and I asked 
them what they needed. And essentially, they wanted to find all the documents that 
related to this one person, right? I don't need a statistical model to do that I can just make 
a search feature, right, so I put it on document cloud, all they need to do is search for the 
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name of that person they're looking for. And the documents containing that name. And he 
made a statistical model there, the one variable is whether that person's name appeared, 
and if it did, then you would predict that it was a document you wanted to look at. And if 
it didn't, you'd predict it wasn't. So, I think sometimes people get caught up in AI and AI 
is so important. But most of the challenges we face are still ones that can just be done 
with sort of simple rules-based programming kind of approaches. I'm not sure how much 
newsrooms should invest in particular in these techniques. And I'm not sure how much 
time data journalists necessarily need to spend developing them until they find a project, 
they want to use them on. And then, I think it's important for journalists and data 
journalists to be aware of times and people have used them so that they have a sense that 
it could be used. But I think it's one of those things when you want to use the tool, it's 
good to develop the skill but there's so many applications and there's so much more my 
time spent writing scrapers and things like that. But I don't know if I would invest more 
time in AI or if I'd invest more time in just really getting good at constructing databases. 
It's not clear to me that AI is a skill that is sort of most valuable, I would say.” 
 
Skills expected from new graduates 
“Maybe it's better for them to learn necessary tools to do the things they are looking for, 
and not necessarily having to use AI. I mean, so the core competency of a data journalist 
is being able to get a data set, and quickly assess problems in the data set. And figuring 
out what kinds of statements you can actually make in a story using that data set. So, 
when I'm seeing applications, I'm trying to figure out is this person going to be able to 
work with relational databases whether that’s specifically in SQL database or Pandas and 
Python or something. I just want to make sure that somebody has a really good technique 
for quickly assess what's inside of a data set. And knowing what problems they could 
have. When working with one, I want to see that somebody has the ability to use some 
kind of language Python, Ruby, or R, something they can use to manipulate data. And I'm 
thinking about does this person seem to be able to understand that data is for a story that 
the purpose of this is to generate a news story? It's not necessarily to do research. So, do 
they appear to have a good intuition for what is story versus to get lost in the data set 
itself, that’s one sort of soft skill I'm interested in understanding and then also if 
somebody does have some statistical knowledge that's a bonus. But it's really helpful 
bonus because it means that they're probably aware of some of the various pitfalls that 
you can have if you do things  like run averages without checking to see that the 
distribution is normal or not, things  that are very helpful to have. And also, will make it 
easier for somebody to then go on to learn more advanced machine learning techniques. 
But I think the sort of first principle thing is that somebody can take a data set and 
understand what's in it and that somebody has the skill to create a data set if the data set 
doesn't exist by using scrapers or something like that” 
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Project experience 
“We use the logistic regression model and I wrote the program for that (Doctors and Sex 
abuse project). It's really simple. Essentially, I made basically five commands and one 
pull the data set in from SQL to all that and texts from all those documents is stored. And 
there's a SQL command I wrote that pulls in year whether the document contains 
allegations of sexual misconduct. And that was based on a data set that my colleagues 
had tags of 100 or so at the beginning and eventually thousands of documents for whether 
there were sexual abuse allegations or not. And then he would pull in a one or zero for 
that, and then a series of variables for different words, whether they were present or not 
in the document. And I came up with that list of words based off of reading a bunch of 
documents myself and seeing these kinds of things seem to indicate sexual abuse 
allegations, these things don't seem to indicate it. For example, negligence. It could be the 
negligence gets mentioned in a document involving sexual abuse, but it also could more 
be somebody's been accused of negligence. So, I put words like that in and then the data 
set was a one or zero for accused of sexual misconduct, and then ones and zeros for all 
these other words, that data set gets fed into a logistic regression, a command that creates 
a logistic regression model. And then another command would take that model and make 
predictions on all the documents that we hadn't yet reviewed. And then another command 
would spit those predictions back out to the SQL database. So, it's a pretty simple 
program for actually doing the predictions. And, I wrote other programs as I was going, I 
would do some work and basically in the command line, validating the model worked. 
So, I would do standard sort of test for 10% of the data and see how well the model you 
build on 90% of the data predicted the 10% that I held back just to make sure that the 
thing was generally working. And I kind of periodically would check that as we went 
along. And so, we would rerun the predictions because there is just the more information 
available to learn from. I think it's (AI) always going to be a thing that is assisting us in 
doing our work. And it's offering possibilities to do stories that I don't think people could 
have even done without it. I mean, of course it is, in some ways a labor-saving technique. 
I don't want to downplay that. That's part of it, but I don't think the industry is so 
profitable and people are just trying to figure out how to squeeze money out of it. It's, 
we're losing bodies. And the only way we're going to be able to keep doing some kinds of 
journalism is going to be to figure out how to do things with fewer bodies. So, it's only 
ever confirmed to me, who knows what's going to happen really far in the future, but it's , 
mostly for investigative journalism in particular, I mean, it's a technique helping to me, 
it's always a technique for helping me assemble a data set, possibly for helping me 
understand what's important inside the data set, but it's  almost always going to be just 
part of the workflow. It's not going to be replacing the job.” 
 
Jeremy Merrill, Quartz 
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Started when 
“2018” 
 
First challenges 
“I think it really requires a lot of just programming skill. But it's getting a lot easier. 
Tools like fast.AI are just so much easier compared to TensorFlow or PyTorch. They give 
you less flexibility than easier tools. So that's okay. I don't want to fiddle with the all the 
knobs and dials. I just want to think that works. And that's what some of these easier tools 
provide. The other challenge is you have to know how what the sort of common failure 
cases are. You need an intuition about what machine learning systems are doing. Because 
the math is really complicated and not super helpful. You just need intuition about what 
they're doing so you can sort of debug and improve your models. It's that intuition to be 
kind of difficult. You also need an intuition about how and where to use these models and 
what they really tell you. The way that I have conceptualized it in my head is that the AI 
models are kind of on background tips. There's probably right. But you shouldn't be 
referring to the background tip as the reason you believe something to be true. You need 
to find some other way to really prove it for the examples that you're putting in a story. 
Because despite the name, artificial intelligence, the computers are really stupid. And the 
computers judgment, when the computer is right, it's right for the wrong reasons. And so, 
you'd have trouble convincing me to ever use AI. You shouldn't use AI in a situation 
where you can easily check individual predictions that the computer is making. Whether 
that's yourself or by texting with a source. A great example of this is that we use AI in 
this Facebook political aid campaigns, project determines if an ad is political or not. I can 
look at any ad, read it and say, Oh, that is about politics or Oh, that is not about politics. 
The computer is not making a judgment. That is really complicated and hard to check 
bracket, trust it. I can check it really easily for any individual instance, what we're doing 
to sort of achieving some scale by using machine learning because I don't have the time 
to go and sort 10,000 ads every day. I think you need technical skills to implement the 
algorithms in the sense of if you want to do AI, you need to be able to have the technical 
skills to do that. I don't think that a really detailed knowledge is important because we 
can depend on other software developers to do that for us. Yeah, I think importantly, 
since we're only depending on the AI kind of for a background tip, it's, it's okay that we 
don't really fully understand the math, because we're not depending on it to prove 
essential elements of our story.” 
 
Approach to learn skills 
“Mostly, I taught myself by reading, by experimenting with code, talking to people who 
knew more about it. I studied linguistics in university. I took a couple of computer 
science classes but mostly taught myself. “ 



 

 42 
 
 
 

 

 
Commonly used skills and knowledge today 
“I don't think most journalists were using or had much need for that kind of flexibility. 
And this has gotten a lot easier. So, you no longer need to sort of know all this sort of 
hidden relevant knowledge, how to optimize algorithms, what you can do is train a model 
with 10 or 15 lines of code with fast.AI.” 
 
Skills want to learn better 
“I'm more interested in learning mechanically how to use some of these newer algorithms 
that have come out. I'm not sure exactly how they will be useful for journalism, but I'm 
sure we'll figure something out.” 
 
Useful outside resources 
“I must have learned by experimenting and following tutorials online. I always find some 
sort of goal that I wanted to get to build to do something and then figure out how to do it. 
I know other people learn in different ways. Other people will find courses can be really 
useful. But that's not how I learned. My editor John Keefe really like the fast.AI video 
courses. Couple of hour-long videos per lesson, eight or so lessons per course. I don't 
really watch the videos; I just follow the tutorial. Someone's basically transcribed the 
lesson videos, I use those. But, in general, the way that I tend to learn this stuff is I set 
myself some sort of goal. I want to make a game using these images, for instance. And I 
go find some game tutorial that uses whatever and then transform the code from the 
tutorial to work with the images that I have. And just experiment Google around until I 
figure out a way to solve the problem. So, the thing is it’s better to have actual project or 
your own experiment to ask you to really learn the skill, right? Have something to work 
with and then it will come. This is this is not limited just to AI but any sort of computer 
programming thing or related to journalism. Python is the most useful one for machine 
learning. For the stuff that I use machine learning for, we're not depending on sort of 
statistical guarantees from the models. Because a lot of times we don't actually give you 
any sort of statistical data. I don't think understanding the math is that important. Or the 
statistics is that important because you are treating it as a tip. If you're using machine 
learning to sort some documents in that, you don't have a whole bunch of leaked 
documents, let's say, you might not have time to read and digest all of the documents. 
And so, you use some sort of machine learning model to sort them for you. It only read 
the ones that the machine learning model thinks are going to be interesting. Models made 
that predictions don’t really matter, because you're just doing ordinary journalism, 
ordinary investigative journalism by reading through at selected subset of documents. 
And its sort of as the ones the machine learning model calls you to ignore never existed. 
And so I think that the math isn't that important because you're not relying on the 
machine learning models judgment for reporting, you're using your own ordinary 
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investigative journalism skills that you could put the same things you could have used in 
any of these machine learning based system? And so, for that reason, I don't think the 
maths and statistics are that important. If you're using machine learning for the kinds of 
things I want to use it for.” 
 
Challenges for journalists 
“Lack of time, for sure. That just takes a long time to learn these skills and experiment 
with them and be able to use them confidently. There are a lot of stories for which 
machine learning is not really helpful at all. And so that's I guess that's sort of a challenge 
because there are lots of things people are doing Where this will be useful? And certainly, 
I think, in order to be able to use to sort of build your own machine learning tools, you 
have to have a pretty high baseline of programming knowledge. So, whatever the barriers 
are for that also apply here. It was experimenting with machine learning for a couple of 
years before I actually found any good any time to use it. And then once I really took 
about a year between really starting to use it very frequently, so I felt I was confident and 
when and how. I could accomplish what I set out to, what I could set myself realistic 
goals and then know that I could achieve those goals. Let's say about a year of pretty 
consistent use was how long it took for me.” 
 
Skills expected from new graduates 
“I think data analysis and machine learning skills are an important part of a modern 
newsroom that does investigative work. But not everyone needs to know how to 
implement them. Just like not everyone needs to be a photographer and not everyone 
needs to be a really incredible literary writer. These are different strengths and different 
people in the newsroom will have different strengths. And that's okay.” 
 
Project experience 
“Luanda leaks project came out just in January. I was working with ICIJ to use machine 
learning to do semantic search on these leaked documents about corruption in Angola. 
We had about a million documents, some of which were very long, and I was using a tool 
called Universal sentence encoder. That actually I wasn't training a model, I was using a 
pre trained model, that embedding code sentences to vector space. And sentences that are 
closer together and vector space have similar meaning. 
And so, it just was a big technical challenge to encode all of these documents. Because it 
turns out these tools are not yet fully mature, in that there was some sort of garbage, some 
of the documents that wasn't real text, artifacts of the digitization process that kept 
crashing the system, it took me a really long time to figure out exactly what the problem 
was and how to filter it out. It wasn't directly a machine learning problem. The system 
works exactly as I envisioned it would. It just took weeks and weeks to actually to the 
point where it finally did work because of the sorts of data cleaning and ingestion 
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problems. I think the way that I saw that just was by using print statements to see when 
it's about to crash, print out what the data is looking at is and look through that. And 
notice Oh, hey, that looks funny. That's not how it should look. And then telling to skip 
that one.” 
 
Maddy Verner, The Markup 
 
Started when 
“2019. I take automation as letting the computer sort of do work for you. So, since I 
started working in journalism, I've always written sort of scrapers and so bots that will go 
and collect data from the internet. So that's sort of always been a part of my practice as a 
journalist. And in terms of using AI, so maybe machine learning types, I'm sort of newer 
to that. And my most the most recent investigation I worked on with the Markup, the All 
state story was the first time I've used machine learning as part of the investigation. 
” 
 
First challenges 
“Right now, we exist in a really interesting time where there is a large amount of tutorials 
and stuff available, but I think as journalists, we want to be writing and we want to be 
accurate. And so being able to understand, it's really easy maybe to metamodel. But it's a 
little bit harder to understand what's going on. One of the questions that I feel when I talk 
about things natural language processing, one of the questions that comes up a lot with 
reporters is how do I know how to trust the model? So, I think that's actually the bigger 
barrier to entry. I solve that problem by actually talking to statisticians. That's great for 
doing some reporting. I think, especially with statistics and math, if, as a reporter, you're 
not necessarily comfortable with, sort of more advanced techniques, being able to call an 
expert and say this is what I'm doing, does that make sense? I don't know if this I don't 
think this is necessarily true with journalists or data journalists specifically. But I just 
think, as somebody who's had to interact with a lot of programmers, one of the things one 
of the trends I notice with programmers is this need to be right, despite me being wrong. 
So, I think being vulnerable enough to be willing to be wrong, but also not in the sense 
that you want to publish wrong things, but in the sense that you want to double check 
your work. And make sure that if you are wrong, you catch that before publish button. It's 
magic. Yes, yeah, I think that's actually the most important thing is being able to talk to 
experts and people who are actually know what they're doing.” 
 
Approach to learn skills 
“So, for me, what my process for the Allstate story was that, I noticed that there were a 
couple things in the data that looked really weird. And there were, a lot of weird smells 
because it was sort of data that had been provided by the company to regulators. 
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I think there's trends and distribution that are typical, so it's the bell curve things, in that 
there's a lot of things in the middle. As you get to the there's usually a nice consistent 
shape to the normal distribution. Visually when you look at data and that tends to be or 
even to you can if you look or sometimes, they have to but usually they have a consistent 
shape. And we noticed with one particular view that we looked at the shape got really it 
was a completely different than the other views which is to say that most of them had did 
have that nice curve. It had a nice curve rather, okay, I can see edges, not so much middle 
part. But there was one particular view where there were three definitive spikes and that's 
weird. Yeah, I don't understand how that's happening. So, we sort of kept picking at that. 
And that ended up being and then there were also sort of weird cuts in the day. So, there 
were there certain things that were a little bit off the charts. And so, then from that, it was 
sort of, my goal was, I just want to understand why those weird cuts existed, why the data 
looked weird. I was doing sort of our main analysis was this linear regression that we did. 
The reason why I used the decision tree was because I knew that there was something 
strange and I had an idea that it was related to the sort of pricing or the current price the 
computer decided. I guess my goal was if this thing is really there, then the computer 
which is not, I think, as smart as a person. It was a gut check as opposed to doing the 
work for me. They make your work easier but then it just falls the journalist to kind of 
figure out and really know why. I think they can make work a little bit easier. I think the 
best example is when you OCR or using optical character recognition or whatever, for 
documents, it can sort of take an image and start to sort of be able to see what text is 
there. But oftentimes, it gets words wrong or it doesn't format things the way you would 
expect, or it doesn't understand what a tab means visually thinking of humans. I think as 
people, we can understand sort of we are very advanced sort of classifiers. We can be 
shown a lot of different letters and we can kind of say, Oh, they're all this. Or we can be 
shown a body of text and be, Oh, well, that is supposed to be formatted in this particular 
way. But computers really struggle. Yeah. they're really bad in turn.” 
 
Commonly used skills and knowledge today 
“I think being able to clean document, being able to clean PDFs and make them usable, 
and then also being able to search through things. So being able to make meaning out of 
large datasets, and sort of start to do that initial work of  maybe classifying things  so 
either being able to say what, I generally want to put, I have five buckets, I want to sort 
them into the five buckets. That sorting process, not feeling, Okay, I'm totally done, 
totally finished, but being able to have that first pass, so you can actually start to look 
through and be, Okay, am I mis categorizing things? Just being able to start to sort things. 
And I think that seems to be the two most popular and I think the two applications that 
people feel the most comfortable with.” 
 
Skills want to learn better 
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“I think  my future goals are I want to start using more NLP to sort of start doing that 
clustering , and I haven't had the opportunity to have to work with a giant data set  that 
would that I would feel  requires that sort of stuff. So, I think that's my one major goal. 
And I also want to get better at cleaning PDFs because that's stuff I will always have to 
do forever for the rest of my life. Just take very poorly written documents and try and 
make them usable. And, yeah, being able to sort through things in a way that's gonna 
make sense.  
 
Useful outside resources 
“Well, I think being able to have a strong statistics background and a strong sort of basic 
programming background in Python is always good. I think because so much of when we 
talk about machine learning, we're really oftentimes we're talking about advanced 
statistics that are being applied with computers. So being able to understand a little bit of 
statistics and then being able to know how to understand programming enough to 
understand what the limitations are, and also to how basic concepts, sort of, if else 
statements, I think are really two great things. And to that, I think, for me, once I 
understood regression, I felt more empowered to take on different machine learning tasks. 
So, I think, being able, again to sort of start building up those two things because I think 
otherwise machine learning can feel really overwhelming and you're, Oh, my God, I don't 
understand what's going on. It's so advanced. But if you get a little bit of that, if you start 
to build up those two things that programming basics and statistics, you will reach a point 
where you're , I think I can do this, or I think ,I don't necessarily get it right now, but I 
think I can give it a shot and looks and figure it out. If you're at a university, I just 
recommend taking the intro to programming. I think that's the easiest. That'll be because 
they think that the difficult thing about programming is that it is really frustrating. It can 
be very frustrating. Very frustrating. And it I think if you try and learn it on your own, it's 
a lot more harder or it's a lot more called because it's, I think it's a little bit easier to be 
forced to do it rather than have it. So that would be my first. I know that's not helpful to 
everybody because not everybody's in school. I have definitely used Codecademy for 
certain stuff. The way I learned how to program before I started taking classes was 
through a friend, I found a friend who knew how to program, and he actually started 
teaching me sort of the basics. And that's actually kind of the best way to learn it is just 
having somebody there in person who can help you. And for me in my newsroom, I do a 
thing that we've been calling coding, right where I because I have a stronger coding 
background than I do a background or traditional reporting background. So, I'll skill swap 
with people in my newsroom. And I think actually, that's a really nice way to sort of start 
to build up both sort of camaraderie in your newsroom but also to build up your skills. 
You also learn to respect. I mean, everybody should hopefully respect each other's skill 
sets. But you really learn, sort of what your coworkers are doing in a way that you maybe 
didn't understand before. Because you're sort of learning, you're trading each other's skills 
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for working as a team. And then really feeling the gap skill, when you were yet or even 
just being able to take a little bit of time, out of maybe your work week, and being able to 
train. So, actually sitting down and having a data journalist on your team or in your 
newsroom, sort of walk you through the basics or for reporters actually sitting down and 
maybe going over the basics of how to write better. You don't have to use it all the time. 
You don't understand the conventions that are there. Use your peers. There's also I think, 
a couple of books that are really nice. I think there's one book that's statistics for the 
newsroom. It's a very good read. I teach a data class and we force our students to read 
that because it really sort of its geared specifically towards reporters, and it's just how do 
you do basic statistics and in not just any statistics, but  those that are actually used a lot 
when reporting.” 
 
Challenges for journalists 
“I think specifically with AI and automation, I think that there probably aren't a lot of 
people who know how to do it just in general in the world. And I also think that it's a, if 
you're a newsroom, and you have to constantly be publishing, I think taking on 
something that is as unknown as that is a risky investment, right? I also think, too, it's a 
matter of, in terms of doing an analysis, you always want to do the most simple version 
of what you're trying to do, because otherwise, it's less defensible. Right? And it's, it's 
harder to fact check. So, I think that's actually maybe one of the bigger barriers in terms 
of more. I don't know if it's necessarily barrier, it's more just I think oftentimes, I think it's 
excessive given what people actually maybe the analysis that's actually needed for a 
given story. I think people come in with the skills that they have. So, there's not a lot of 
people for doing machine learning. Yeah, then you're not going to see that fostered in the 
environment, because you can only share what you have. I think oftentimes, it doesn't 
make sense for a lot of the projects, right? So, with Allstate project, our main analysis 
was just a regression and it's a lot more easy to communicate and talk about. It's still 
tricky, but it's a little bit more. It's easier than trying to explain a machine learning 
process. And so, I think in some ways, it's that it's oftentimes not necessary for the course 
of the reporting.” 
 
 
Skills expected from new graduates 
“We do use automation and AI, are our data journalists come from a variety of 
backgrounds. One of them actually was a data scientist, sort of doing academic research. 
And so, I think he brings sort of the heftiest AI background out of everyone. He's an 
amazing data reporter in general, but that was one of the exciting things that he brought 
to the table that we hadn't seen before. I mean, I personally didn't have as much 
experience with. But I think in general, especially if you're just out of school, one of the 
most important things you can do is be very collaborative and be willing to do things. AI 
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are really glamorous, but actually most of data reporting is doing a lot of pouring kind of 
shitty work. So, if you demonstrate that you are not only willing, but that you're eager to 
do that kind of work. And you're willing to actually do the table cleaning and the sort of 
rigorous, even data finding that is part of the process. I think that's actually more and also 
being able to ask questions and really know what's going on or at least be able to figure it 
out. I think those are actually more important and also being nice to work with. It's really, 
it's actually not that complicated. We want somebody who is kind and able to collaborate, 
and also able to explain their work, and also willing to do the work. I think sometimes 
people, I've encountered people who think certain work is beneath them, and they're, Oh, 
no, I don't need to do this. But actually, the reality is you're gonna have to see that work 
anyways. So being humble and also, actually, I would take a kind humble person who is 
excited to take on new things and is curious than the smartest guy, because that 
person was such kind of characteristics. They can learn this, right if they are willing to do 
something new. And they can also I think, really at the end of the day, journalism is a 
team sport. And there every story has so many people involved in it. There's never I 
really can't think of a story or where there's one person and the only person who did 
everything. Yeah, no one person is they’re the reporter, their own editor, their own 
graphics person, their own data, their own factory legal team. Yeah, no, that's not. There's 
no one person who does all of that. And actually, if they were, it would be a little scary 
because how do you, I think journalism relies on so many people and relies on having 
multiple perspectives and people being really able to ask tough questions about your 
work before you publish and make sure it's right. I think when people hire, being able to 
demonstrate that you are kind and you’re collaborative and you're curious, are way more 
important than anything else you should know how to do your work, to sort of work hard 
and explain the work that you've done. But I think people are picking the people they 
actually want to work with. And I think oftentimes, that means people who are do seem 
they're willing, excited to work with other people, I suppose.” 
 
Project experience 
“I had to clean a bunch of PDFs. I had to merge them. So those are two skills, being able 
to pull data from a PDF, make it into a table, and then being able to have multiple tables 
and bring them all together. And then I had to do run a regression, which is some 
statistics. I did this much of the machine learning. That was a little tiny sort of blip, that 
was actually more of a gut check than anything. And tell me more about the machine 
learning product you used. All my code is on GitHub. It's linked in the methodology. But 
I did what I used a library called Carrots. And there's a lot of, if you Google, there's a lot 
of tutorials online, and I did what's called a CART analysis. Just a class, which basically 
meant that I took all the data. I sort of had a labeled outcome. And then I trained. I split 
the data into two, I had a training set, and a testing set. And I trained the model. And the 
training set. And then I used the testing site to see if it was correctly classifying things. 
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And it was pretty good at that. There's just a lot of tutorials online available for you to 
read. And so, I've read a lot of tutorials. We did a lot of proportions tastings, we basically 
looked at sort of each demographic, we had a couple, we had some information about 
different demographics, age and gender. And we are able to sort of look at how for each 
pricing category, if the distribution of people was significantly different from  the overall 
distribution, so , if there were  50% men and 50% women in the database, we sort of 
assumes that for each group, it would typically be  the same and sort of look to see if 
there were significant differences for different pricing groups. It’s basically looking at an 
overall aside and looking at a tiny section of it and being, is this different? Is the 
breakdown of this very different than the overall thing? The two hardest parts were really 
actually the PDF cleaning was the worst part than the merging. Being able to bring 
everything together was also pretty bad., I'm a more visual person. So I did  a lot of chart 
out the data and a lot of different ways to figure out what was going on again, and being 
able to see  when things kind of looked ways I didn't expect and then being able to do the 
math to sort of reflect and see to understand what could have caused or why those 
anomalies were happening. The hardest part was not even cleaning the data, it was 
finding the data. That is actually the hardest part of any investigation, being able to find 
your data. It took a lot of searching. A lot of digging through hundreds of filings, and 
then having to look through a lot of correspondence between the company and different 
regulators. And also, being able to look doing a lot of FOIAs, understanding additional 
correspondence and things that were happening. And then finally being able to find that I 
think that was actually the majority of the work went into finding the data. The analysis 
was actually not that bad. Just in general, it's always being able to find the right data is 
the hardest part. It's also understanding what that data means. Because I think oftentimes, 
you get a table, and it's the columns are labeled with constant noise, you can make 
assumptions about what the columns mean. And they don't always mean the same thing 
that you're thinking. The real problem is not really using the technology for what the data 
we have, but it's actually finding and working with the data that we need to work with 
them in the program. I think for anybody, that is the largest problem, being able to 
understand, being able to actually have the data, because I think what you'll find is, 
there's a huge emphasis on just doing the simplest analysis possible. Because once you 
get sort of really complicated and bespoke, you also create so many more, so much more 
room for errors. I think it's you want to be able to explain it in a way that's as simple as 
possible to the public. And it's really the data that's always the hardest work.” 
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Padraic Cassidy, Reuters 
 
Started when 
“It goes when I was at Mizzou and I was taking a couple of courses in computer assisted 
reporting, basically sort of the understanding you get about spreadsheets and databases, 
and that sort of started there. And the rationale there is that the people you're going to 
cover whatever you do as a journalist are probably going to be using these programs or 
these tools to manage whatever it is, they do. I know spreadsheets and databases. So, you 
should really understand these tools if you're going to go out there and try to be a better 
journalist. So that's sort of where it starts to become, but it didn't really morph into 
anything that became machine learning or AI until the last few years, when all of us had 
access to massive data sets and massive computing power. Really, it's sort of a function 
of the ability to make queries of large datasets that has only come about in the last few 
years. And, we've taken advantage of it at Reuters and lots of other places, to not only do 
new day to day news stories and investigative projects, but also to come up with sort of 
everyday tools. That's, that's a lot of what my role is to try to make sure that we have 
everyday tools that sort of can harness all the things about data. So, I guess it's been it's 
been only about five years ago that we've really taken a hard look at using things like 
these.” 
 
First challenges 
“The main function I do is to be the bridge between the newsroom and the development 
team who aren't necessarily news people, but they're very smart. So, they would be the 
experts in scripting languages, and we would be the experts in our newsroom or reporters 
want to use them. So, I would say that what really come in handy is just a basic 
knowledge of how databases work, SQL. Some of the things I wouldn't recommend, if 
anybody had asked me now What should I study, I wouldn't recommend tying it down to 
a specific language because they change so fast and so frequently. And you get you can, 
you can spend your whole life, your professional life being a JavaScript but it might not 
help you with another project where you need to download massive data sets. So, it's 
really just knowing what the concept of machine learning is and what it does and what it 
can do. I know a little bit of Python, but not I couldn't pass a test with any serious 
competency, but I know what it's doing, and I know it's asking for, I know how to 
formulate queries and to get things out of data. So, I can show our real development team 
the kinds of things we're looking for.” 
 
Approach to learn skills 
“Well, you start with some projects and some stories that you want to do. And you just 
start tackling them. And you say, well, wouldn't it be great if I had this information and 
almost all these start with being able to look at the information in your head and seeing it 
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on a screen or just in a way that can help you organize it. So, the first thing they try to do 
this, I think, is to try to do something with Excel or a basic database program just to get a 
query to get up too much information or you start doing it by hand. You start taking 
weather or pollution readings, for example, in in your city, and you can start writing those 
down by hand. And then as your ambition grows, to cover what you want, you realize 
you're going to need something bigger and bigger to handle it. And that's when you start 
to realize what actually you can automate this once you start thinking about what you can 
automate you can once you start automating data collection, by necessity you're going to 
wind up with just big piles of data. So then you're going to save yourself Wow, I'm gonna 
need something big and powerful to start looking at this data, so you start looking around 
for tools and start looking for experts who know a little bit of the software to help you 
analyze the tool it shows the function. And then just by necessity, started taking some 
self-taught courses in sort of Amazon and the cloud structure and some of the Microsoft 
tools and how they organize information. And it's at that point, it's sort of sad stuff. Well, 
I want to do this, I want to use, I want to get this out of the information I've collected, 
what tool do I need to use and then if you can't find it in your newsroom, sort of teach 
yourself a little bit about what you can influence. We have people with a lot of skills so 
you can find someone who's going to help you with things.” 
 
Commonly used skills and knowledge today 
“We're a wire service. So, we have a dedicated vested interest in speed. We have lots of 
things in place already. We have had for a long time but do a lot of web scraping. It's a 
specified tool. So, no one has to know the guts of it. But you have to know what you want 
to do with the web scrape. And if you say, Well, I want you to scrape this page. You have 
to be able to say, Well, okay, what do I do with this information when I have it? Okay, 
I'm scraping this page or the 20 pages, which has been five times a day, what do I do with 
the number or the information on finances, you have to think about a way to store it and 
that kind of thing. So, you start thinking bigger and more critically. And I would say, 
probably, machine learning is gonna get you pretty far, just the concept of it, I think it's 
going to get you far because AI IS changing so fast. And the tools to be able to do it are 
really progressing. Incredibly fast and becoming more user friendly. All those things that 
Google offers and Amazon offer. And the number of data scientists that are sort of 
becoming interested in news and how to apply that kind of thing to news is growing. I 
know most of the larger news organizations have openings for automation or for some 
sort of machine learning or something that they're trying to do because the volume of 
information you were presented with as journalists it just it just grows every week. So, 
everyone's trying to put something in place to tackle it because no one wants to miss 
anything, and everyone wants to make a difference. What is relevant in the industry is 
information. Basic understanding of what AI is and what machine learning and then 
different types of life. They provide supervised machine learning to be proficient enough 
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for journalists to work with, developers or data scientists so they can work together and 
develop necessary algorithms, instead of journalists, me are not necessarily having to 
have those coding algorithm building skills. So instead of just to be just enough for them 
to know what it does or what they want. I would think that's probably the best place to 
start. Because in a lot of people, there's a rare person that can understand really well, 
journalism and both worlds. And you get people with a good background in each. But 
you will find people who you there's always going to be somebody who's better at coding 
the new. And there's always going to be a data scientist to who grasp things better than 
you. But if you're if you come at it from the sort of the journalist’s newsroom, then what 
news is, and sort of what it is you want to get to. So, if you can understand what they're 
doing. We always have interesting conversations with the data science team and it's 
always interesting to see what they have done in there. And some of their programming. 
Maths and statistics are absolutely important. Because when some of your, some of the 
people you're talking to start speaking to not higher order statistics, but some statistics in 
for social sciences, you want to be able to understand what that means, because in the 
end, your job is to explain it to the reader or the viewer or the listener. You want to be 
able to know why certain statistics were used. So, you don't want to lose sight of that, but 
you don't have to. It's great to have a background in that.” 
 
Skills want to learn better 
“I was very interested in every time we see a new sort of web page or production or news 
outlet has some very cool and interesting way of showing information. I think that's 
always fascinating. I always have a slight curiosity as to how they actually wrote the 
script to show you what it does. But underneath that, when you look at certain projects, 
because it's always interesting to know how, if you read the sort of what they call the 
nerd box in the story to find out how they gathered information, you'll see that they 
looked at some 10 million documents or look at a population of 200 million people and 
they use machine learning to find out that I always think that's fascinating. So, that's the 
part I always go straight to read to find out exactly how they did it. I know that I think the 
Wall Street Journal has a project to sort of point their journalists to stories that they might 
want to cover in a different way based on machine learning, which is always good. I'm 
curious to know what they do. We use our own tool. We've developed a sort of mine data 
in financial markets to bring back interesting insight. Only because we have so many 
people are interested, they just so busy and they have to cover an entire market.  Maybe 
sometimes they have to cover the entirety of a section of the globe, Latin America or they 
have to cover stock but so many of them. So, we say these things are moving and they 
normally don't move, or this has been down for this and the signal is thing, but we don't 
just leave it as sort of a signal as a data point, we sort of try to put some context around it. 
And we leave it up to the journalist to decide if that's something they even knew about, 
and they don't need to come or they thought they might teach things, and they'll save it, 
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and they'll put in a story later. That's the kind of thing we're concentrating on doing. I'm 
always curious about what's going on around machine learning. And I tried to keep up 
with it. I think you'll probably find it everyone has a different idea of what they think AI 
is. And what they expect it to try to do. I mean, we're not, I just don't see it. I mean, is it 
talking to Siri AI? Maybe some people might think so. But is it really? What is the 
magic? Is the magic really just scary understanding and knowing how to pick words out 
of a sentence in which words that diverts and what does that mean to do, what is the 
weather in Chicago or when is the next flight to Chicago? I think what that is, is just 
millions and millions and millions of cases, repeating it being repeatable in an 
understandable way.” 
 
Useful outside resources 
“Since I started doing this, we get lots of visitors because we have a global presence. And 
we have a lot of we're a news outlet and a news agency. So, we sell our news to other 
agencies. So, they're always interested in what they can do. Because they are also 
sometimes strapped for staff or staffing and the ability to cover resources. So, they 
always come to us to say, well, could you get us stories on this area or video on this area? 
And then we just sort of see if we can do it through, maybe a scrape for notification or 
something that journalists can do.  We maybe will build a tool to work with their mobile 
phones. That's where it comes about, by necessity from listening to all the people that we 
serve all of the all of our just customers and clients. But I do follow Google's efforts in AI 
and Amazon, the underground lots of blogs and things happening. There are academic 
papers about what let's say, a news organization in Norway might have tried to do with 
their automated story writing or automated news tips things like that. You'll get some 
good things that at NICAR conferences. And then I think there's a there's a lot of other 
interesting things that are happening very much related to journalism for I think 
conferences, for specific programming languages.  The programming language is always 
using videos to watch and what people are doing. I think they call it Python convention 
for a long time they put those videos up on YouTube. And you can find one or two that's 
related to news. It's all interesting. That's sort of the way I keep up with it. It's always 
nice to come across a news organization that tried something and it worked, and they 
stick with it. Because I think at the moment, a lot of people are trying a lot of things 
because it's worth it to try. Because with just a little bit of knowledge and a little bit of 
help, we can we can try something and if it works great. If it doesn't, it's not that we could 
spend a lot of time and money on it.” 
 
Challenges for journalists 
“I think t's lack of attention and time with journalists, I think they're all a lot of them are 
so pressed for time. So that when you show them something that you could help them get 
them an idea on their beat. You've got to make sure that you've got the training to help 
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them keep up with it. And to support them if they've got ideas for something, they want 
to apply some machine learning to. That’s really they have an editor who wants them to 
do, just who can fill their entire day if they could, and they need to sort of carve out their 
own time to sort of study a little bit to maybe to take a class is how to do things. Totally, 
it's finding some time with them. And also, once you show somebody something, if they 
don't use it relatively quickly, it's, it's going to leave their head. So, you have to kind of 
embed in the in their workflow in their daily. We show a few people and word gets out 
and we show more people. And then we sort of capture those people as our audience and 
we say, Okay, we've got some more things for you, if you spread the word. And that's 
how we get things off the ground. We get loads and loads of feedback to the things that 
we do for people. That way we can get rid of things pretty early that I bet football games, 
we test it with a few people who are willing to try it. That way, if it works, we can keep 
going in that area and they can also innovate. Editor can say Okay, that's good idea so 
they get support from their editor and their manager, so it helps to build support in the 
entire newsroom when people see value in what you're doing. And also, when and when 
it doesn't, you can sort of say Okay, we'll put that aside for now and try something else 
that looks more promising.” 
 
Skills expected from new graduates 
“Well, it's going to change this specific program, they might want you to know is going 
to change but the ability to know how to translate those requests in the newsroom. How 
to get it either with a web scraper or with what a certain programming language need. 
That's always going to be in demand. I think a lot of people are hiring for automation. But 
when they say automation, it's just they all want different things. So, we want to be able 
to scoop these 10 things up every day and turn them into sort of words that we can sort of 
possibly write a story. Yeah, that's knowing why people want to do that and, and is 
probably more important than the actual how because if you spend all your time learning 
a specific program, you might go to a place to preview that program at all, but to know 
why they do it and the basic concept behind it is always going to be valuable.” 
 
Project experience 
“We have a system that taps into a large pool of where we use financial data, economic 
data, we use sports results. And soon we're going to be using some legal results, or legal 
case information. And so, what we've decided to do was to build sort of a template in 
front end for journalists, so they can go to a dedicated page or we can integrate it into 
their workflows, hopefully soon, with some sort of chat feeder. So if they're writing about 
earnings trends, or if they're writing about a specific company or country or let's say a 
sports match, a soccer match is something it will recognize how people get it to recognize 
what they're doing and they can, it'll say, well, to know the results of the match, would 
you  to know previews, some specifics about it. So they can just either have been 
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information pushed to them as they work on their story, or if it's something that they find 
is so simple and easy to do and, and put in a repeat over and over again, we can actually 
even push it out auto publish it. So, we can do anything from sort of providing story tips 
to auto publishing it. And even I think it even it can even make video so that the 
interaction between people in newsroom, we tried to make as seamless as possible. You 
need almost no knowledge except how to click on a web page. And to sort of be able to 
put into words what you're looking for. From the development and we had to sort of 
secure a connection to the information. We had to think about how to do design. What 
would a user do? A lot of user experience work into what how does the user want to 
interact with this information? Are they getting too much? Or they're getting too little? Is 
it not worth it? We ended up putting in a lot of things that say, if this happened, but it also 
happened yesterday, push it down in importance, it's not that important. But if this thing 
happened, and it hasn't happened for a long time, bring it up higher importance, and tell 
me when the last time last time it happened. So, we were slowly learning how to do that. 
And that involves a lot of sort of back and forth with the development team. That 
involved explain to them why something that, describing to them. The code that we wrote 
to pull back to fight and yes, I'm glad that you found it, but I Beside him happened 
yesterday. And I wrote about it yesterday, so I'm not gonna write about it today. But if it 
happened again, a month from now, please let me know, so I can then do it and then 
remind me that it happened on this month and maybe what the headlines were that month. 
So, explaining that part back to the data team is always interesting. You reminded me that 
when I was at when I was at Missouri, I was I asked the we were learning, I forget what 
the part, I think it was FoxPro, we kept asking the teacher, what is the command? How do 
I should know this command? I should know this command. And he was insisting that the 
actual command in the software, what keeps you pressed is not important. What is 
important is the basic language of how it's asking for, what it's asking for behind. I 
wouldn't know how to click the buttons today in that program, Because I don't know if 
it's around anymore, but I do know when you say what a GROUP BY clause is aware or 
it's this, what all those things being and what they're trying to get back to the data. So that 
bit as proved to be very true, great question.” 
 
Peter Aldhous, BuzzFeed 
 
Started when 
“For a few years now, I've been running various scripts on a cloud server, update the data 
that I use regularly. I can't remember exactly when I first started doing that. I mean, more 
than seven years ago now was when I really started sort of using R very regularly and the 
first part of automation is really just having your data analysis scripted rather than kind of 
doing things in a pointed click way in a spreadsheet. By automation, we mean, I walk 
away, and I've got things running automatically all the time. Probably last three or four 
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years, I've been doing that regularly. And what I mean is I have script switcher on the 
cloud server. A cron will run the script every 10 minutes or every day, or whatever it is, 
or two minutes in the case of my script that's looking for new earthquakes that we might 
tweet about. And, it’s processing whatever data it is, and is doing whatever I want the 
result to be like putting a new geo JSON file onto our servers. So that one of our maps 
updates, one of our weather maps update or if I see an earthquake, globally, is not if I see 
that if the script sees a new earthquake in the US where USGS data is greater than 
magnitude six, it all write to tweet about that with some information from the day to little 
screen grab on that from the USGS. And it'll tweet that with the text and link to the quake 
and on information on the quake on USGS and an image of them. It stays that. And I've 
been doing, as also, just to give you an idea of some other stuff. Through the first year of 
Donald Trump's presidency, I had automation collecting all of the tweets of all members 
of Congress, because I wanted to look at how Congress was reacting on Twitter to 
Trump. So those sorts of things are what I do in an automated way, it’s gathering data, 
it’s monitoring data and it's updating data that is used in things like maps and charts, if 
that makes sense. And I've been doing that, increasingly, the last three or four years.  
Obviously. I did a lot of testing into it before launching into production. For our tweets 
about earthquakes, there is no human intervention at all. They're just tweets. So, if the 
USGS were to make an error, or if there's an edge case in the data, that means we'll have 
to delete the tweet and say why, which will be our policy. I know the LA Times has a 
QuakeBot that is similar to mine that writes stories. They will not publish a story without 
human intervention. But for the tweets. No, I don't. I don't want to be asked to wake up at 
three in the morning to verify a tweet, right.? But I did a lot of testing before.” 
 
First challenges 
“I said for the past more than seven years, I have been becoming more skilled at working 
with main language I use which is R. I mean, I'm always learning. Most of it (skills) is 
scripts written in R which do various things. But that's just part of my learning. That's no 
different whether it's automated or not, right. I mean, there's been a very specific things 
I'm doing. Quite a lot of it involves depositing data onto AWS, s3 buckets and stuff like 
that. But it's all in a script. And then the other thing is just making sure I know how to do 
backup. So, the script runs one I wanted to run on the frequency, I wanted to run it solid. 
There's not really a lot of new skills there beyond what I wouldn't do anyway if I wasn't 
automating it. It's just I don’t manually hit run on the script. The script runs because cron 
job running on a Linux server in the cloud tells it to run and then does stuff.” 
 
Approach to learn skills 
“I mostly taught myself because I wanted to learn. Some books and a lot of Stack 
Overflow. I am still on Stack Overflow. Because there were things I wanted to do that 
required me to know this stuff, mostly around doing stories that I realized if I wanted to 
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do them, I needed skills I needed to learn. I think some people learn best in the context of 
structured class. I am very happy learning just by having a problem and working to solve 
it from documentation and other examples that are out there. There was more of self-
study. Almost mostly self-study, which I do all the time.” 
 
Skills want to learn better 
“Not particularly with automation, I think. Pretty happy with what's there. I know one 
thing I need to devote some time to is I'm not a great, I do work with JavaScript for most 
of my map but it's not a language I’m fully comfortable with. So, getting better at 
JavaScript and learning ObservableHQ is something I want to do. It’s just making sure 
I'm on top of new did, but I mean I think at some point you choose your main language or 
platform and for me, it's R and Rstudio. That's where I get most of my work done. So, a 
lot of it for me is just making sure I'm on top of that the new developments that are 
happening all the time and building projects that push me to learn new things right.” 
 
Useful outside resources 
“So, in R world, which is what I work on in particular, there are a lot of good, free 
resources. One, for example, one thing I'll be teaching at the NICAR next month, is text 
analysis. And there is a fantastic free textbook online. Yeah, text analysis with tidy text or 
something and it's great. And that was very useful. I don't mind just contacting the author 
of that and asking for help if I get stuck. And as I mentioned already, the combination of 
Google and Stack Overflow is my main learning tool. Working out how to do things. And 
in general, I'll stress again that because I do it all the time in various interviews. The 
annual NICAR meeting is going to be the best place for initial exposure to this stuff, just 
kind of doing a class so you kind of know what it is. The very the real learning is going to 
take place by yourself afterwards.” 
 
Challenges for journalists 
“I think most journalists are not going to be interested in doing this. I've worked at 
BuzzFeed news. I can't remember what the size of total newsroom is. It's a few hundred 
people and there are probably were less than a handful of staff who would do any, there 
are a few people who do analysis which are scripted, right? There are maybe hang on 
Jeremy, John, Campbell, me, five who will do that regularly. And then how many of us 
do automated stuff regularly? I mean, I do it the most right. And that's because I've bunch 
of resources which we use, but particularly the weather map which automatically update 
require automation, right? They absolutely require. So that's why I'm a little bit more. But 
I suspect my information maybe I mean, there are people doing way more sophisticated 
things with automation, which may involve approaches that are more like machine 
learning and AI. But, but even most automation is the type of stuff I'm talking about. So 
right now, I mean, it's only ever going to be a small number of journalists who are going 
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to want to do that, I think. And I think for the most of those people, I think that the vast 
majority of journalists go, I teach at the J school. I don't think the vast majority of people 
at J school need to be able to do relatively sophisticated automation of data gathering and 
processing. I think they should understand how the what the possibilities are and know 
where to find people who can do that. I think app setup where there's either a handful of 
people in the newsroom of 100 is quite sufficient for most newsrooms’ automation. I 
mean, I think this should be stuff you should be taught at J school. I think you should be 
self-aware about the route to be trained how to do it.?” 
 
Skills expected from new graduates 
“I hired a lot over the years, but I don't hire anymore. I think the overwhelmingly top skill 
is actually it's all about adaptability and flexibility, particularly with regard to anything to 
do with technology, there's no good being I am the expert in this one thing. It's the ability 
to learn new things, isn't it? That's what you need. So, if I was hiring and it's true with 
reporters by the reporter who's shown Oh yeah, I can shoot video, I can do some basic 
data work, I can I understand how a podcast script is written, I've got good public records 
skills. Somebody who has  a number of contents is going to be way more attractive than 
somebody who says This is my one thing and that's why I do because what that tells me 
is that what we're looking for in journalism, I think, because it's, everything's going to 
change, the technology will change, the things we're covering to a degree will change. So 
that's what I'd be looking for. And if you're talking specifically about people with the 
skills to approach things like automating data gathering or processing or doing statistical 
learning, and I hope I'm stressing, I think these are two largely different things. I don't 
think they're the same thing. I mean, they can be but for the most part at the moment, 
they're not the same thing.  I would be looking for people that they can pick things up. If 
you learn one language, you can learn another one, right? I mean, it's a way of thinking 
it's not remembering what all the functions do, you can look those up the way you need to 
understand this how you the logic of what you're doing. There are new languages, new 
platforms, new packages or modules within languages. And also, if you only do one thing 
that you're going to be out of work, I think. I would say if I were hiring, I'd be looking for 
people who have flexibility and the ability to self-teach as well. I think you need that. If 
you if you think that everything is going to have to be formally taught, that's going to be 
quite limiting.” 
 
Project experience 
“The background to that was in 2016. I did a story looking at aircraft that we already 
knew were spy planes from importing other people have done working for the FBI, and 
the Department of Homeland Security. And, and what we brought to that is we looked at 
more data than people have talked about before, so we looked at a larger number of 
planes as far as we need that entire fleet. It turns out there was some we didn't know 
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about, but I can come on to that. And, four months of data, so we were able to say a lot 
about their activities in time and space. So, and that was a pretty good story. Quite a bit 
of attention. I didn't think the terrorist take the weekends off. So, yeah, that was kind of 
that was the probably the most interesting finding from that. So, but at that point, I 
realize, wow, I'm sitting on an enormous amount of data because to do that story, we got 
four months of data on all aircraft flying all over the United States. So now I've got, 
known spy planes and a lot of data on those. And I can pull random planes out of that 
data to be my non spy planes because most of them are not going to be spy planes. And I 
can use that as a training data set to try and identify other planes that might be spy planes, 
because I thought that might be interesting. I saw, I'm sure there was other stuff flying 
around, that we don't know what it is, and the disturbing for violence of various types, 
and there maybe stories in there. That was the origin of the project. So, I did that in July 
2016. So, the first story came out in April 2016. And I did the machine learning on that in 
July 2016. So, by then I had a list of my top candidates. And, I would then extend that list 
out to other planes operated by the same people and I ordered up all the documents on 
them, I did research on, so we know what they are and what the equipment they have. 
And then actually, I sat and waited for a long while because I didn't just want to run the 
show, just saying, Oh, these planes are the US Marshals because I knew who the US 
Marshals were, back in July 2016. We didn't run the story until more than a year later. 
And what I was doing this was while I was looking for part of it was, I had a student who 
was interested in and who was able to do some of the documents work as well. And part 
of it was, well, I'm not just going to run more stories saying and this is and this, and this. 
There was one particular thing about these points for doing, what is the public interest 
that makes it into a story and then I started just gathering data on the planes I had already 
identified through the machine learning. And it was a few things right, that triggered the 
stories we did. One of the things we were looking at was this company called Commuter 
Air Technology or the power company is called Acorn Growth Companies which is this 
military contractor. The main thing it's doing is supporting the war on terror in Africa. 
They're doing surveillance there with tracking al-Shabaab and Boko Haram and those 
groups through, hardly through tracking satellite and cell phone signals. But I was seeing 
them flying, it was when they flew over Phoenix, Arizona. And I knew that this plane had 
on it an NSA developed cell phone tracker. But I thought that's interesting, that's really a 
very sophisticated surveillance aircraft flying over one of the largest cities in the United 
States to do what it's doing, and we knew that it was military training. It would have to be 
connecting to, you can't do that without connecting to other funds as well. You have to 
look for your target right by connecting to them. What these equipments are or fake cell 
phone tower flying on the plane, essentially. So, that's an interesting story, right, that 
raises issues of privacy. So, there were, other things that a particular type of count one of 
their primes had a particular type of camera that does citywide surveillance and stuff like 
that. So, that was one story. But, up to that point, I'd save the plains of Brawley, 
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California, which is a tiny place is up the ante to me a lot was sort of over Phoenix, 
Arizona. That's a big city. That's millions of people, right. And then the US Marshals, 
because, I mean, we knew the Department of Justice would push back and say that it 
wasn't in the public interest to identify those planes. The reason we thought it was in the 
public eyes is they were not just doing what they were doing in the United States. They 
were doing it in Mexico, around the drug war in Mexico. And around specifically, we can 
see the targeted actions against senior figures in the cartel. That's very controversial 
because, well, controversial in Mexico, because the sensitivity around accepting technical 
help from the United States. Its controversial in the United States policy wise because 
these things have tended to escalate the violence, not reduce the violence. So again, we 
felt that within the public interest, it was the first time definitively not through off the 
record sources that anybody had been over to say aircraft operated by the US Marshals 
was flying over this place in Sinhala, Mexico, when this specific suspect was detained by 
the Mexican military. And we found that was the story. So, we ran that story. And then 
having run those two stories. I ran the one I probably sent you, which was the designer of 
the arcade. This is how we know this because and talked about some of the other things 
we said. Because, at that point we felt it was probably just transparency in our methods 
that probably because I think it does show that it was a signal that this is the type of thing 
you can do in journalism, you can use statistical learning algorithms to follow reporting. 
So that I mean, that's why it got a lot of attention, right? A lot of people have read that 
story probably don't even know that the two stories that came before it, which I 
mentioned in the first paragraph had probably not read those. But I could have run that 
story explaining it a year before we couldn't because we were waiting to have what we 
felt what public interest pieces of journalism that they were stood on my own right, rather 
than just saying this, this and this list from this, this and this is how we did it. The team 
was me. Only me on the day to work. But I also worked with one of my former Berkeley 
students, Christian talk on the quite a bit of the document works particularly around on 
the company I mentioned. He was very involved in. Also, correspondent in Mexico, 
worked on the short story. So, she did interviews and some public records requests in 
Mexico over that story. So, I guess it was three stories and in the first story I mentioned 
had been done with former colleague of mine at New Scientist magazine and is a 
journalism professor at NYU. But I mean, all the data work is me. It's just me. I took 
some advice from a couple of data scientists. But they were not directly involved. And 
those people didn't want to be, given the nature of what I was looking at, they didn't want 
to be identified. It turns out, one of one of the I've been in the advice was, for instance, 
the processing of the data before the use of the random forest algorithm, which is 
probably the most important part, right? More important than the algorithm was 
processing the data in a way to give the algorithm something to work on. That was where 
I got advice on an expert in machine learning, who thought it would be helpful to do that. 
That person didn't want to be identified there was the on the green card they just didn't 
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want. Running a random forest algorithm is really no more difficult than running a 
multiple linear regression, right. It's not hard. It's not in itself hard. It's more the thought 
of, the heart of it was processing the data, right, because it's a lot of data. I went to think 
quite hard about how to do it. That was the difficult, clunky and time-consuming part. 
The actual training the algorithm I mean that it's minutes to do. It's very widely used. I 
take everything I've done is ready statistical learning. You're training an algorithm to run 
statistical algorithms to make classifications. And then your classifications are larger 
data. That's all I did. It's actually not that sophisticated. This is pretty basic. And the thing 
is for reporting, I think that's good, right? I don't think in reporting using well established 
methods that everybody knows what they are and what they do, the random forest is such 
a basic tool, right, that we use it fairly regularly. So, that's good in journalism, right? 
Because we don't really want to be on the cutting edge of techniques that are still being 
worked out. We barely use stuff that is very well understood. So that we have confidence 
in the result. It was definitely supervised learning and this specific algorithm is random 
forest. And you can look it up. It's been around for years. Very well. It's just, I mean, the 
way I think of it, it's a consensus of decision tree if that makes sense. So, the type of thing 
you can do, and the random forest is running lots of decision trees and coming up with a 
consensus from them.” 
 
Troy Thibodeaux, AP 
 
Started when 
“Maybe around 2012. We started with the project that I was only tangentially working 
on, which was on the on the earnings reports. Automated stories from earnings reports. 
That was our first big foray into automation. And that was largely driven by our business 
reporting team and we worked with Automated Insights on that project. And that was the 
first one that we did.” 
 
First challenges 
“The way that we came about automation, the idea was to generate stories completely. So 
that we would have, for example, with the with the earnings reports, there were all these 
stories that reporters are writing. The idea was to automate that bringing the data, 
generate those stories, and then let those reporters choose some of the earnings reports to 
write longer stories about and that's pretty much what we've been doing. So, because we 
didn't do this, the development in house on that, the technical skills were not necessary. 
What really was necessary was discussing the process for building up this template. So, 
this isn't complete natural language generation, we're not generating syntax here largely, 
it largely is a big template in design. And the idea is based on the inputs and some logic, 
you can construct a fairly reasonable story from it. And so, developing that process and 
understanding how we can get the insights of our reporters into that automated content 
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was a real challenge. And even as we've done more of these projects internally, so my 
team has started to develop technology around natural language generation and 
templating engines. That process and understanding how to build up that communication 
and discover, what and how we can simplify something that will get to a story that meets 
our standards. That was the real challenge. I wouldn't call what we're doing is AI. It 
depends on how you're defining AI. I guess, is one of the questions because it's, it's so 
broad. We do regression, it’s some kind of machine learning. Does that count if you're 
running a regression? What point do you say this is AI? And does that really matter? I 
guess it's a question. We have done, we use machine learning algorithms in our in our 
investigative work. We have used NLP; we've used some fairly advanced statistical 
techniques and predictive techniques. But I don't know that I would call anything that 
we've done technically AI.  We've done a lot of automation and that automation really 
has been around. We've done full story generation. We've done partial story generation. 
We've done automated visualizations. So, we did for the 2018 election. We had a new 
product called vote cast. That was what we're using instead of using exit polls for the 
elections. And so, we were able to get the data from this survey and generate automated 
stories, videos, print graphics and an interactive, all of that will in the moment on 2018 
with a midterm election with minimal of human interaction. So, you're able to do a lot 
more content by automating it and we were using fairly sophisticated templates for the 
stories. But again, this it is not a whole syntax generation. It really is kind of on the on the 
lowest tech side of what we consider natural language generation, or AI or machine 
learning. To be honest, I don't know how I would define AI. I look more at specific 
techniques for specific computation or statistical techniques that we're using. And we 
kind of put them under I prefer, machine learning, honestly, or algorithms. Using the 
algorithms that we use in our reporting, because it ties it more specifically to the tool that 
we're using, and it becomes less science fiction. And I think that there can be 
unreasonable expectations for what AI can do currently. And we're going to get to it 
when we get to know general AI. Who knows when that is right? And so that's a whole 
category of kind of computational research that may someday apply to the newsroom. 
But what applies right now are some very specific computational statistical techniques. 
So, let's talk about those days, talk about the types of algorithms that we're using and how 
they're useful. Talk about natural language generation and processing, or statistical 
inference, and categorize it in such a way that the tools are clearly applicable to what 
we're trying to do with journalism. Often, I feel its kind of smoking mirrors, right. People 
say Oh, really AI, what it comes down to is, we have a templating engine that we are 
using to crank out stories based on data sets. Well, technically, yes, that is artificial 
intelligence. I guess there's, an aspect of the robots is writing the story. But we were 
honest about what we're saying is we've decided on some pretty tight parameters, the 
types of stories want to use a logic that we've kind of codified the kinds of decisions that 
reporters include, and we wrote a system that can reliably and predictably put up with 



 

 63 
 
 
 

 

those stories. I think I feel staying with the specific as possible about what we're trying to 
what the problem is trying to solve, and what computational statistical tools are useful in 
solving that problem is, that to my mind, is more helpful than saying, Oh, we need to, 
think about the effects of AI on the newsroom. One of the things that we do a lot or 
thinking about technology in the newsroom, as we think about the different phases of the 
news was the different kinds of activities that newsroom engages in, right. So, we think 
about news gathering, news production, and then presentation. And just thinking about 
each of those categories how does machine learning apply? What are the techniques that 
might be useful with data, with the news gathering? I saw a really interesting article today 
about machine learning algorithms for Investigative Journalism, classifiers and decision 
trees. It's incredibly practical applications of the technology for Investigative projects. 
And we've used some of these things and continue to use the system to use different 
classifiers. And then in terms of the news production, well, how is building that AI into 
our system for tagging stores now, and this becomes kind of a product side of things but 
these things are useful in how we package up our news products. And then in terms of 
presentation, how are we customizing things for users? How are we using machine 
learning to determine the best customization, right? And then I know that there are a lot 
of these organizations who are really more focused on direct consumer. We have a site 
and a mobile app. We're primarily providing content for other news organizations. But 
thinking about how those things apply to the way that our users and our readers access 
our news and thinking about across kind of life of a story, there are all kinds of different 
applications that open up interesting, practical questions related to growth and 
knowledge.” 
 
Approach to learn skills 
“So, a couple years after we did the work of Automated Insights for the earnings reports, 
we did hire someone to be an automation editor. And so, what we started looking at was, 
first of all, what are the opportunities across the newsroom for automation? What are our 
main points? What are the tasks that journalists are doing that they could spend the time 
doing journalism instead if we could automate those tasks, right? So really, we're looking 
in terms of automation broadly. And so, we had Justin Myers in that position. And he's 
kind of done everything that has to do in on our team. But he came in with a certain 
amount of knowledge for that, it's about automation. So, he was already a programmer. 
And he was very strong in Python, and we worked in Ruby and JavaScript. So, he had 
that kind of value in those areas and also some, some systems and infrastructure things 
that became important. So that was sort of where we started. And he had knowledge of 
some of the packages in Python, for example, that we needed for it for the work that we 
were doing. And then we were able to kind of build on some of our own systems.” 
 
Skills want to learn better 
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“In terms of the tools we're using, we're using R a lot more and R has some pretty good 
machine learning packages in it. And so that's one route that we've taken. And but really 
now we're seeing more and more what's available through cloud services. And that's a 
really interesting growing resource, crowd services, and then also experimenting with a 
couple of vendors who are offering to machine learning platforms. So, but right now, 
we're sort of focused a lot on some of the some of the tools that are available services 
available from Amazon Web Services. Also, we know that Google has machine learning 
platforms. And this really is a way to get up to speed a lot faster than we could. In fact, 
we were first doing this. And you had to code everything from scratch and you're doing 
everything in Python. It was a steep learning curve just to get started. But now with this, 
or the Google platforms, or the Amazon platforms and some of the Microsoft platforms, 
when we looked at all of them, and we're experimenting with them, it gets such a head 
start, and then you're able to do some things that were very difficult. You can do them 
much, much faster now. And so, if I were starting out and wanting to do something 
around automation or machine learning, I would be looking at those services as a way to 
get started.” 
 
Skills expected from new graduates 
“I think we’ve come to the conclusion at AP that we're not going to train every reporter at 
AP to be a data journalist or data scientist, however, there is a certain level of quantitative 
reasoning and numeracy that I think there can make a requirement. Any reporter coming 
into news organization should be expected to be able to read a spreadsheet, should be 
able to understand some basic statistical concepts, really just understanding, how to do 
descriptive statistics, in a very basic way. But being able to be comfortable with numbers, 
being able to think about stories quantitatively and ask what kind of data centric approach 
might provide more better sources and more insight into the story and it has to be good 
for new graduates. I'm not asking for someone to be able to code necessarily. That really 
is about having the capacity to speak the comfort level with working with numbers. The 
insight to say, to ask the question is this data or this story, and the ability to go out and 
get that data and begin looking at it, that becomes core. Anything that we want to do 
beyond that, that really requires coding that really requires more advanced kind of 
statistical techniques, we have at AP a small team who can help with those things. But to 
get that first stage of saying that data is important for, there's a potential data angle for 
every story I want to tell and ask that question for every story. I think that's going to be a 
good one and then there's the ability to say, Okay, I can get this data from the agency I'm 
covering, and I can look at it very quickly and determine what questions I want to ask at 
least, then we've got the baseline.” 
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Useful outside resources 
“There is NICAR, which is always really useful that news nerd slack is very useful. 
There's a machine learning channel. There’s also the Computation + Journalism 
conference is coming up in Boston, which looks very interesting and the techniques. And 
I think, to large extent, it comes from having done some work and developing an 
awareness of who is working in this area. So, you'll start to understand that if I follow 
John Keith on Twitter, I'm going to see some really interesting applications of machine 
learning. Because I know that's the kind of work that he does. And so, you develop a set 
of videos and kind of make that method network connections among people who are 
doing this kind of work.” 
 
Challenges for journalists 
“I think it really varies depending on the newsroom and depending on the role of the 
journalist. So, there are a couple of investigative reporters who come to AP who now 
have very strong machine learning skills. Burke who is doing a fellowship at Stanford 
right now is that's exactly what she's doing. She's she took her fellowship time to go and 
learn more about how to use how to investigate algorithms. So, investigating the black 
box of algorithms. A lot of that I think she learned on her own. But now she did this 
fellowship to really take that to the next level. So, I think there are some reporters who 
are not on the data team who've been developed a sophisticated skill sets that could 
include machine learning. The question number one is, what's the opportunity for that? 
So, do we even see the opportunity for if a reporter is going through and doing kind of 
the regular kind of reporting? Where do they ever get the idea that hey, maybe machine 
learning would be helpful. So that requires a certain amount of kind an environment 
where those kinds of techniques and technologies are part of the discussion. And so that's 
one of the things I think is helpful with having a data team where we have some of those 
skills. Because once we've worked with them on other kinds of stories, we can start to 
collaborate more often. And then now there's that awareness that Oh, here is a technique 
that could help me classify this huge dataset in a way that would not be physically 
possible for me. I think having that environment where that kind of that approach to 
journalism is active, that's contagious, and can really help expand the skill set of folks 
around that too. For the folks on the data team, I mean, a lot of them came in with some 
level of ability in the machine learning, for example, they had always done this either in 
school or through their own work, or just their own curiosity has developed some of this, 
some of these skills. And so, for us, really is a question that how do we keep them 
current? How do we make sure that they're aware of new developments, or seeing other 
applications of this technology? And a lot of that is to create the conditions for constant 
learning on your team, and to challenge them. So, on our team, we set up learning goals 
for every year and every quarter. And so when the question is, are we fully aware of the 
latest cloud based resources for machine learning within the latest machine learning 
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platforms to build back into the expectations for this year, so that you're going to be 
responsible for keeping up with that in a way that you're going to benefit because if your 
skill sets could improve, and our team is going to benefit, because we're going to be up to 
date and making use of the best available technology. And AP will benefit because we're 
going to get the stories faster that we might not have ever gotten to before.” 
 
Francesco Marconi (conducted over email), The Wall Street Journal 
 
Common AI use in newsroom 
“AI is being used in newsrooms to perform different tasks. These are some examples of 
how smart technology is being deployed at the service of journalism. Forbes developed 
an AI-powered content management system to automatically suggest headlines or images 
that should go into a story. The Washington Post uses a reporting bot that spots 
newsworthy data patterns, such as in financial trends or election results so that journalists 
can get ahead of the scoop. The Associated Press uses smart technology to turn data into 
preview stories for every NBA game without human involvement, freeing up sports 
reporters’ time so they can focus on differentiated pieces such as investigations. And in 
an even more futuristic use case: China’s Xinhua News Agency created the world’s first 
AI news anchor, a digital replica that resembles a human journalist. In other words, the 
rise of AI is quickly affecting three core newsroom activities: newsgathering, production, 
and distribution. 
Newsgathering: artificial intelligence allows sourcing of information and story ideas 
through new types of collection processes, including machine learning that finds outliers 
within data, that automatically detects trends within social media user-generated content 
and that extracts information from documents. 
Production: reporters can now explore opportunities to restructure and redefine content 
packages for distribution, employ algorithms to switch between media formats turning 
data into text and text into video and repurpose content customized to various platforms. 
Distribution: AI paves the way for journalists to meet news consumers in emerging 
platforms by understanding their behaviors and optimizing publishing and monetization 
strategies in real-time.” 
 
Implementation of AI in newsrooms 
“The implementation of many newsroom automation, analytics and AI processes requires 
significant human labor. As AI enters the newsroom, the tasks of creating and managing 
these tools will also change the makeup of the newsroom skillset. In the future, we will 
see more newsrooms asking for writers that understand how to work with AI, editors that 
understand how to oversee smart tools, programmers that can design journalistic 
computer programs, and designers who can evaluate the user experience of reading AI-
generated content. In this sense, beyond analytics editors newsroom will see the 
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emergence of entirely new roles: 
Automation editor: responsible for streamlining editorial tasks through AI and ensuring 
its editorial reliability. 
Computational journalist: contribute to the newsroom by leveraging data science methods 
to run sophisticated analysis and conduct investigations. 
Newsroom tool manager: coordinate the implementation of new tools and train 
journalists how to deploy them. 
AI ethics editor: ensure transparency and explainability of algorithms as well as its use of 
training data. 
While newsroom may hire new journalists, others might instead decide to integrate these 
emerging responsibilities into existing roles. For example, the Standards & Ethics editor 
may start looking into issues related to algorithmic transparency, while the existing 
Planning Editor might become responsible for promoting the adoption of new tools.” 
 
How can AI help newsrooms 
“News organizations need audience reach, story volume and editorial 
differentiation. Artificial intelligence is an important way news organization can achieve 
the three goals AI can help diversify content formats, create workflow efficiencies, 
distribute news across platforms and boost revenues. There are many success stories that 
illustrate the positive impact of AI in a news organization bottom line. For example, The 
AI-powered news agency Narrativa is able to create 18,000 distinct football news articles 
for different leagues and teams, every week in English, Spanish, as well as Arabic. These 
stories are then published by newspapers such as El Espanol, El Confidencial, and El 
Periodico. Using the AI-powered platform NewsTracer, Reuters has been able to sift 
through emerging topics on social media to determine if they are newsworthy and 
truthful, which helps reporters monitor events and find relevant stories more quickly. The 
tool has been particularly relevant for breaking news situations. In 2015, it revealed 
social media activity documenting a shooting in San Bernardino, California, before any 
other news organization. The Wall Street Journal’s paywall is powered by an algorithm 
that predicts when a new reader is ly to subscribe. This has enabled the business 
publication to grow its revenues and its audience. Media organizations including Chicago 
Tribune, Hearst, and CBS Interactive deploy AI-powered content distribution platform 
TrueAnthem to determine what stories should be recirculated and when they should be 
posted across social media platforms. To make these decisions, the system tracks signals 
that predict performance including the level of audience engagement, publishing 
frequency and time of the day.” 
 
Practical way for small or medium-sized media operations to use these technologies 
“Small and medium-sized newsrooms, in particular, are at great risk of falling behind if 
they don’t make artificial intelligence a key element in their transformation roadmap -- 
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and this will not require a big financial commitment, but instead added attention to 
partnerships, training and cultural change. 
The best way for these news organizations to get started is to partner with startups. For 
example, I’m currently at Newlab building a new AI venture developing tools for the 
media industry with the goal of democratizing its use across the industry. My approach is 
to focus on applications that have real impact in newsrooms and offer these tools at a cost 
that is accessible to newsrooms of any size. 
Another approach to make AI more accessible is through academic collaborations. These 
partnerships can be established by hosting university research fellows in the newsroom 
and by establishing capstone courses with journalism schools. 
A third avenue for underfinanced news organizations looking to innovate in a cost-
effective manner is by seeking grants from foundations. News organizations such as the 
Seattle Times received financing from the Knight Foundation’s AI and News Open 
Challenge to develop a reporting project evaluating the implications of machine learning 
on work and labor.” 
 
AI ten years from now 
“It’s hard to predict, but here are some ideas. Quantum computing will allow AI models 
to perform complex computational tasks to be performed very quickly and at scale. This 
will be particularly impactful for investigative journalism, such as analyzing millions of 
documents and finding hidden insights never before. 
On the other hand, 5G networks will make data collection through sensors much more 
efficient. This in turn will power new forms of journalism directly from the field. New 
types of news feeds will emerge. For example, real-time climate reports (collected 
through environmental sensors) and even stories produced from data collected through 
athlete’s helmets and gear. 
Regardless of what happens, I’m sure of thing: technology always change, but 
journalistic standards will remain the same.” 
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APPENDIX II: WEEKLY FIELD NOTES 
 
Week 1 

My internship with the Missouri Business Alert (MBA) started on Tuesday, 

January 21 as the MLK day happened to be on Monday, which was a national holiday. 

This week started with discussions about what I should expect from the internship and 

what I could bring to the newsroom. I had a meeting with Randy Smith, founder of the 

MBA and Michael Stacey, the managing editor of the publication. Based on our 

discussion, we came up with a list of duties for my internship position that includes but 

not limited to the creation of data visualizations, overseeing students’ graphics, and basic 

data management. One of the projects that I initiated and had approved by Michael was to 

create a dashboard on the website to show key economic indicators for Missouri that 

would be updated regularly. Since the focus of the MBA is business-related, I thought, 

the economic dashboard would be a great addition to what’s already there on the 

website.  

I started working on my first data-driven story, which is about farmland values in 

Missouri. I found a dataset for values of land including farmland, cropland, and 

pastureland over the last 25 years. I downloaded the report for each year, compiled, and 

made them ready to work with. I drafted my first series of graphics for Missouri and 

found it interesting that average values of farmland and cropland are very close to the 

national average whereas the value of pastureland exceeds the national average by a 

significant amount. I got introduced to the terminology “corn belt” region while reading 

the report. The region has the highest value of lands in the U.S. and Missouri belongs to 

this region along with Illinois, Indiana, Iowa, and Ohio. I wanted to take a broader look at 
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the value of lands in the “corn belt” region and have been analyzing the raw data to 

calculate the average value of the lands in the region. I decided to do a reporting for my 

dataset to explore more about factors that affect land values and learn about Missouri 

lands. I have reached out to a professor in the MU College of Agriculture, Food & 

Natural Resources and the Missouri Farm Bureau requesting interviews.  

I also made a graphic for the unemployment rate comparing Missouri and the US 

since 1990 for one of our reporters’ stories.  

One of the challenges I had this week was extracting tables from PDF files. It 

would not be a problem to extract a table from a single PDF but extracting the number of 

tables from several PDF files was “complicated.” I think that’s the “beauty” of working 

with data. Eventually, I figured less painful ways to get the data I want from those PDF 

files and I am happy that I learned how to do that by practicing.  

In terms of my research, I have reached out to eight journalists and editors and 

requested interviews. I heard back from five of them accepting my request. They are: 

Francesco Marconi, R&D Chief at The Wall Street Journal 

Chase Davis, Senior Digital Editor at Star Tribune 

Jeremy Merrill, Machine learning journalist at the Quartz AI Studio 

Padraic Cassidy, Editor for News Technology at Reuters 

Troy Thibodeaux, Data science and news application editor for AP 

I will start the interview next week. 

Week 2 

This week started with a discussion with Michael about what we want to include 

in the dashboard. We considered different economic indicators and so far, decided on the 
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cost of living, employment, trade as the parent categories. The dashboard would consist 

of historical data for the sub-categories of these main categories. As of now, we haven’t 

decided on types of graphics, but I want to explore different options for interactive 

graphics for the data. I will start collecting the data next week.  

One of my ambitions during my internship is to learn how to do a scrollytelling, 

which requires some JavaScript skills and knowledge. I don’t have an adequate 

background in coding, but I would to try learning it by myself. I met Rob Weir, instructor 

of the Multimedia Planning and Design class, and got some guidance on the direction I 

should go.  

This week, I worked on four graphics. The first one is about the average values of 

farmland, cropland, and pastureland over the last 25 years in Missouri, the U.S., and. 

Corn Belt region. I talked to Kelly Smith, the Director of Marketing and Commodity of 

the Missouri Farm Bureau to understand more about what affects land value in general. 

Another graphic was about providers of scooters in Missouri cities for one of our 

reporters’ stories about the current situation of scooter distributions in the state. Another 

reporter is working on a story about teacher retention in Missouri and I made a graphic 

for his story. The final one was an infographic that shows some of the brands Patrick 

Mahomes represents in commercials these days. Following the event that Kansas City 

Chiefs is playing in Super Bowl, we wanted to do something about it and looked at the 

team’s one of the best players, Patrick Mahomes. Apparently, he is representing 14 

brands in commercials as we counted and that’s not even an exhaustive list. So, the 

infographic I made shows those brands to give people an idea about the most valuable 

player’s marketing clout.  
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In terms of my research, I interviewed Chase Davis and Padraic Cassidy and 

transcribed my interviews. One more person accepted my interview request: Peter 

Aldhous, a science reporter at BuzzFeed. 

Week 3 

 The focus of this week was on collecting the data for the dashboard from different 

resources such as Federal Reserve Banks of St. Louis and Missouri Economic Research 

and Information Center. One observation I had during the data gathering process was the 

availability and abundance of data that is specific to a state. So far, I haven’t faced many 

challenges in data collection except for a slight difference in data from different sources. 

I will ask for help from Michael on identifying more reliable sources.  

 I helped one of our data reporters with creating a graphic in Adobe Illustrator as 

part of my role at MBA this semester is to help to make graphics and edit the final 

graphics. Teaching and editing were a new experience for me as I was only creating 

graphics before. I believe this new experience would give me opportunities to develop 

and improve management skills and help me see graphics from different angles. I also 

shared my thoughts and comments on graphic pitches by a graphic reporter during our 

first weekly meeting. This meeting aims at exploring graphic ideas for the week and will 

be occurring every week.  

 I learned how to prepare a newsletter this week. I wanted to be open to different 

learning opportunities in the newsroom and wanted to learn how the daily MBA 

newsletter is prepared and sent out. Michael walked me through all the steps from putting 

ideas together to finally sending the newsletter out to the subscribers with Mailchimp. 
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 In terms of my research, I interviewed Jeremy Merrill from Quartz AI Studio, 

although the AI Studio doesn’t exist anymore as they converted the operation into an 

investigation team. Jeremy suggested a few people I can reach out to, which I’ll do next 

week. 

Week 4 

 This week, I worked with Michael on finding a solution for the data calendar, 

which is a calendar that contains release dates of economic data. Currently, MBA 

maintains a spreadsheet on Google Drive where they define the data type, release date, 

source, and other related information. My idea was to create an actual calendar so that 

data reporters and anyone who is interested in data could access and see it and get a story 

or graphic ideas. My initial plan was to use Google calendar and import calendars from 

sources such as BLS. I tested it both ways: by importing the .ical file and automatically 

syncing it from the website. Both ways worked and I was able to see events and 

important dates for economic data on my calendar. However, there was a problem as 

most of the data releasing organizations had calendars on their websites in different 

formats. Some of them were in .pdf or only in a list format. In other words, there was no 

consistent ways those calendars were managed, which eventually required manual 

entrance of those dates. Michael and I agreed that the calendar solution won’t work well 

in this case and decided to continue updating the spreadsheet file that’s already in use. 

 One of the graphics reporters of MBA quit and Michael asked me to take active 

role in creating graphics for the daily newsletter. Therefore, I would have to pitch graphic 

ideas every week during our graphics team meeting and make visualizations. This week, I 

pitched graphics ideas about Valentine’s day spending in the U.S. and real estate market 
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statistics, which was released recently. Although the real estate market statistics report 

was only for the year 2019, I wanted to see the change over the years. They had the report 

available from 2015, so I gathered my data from each report and compared the annual 

number of residential properties sold in Missouri and their median selling price. One 

thing I was curious about while looking at the data was that there was an increase of 

about 16 percent for the number of houses sold in years between 2017 and 2018, but a 

decrease of about 10 percent during the 2018-2019 period after years of continuous 

increase. I was skeptical about the data entrance and reached out to Missouri Realtors and 

asked them if the number was correct. Their CEO confirmed the number was correct and 

explained to me that it was due to inventory shortage and said that 2019 was a national 

record-low year since 1999. I also asked them if they keep median price data by zip code 

and unfortunately, they didn’t and advised me to contact 33 local regions throughout the 

state. The experience of confirming data or the numbers with sources was a new 

experience to me and I realized that it’s worth asking if something looks skeptical 

although that’s not necessarily true. As a result, I was able to make my graphics and 

include explanations from Missouri Realtors.  

 For Valentine’s Day spending in the U.S., I used the interactive visualization 

platform, Flourish, for the first time and created a racing bar chart, which was a nice way 

to show changes of different items by year. I also helped our graphics reporter with his 

graphic and reviewed and edited his graphics.  

 In terms of my research, I interviewed Troy Thibodeaux from AP and transcribed 

my interview. I started asking my interviewees suggestions for people I can interview, 

and Troy made some good suggestions.  
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Week 5 

 This week, I started working on building the economic dashboard. I have gathered 

all the data I need and sketched some ideas for the graphics and the general structure of 

the dashboard. I had them approved by Michael and started building the dashboard. I am 

using Tableau for the dashboard as the software seems to be the best solution to put 

different graphics together in simple ways. Due to the dashboard, most of this week’s 

activities were around data cleaning and formatting. I mostly used Excel to clean the data. 

I also had to change the format of the datasets to fit Tableau because not all types of 

formatting were allowed in Tableau.  

 We had our weekly graphics meeting and I pitched graphic ideas about debt in 

Missouri. Last week, I saw many articles around American household debt reaching the 

record high, $14 trillion, and wanted to take a look at how Missouri is doing in terms of 

debt. I was particularly interested in the debt-income ratio by county and student debt by 

county in Missouri. I had my ideas approved and started working on the dataset. 

However, I encountered a challenge with the dataset. The precise data for debt-to-income 

was not available for download. Since they had the dataset in a table by each year on their 

website, I scraped the data from the website using Google Sheets. However, the numbers 

I calculated didn’t match the numbers shown on the source’s website and we decided to 

look for other sources.  Thus, I searched for more available data and found a good source 

for the data I was interested in although the data was not at the county level but at the 

state. The source I found is the New York Fed Consumer Credit Panel / Equifax. I was 

glad to find them as they had some really interesting datasets. After having some 

challenges with data works, I was able to build two interactive maps with Tableau: total 
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household debt per capita in all states and student loan debt balance per capita in all 

states. I used Tableau’s timeline function so that the map would change by year since 

1999. It was the first time I used this function and found it really useful to show large 

data by year. I taught some Tableau to our graphics reporter and helped him with his 

graphics as well. 

 In terms of my research, I interviewed Peter Aldhous from Buzzfeed and 

transcribed my interview. I contacted Jeff Ernsthausen from Pro Publica and scheduled 

an interview. I also reached out to John Keefe from Quartz but haven’t heard from him 

yet.  

Week 6 

 This week’s focus was around building up the dashboard. I have almost 

completed it although I still have some learning curves going on with Tableau 

visualizations. I am meeting with Michael next week to finalize the dashboard and 

discuss changes to make if there are any. We had guests from the Bureau of Labor 

Statistics in the newsroom. They provided a lot of useful information about what they do, 

how they collect data, and how journalists can search for any data they need on their 

website. It was especially interesting to learn how crucial it is to really understand the 

nature of the data. For example, they mentioned that people tend to think there is only 

one unemployment rate data, however, as they explained, there are six different types of 

unemployment rate data available, which was interesting to learn.  

 During our weekly graphics meeting, I pitched graphic ideas about the cost of 

living index in Missouri by metro areas over the last 10 years. I had obtained the data 

through FOIA from the Missouri Economic Research and Information Center. I thought 
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this dataset was interesting because in most cases people would know that Missouri is 

one of the states with the lowest cost of living index. However, this doesn’t mean that all 

categories (food, transportation, health, utilities, housing, miscellaneous goods) are 

cheaper than the national average. For example, in some metro areas such as Joplin, 

utilities cost much higher than the national average in certain years whereas housing is 

the only category that is lower than the national average in all Missouri metro areas. 

Therefore, I thought it would be interesting for readers to compare the cost of living 

index by metro area and see the trend over the years. I used Tableau to create an 

interactive series of line charts in a table format. My other graphic for the week was an 

interactive quiz for the National Nutrition Month, which happens in March. I used 

Flourish to create the quiz with questions about nutrition facts in Missouri so that people 

can see how well they know the topic and get educated about nutrition facts in the U.S. I 

am still having learning curve with Flourish but trying different types of visualization has 

been helping me to better understand how this kind of tools work in general and see some 

patterns.  

In terms of my research, I interviewed Jeff Ernsthausen from ProPublica and 

transcribed my interview. Next week, I’ll be at NICAR and I hope to conduct some in-

person interviews.  

Week 7 

 This week, I finished all the graphics that I had started earlier as some of them 

were missing an explanation. For example, for the national household debt data, I 

contacted the New York Federal Reserve Bank and asked how they calculate the total 

household debt per capita and student loan debt per capita in each state. The Nutrition 
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Month quiz was also completed this week after carefully considering the user experience 

side of the quiz. Since it was the first time I created an interactive quiz, I didn’t have 

much experience and didn’t think well enough about the interaction with the audience. 

For instance, I only thought about showing messages for right and wrong answers 

without assigning different tone messages for different score ranges, which was 

something Michael helped me understand well. He explained the importance of 

encouraging the audience to keep playing the quiz and to do so, we should be showing 

them “soft” messages every time they get the wrong answer. I think the quiz was great 

practice for me to really think from the audience’s perspective. I also shared the 

economic dashboard draft with Michael and waiting for his feedback. 

 During the graphics regular meeting, I pitched and completed static and 

interactive maps for top-funded AI startup by state. The purpose of the graphics was to 

show how much AI startups have been raising in equity funding and companies which 

received the highest funding in each state.  

 In terms of my research, Francesco Marconi responded to me in email. During 

NICAR, I scheduled an interview with Maddy Varner, an investigative data journalist at 

The Markup.  

Week 8 

 This week was not as productive as the previous weeks due to the closing of the 

campus and self-isolation instructions given to NICAR attendants after one of the 

participants of the conference was tested positive for COVID-19. I didn’t go to the MBA 

office and talked to Michael about arrangements for the situation since the remainder of 

this semester will be based on remote communication. We didn’t have our weekly 
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graphics meeting and didn’t proceed much with graphics production. As there are 

graphics that are still pending publication, I am waiting for Michael’s feedback and 

comments on those graphics to make sure they are published at some point. Since there 

wasn’t much discussion and progress around graphics, I started looking at the MBA 

graphics guide as Michael asked me to. We want to make the graphics process smoother 

from creation to publication and easy to follow. Therefore, I am about to come up with 

suggestions for improvement such as a one-page infographic that details the important 

steps or things to consider when working on graphics. I also started developing a guide 

for Tableau Public that details the steps to publish the graphic on the MBA server. We 

decided to do so because our graphics reporter had a challenge with Tableau Public this 

semester and Michael asked me to create a guide for that. 

 In terms of my research, I interviewed Madeleine Varner, an investigative data 

journalist at The Markup during NICAR. So far, I interviewed eight people and will start 

working on writing my research findings next week.  

Week 9 

 This week, the newsroom completely shifted to remote mode as the campus shut 

down due to the COVID-19. Michael and I made a Zoom call to discuss how we should 

proceed with the regular activities in the future and how we should shift the focus of our 

graphics for the remainder of my internship with the MBA around the pandemic. 

 Based on feedback from Michael, I was able to complete my dashboard this week 

and deliver it for his final review before we publish it. During our regular graphics 

meeting, we discussed graphic ideas related to COVID-19 such as hospital beds available 
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in the state and other business sides of the pandemic that we should be watching over the 

weeks.  

I created a simplified guide for the MBA Infographics guide to make the graphics 

creation process easier to understand and simple to follow. To do so, I used screenshots 

of main steps accompanied by related instructions. I believe the new guide has become 

easier to follow as the older version was text-heavy and three pages long. In addition to 

that, I developed a guide for Tableau Public, which didn’t exist before. I noticed that 

graphic reporters in the newsroom are not very familiar with Tableau Public, especially 

about publishing the graphics to the server. Therefore, I thought a guide with screenshots 

of each step would help them and reporters who join the newsroom in the future to 

publish their graphics with Tableau Public. 

I haven’t started writing my research yet. I plan to start writing it next week. 

Week 10 

 We shifted our focus to making quick graphics around COVID-19 this week from 

some random graphics that we would usually do. My graphics for the week were about 

the number of hospital beds and the impact of the virus on unemployment in the state. 

First of all, it was challenging to find a comprehensive and reliable data source for the 

number of beds for the state. Although the American Hospital Directory had data on 

hospital beds, the data was only for non-federal, short-term, acute care hospitals. When I 

reached out to them, they told me that I had to purchase their subscription that starts from 

$395, which we didn’t want to do. Therefore, we illustrated the number of beds by city 

using the data that was available to us. I used Tableau for the interactive map and 

Illustrator for the static map that would be sent out in the newsletter. 
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 The second graphic I worked on was about the impact of the virus on 

unemployment. We wanted to see the impact of the virus on weekly initial 

unemployment claims in the state. I think it wasn’t only us who were shocked by the 

number of weekly unemployment claims for the week ended March 21, but everyone else 

was shocked by the national result as more than three million people were affected. The 

same pattern was found in the statewide data as it jumped from 4,016 to 40,508 during 

the same week. Michael and I agreed that we should regularly update this graphic to track 

the effect on the virus on unemployment. One thing that I’ve noticed in recent weeks is 

that it’s more and more important than before to quickly find new virus-related data to 

keep the readers up to date. 

 My research writing has not been as progressive as I wanted during this time of 

the pandemic, but I hope to make better progress next week.  

Week 11 

 This week, I worked on expanding the scope of the graphic I made last week 

which was about number hospital staffed beds by the city in Missouri. Because the data 

was only for short-term, non-federal, acute care hospitals, Micheal asked me to look for a 

more comprehensive dataset that would include all hospitals not just limited to the 

categories aforementioned. We accessed “Missouri Hospital Profiles by County” data by 

the Missouri Department of Health & Senior Services. However, I noticed that their data 

was for licensed beds, which led me to question the credibility of it. Since different terms 

such as licensed bed and staffed beds were used in the datasets we obtained, I reached out 

to Missouri Hospital Association and asked them which of these terms would be 

preferable to define the current number of hospital beds in the state. They confirmed the 
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staffed beds would be a better measure. I am waiting for a final say from Michael on how 

to proceed with this. 

 During this week’s graphics Zoom meeting, our graphic reporter pitched a graphic 

idea about changes in flights due to the pandemic outbreak. I helped him expand his idea 

and find flight data on flightradar24.com, which is a website one of my interviewees used 

for his investigative project. I also reviewed and edited his graphics. My graphic pitch for 

this week was about FTC complaints related to COVID-19. Due to the pandemic, the 

number of complaints from consumers has surged and FTC released data for complaint 

categories and losses associated with them. Michael approved my idea and I made an 

interactive map with Tableau for compliant details by each state.  

 I realized this week that we don’t have a graphics request form for the newsroom. 

I think that’s because the graphic request was usually made in the newsroom by the editor 

and reporters, which didn’t create any complications before. Due to the shift to remote 

work, I wanted to create a form that would help reporters use it if they want to request a 

graphic for their stories. Michael was supportive of my idea and I have created one on 

Google. I hope this will be useful in the future as I’ve seen it working well at the 

Columbia Missourian. 

 In terms of my research, I have made significant progress as I’ve analyzed my 

interviews, highlighted the key points, and compiled my findings. I have started writing 

my final analysis. 

Week 12 

 We continued our search for comprehensive and reliable data for hospital staffed 

beds this week. I contacted the Missouri Department of Health & Senior Services and 
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asked for the data, however, they said hospitals no longer provide such information and 

they couldn’t share the latest data from when hospitals reported last time because they are 

working remotely and their access to such information has been limited these days. In 

addition, American Hospital Directory responded to me suggesting buying their 

subscription, which we are hesitant to do so. Therefore, due to all those reasons, I wasn’t 

able to make much progress around the project.  

The graphic I worked on this week was about the unemployment insurance 

benefit. Due to the increasing number of weekly unemployment claims, we wanted to 

compare how each state is doing in terms of unemployment benefits and the duration of 

those benefits. Michael was very much inclined to make a single static graphic that would 

depict both information and I made a bar graph for the benefit of each state and color-

coded the bars to illustrate the number of weeks.  

We have published the economic indicators dashboard on the website, but due to 

the inflexibility of Tableau, we are having issues with making the dashboard responsive 

on mobile. Michael said he will discuss possible solutions with the IT person and will 

decide from there how we could adjust the dashboard accordingly. 

I have been continuing to work on the first draft of my project report. I am 

actually learning a lot about my interviewing just by listening to my interviews. There are 

many cases I feel  “No way I said that” or “How come I failed to listen carefully to the 

interviewee while he was responding and asked a question which he had already 

explained enough!?” or “Why do I sound so nervous that I couldn’t even understand my 

question?”. Also, I caught a few moments where I felt I should’ve asked follow-up 
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questions. I hope such embarrassments would help me in the future to be better at 

interviewing.  

Week 13 

 This week was more about fixing ongoing things. For example, while doing the 

final review of our graphic for the unemployment benefit we started last week, we found 

the DOL source that has numbers different than what we had. Therefore, I had to check 

that source and other potential sources to verify the numbers we already got from the 

fileunemployment.org, which is still in progress. Another graphic that was pending to be 

published in March, which was a quiz about nutrition facts, got delayed due to given 

circumstances around the virus outbreak. Since the graphic is outdated now, Michael and 

I decided to transform the quiz to COVID-19 facts and raise awareness around the virus 

through the quiz, which I’m planning to do next week. I also worked on fixing the 

dashboard for mobile as Tableau is not responsive on mobile. I had to change the format 

of the dashboard and change the width of individual graphics to make sure that they 

function well on mobile.  

 We had our weekly graphics meeting via Zoom and discussed graphic ideas. I 

pitched an idea about import and export price index for the last 12 months to see the 

changes specifically over the last few months due to the virus outbreak. The data has 

been released by the BLS this week. I also want to find more historical data on this to see 

at least a five-year average for March to emphasize the effect of the virus of there is any. 

I also reviewed our graphic reporter’s pitch about eCommerce increase in countries 

highly affected by the virus and provided my thoughts and feedback such as adding 
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annotation in the graphics about the day those countries issued stay-at-home order to 

show the relationship between those two types of data.   

 I have finished writing the very first draft of my project report and shared it with 

my chair.  

Week 14 

 This was the final week of my internship at the Missouri Business Alert. It was 

mostly about wrapping things up. I checked more reliable sources such as the US 

Department of Labor for the unemployment benefits data, contacted them to verify my 

findings, and put the finishing touches on the graphic. I received more feedback from 

Michael on the dashboard and fixed things like wording and graphic stylings.  

In terms of my research, I shared my project report with my committee. 
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APPENDIX III: SELF-EVALUATION 

My internship with the Missouri Business Alert lasted for 14 weeks as the 

program requires. The official title of my position there was Graphics Editor/Senior Data 

Reporter and my main roles included planning, producing, and editing graphics and 

helping manage data for a variety of stories and projects. My primary goals during the 

internship were improving my skill and knowledge in data visualization, data reporting, 

data management, and editing.  

Although half of my internship was done remotely due to the COVID-19 

pandemic outbreak, I believe I learned a lot of things about data analysis and data 

visualizations as I planned. I wouldn’t deny the challenges that emerged related to remote 

work.  

For example, it was much easier to discuss graphics with the editor and reporters 

in the newsroom before and there weren't many issues around communication. However, 

shifting to Slack and Zoom was not very effective in the beginning and it was a bit of a 

challenge to adjust to such an approach.  

But as weeks went on, it became much better to manage communication over 

such mediums. Due to the virus outbreak, our focus also shifted to coronavirus related 

data and graphics in the second half of my internship. 

The core project I carried out while doing my internship was a dashboard for 

economic indicators. Since the nature of the publication was business, I initiated this 

project at the beginning of my internship where I would gather important economic data 

for Missouri and visualize them to give a better understanding of the state to the 

audience. I was glad that Michael Stacy, the managing editor, was very supportive of my 
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idea and allowed me to take a lead on this project. To me, this was a great opportunity to 

really learn a visualization tool, Tableau, which I didn’t have much experience with 

before.  

It was a challenge too. For example, data I was collecting from different sources 

were in formats that were not suitable for Tableau and I had to manually pull the data I 

needed from documents. I am happy about my project as I’ve learned many different 

skills around interactive visualizations. 

We had regular meetings for the Graphics team every week, which included 

Michael and another data reporter. In my second semester, while I was taking 

Information Graphics class, I was one of the data reporters at Missouri Business Alert 

and I used to pitch my ideas to the team.  

One of the main differences around my roles and responsibilities this semester 

was that I was reviewing and editing graphics of the other data reporter. To me, this was 

a valuable experience as I had to be more involved and see things from a different 

perspective, which I think helped me observe things more carefully.  

I was also teaching the data reporter some Tableau and Adobe Illustrator, which 

also was a great way of sharing my knowledge.  

As graphics was one of the key components in our daily newsletter, our team had 

to be fast with graphics so that we would continue publishing them on a regular basis. 

Therefore, it was new ideas every week and that required me to be attentive for news 

releases and key events. In the beginning, it was a challenge to search for data and come 

up with graphic ideas as I didn’t know much about data releasing authorities, their 

frequencies or type of data would be of most interest to readers. Eventually, it got easier 
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as I subscribed to newsletters by public authorities and added their data release calendar 

to mine so that I wouldn’t miss important data releases. 

I had a valuable experience that improved my data analysis and visualization 

skills although there were challenges related to the tools I was starting to use more often 

such as Tableau and Flourish. Because I worked on a variety of data from different 

sources, I had to deal with different types of data, which helped me gain more hands-on 

experience with converting tables from PDFs to Excel using Cometdocs.  

In addition to that, using Google Sheets to scrape data from websites was a great 

exercise to scrape data without having to code. Moreover, I had fun learning and using 

Flourish to create interactive graphics and quizzes.  

One of the important lessons I learned was the necessity of reaching out without 

hesitance. Talking to experts and asking about data if there is anything unclear is a key 

component of working with data. Before, I was more inclined to believe in whatever the 

data showed and relied on the methodology of the data source. But through my 

internship, I was able to develop my skill around catching something in the data that 

seems not right or “smells different,” which led me to improve reporting skills for data 

driven stories.  

For example, when I was looking at data about houses sold in Missouri, there was 

a 10 percent decrease last year whereas there was a 16 percent increase the year before. 

The trend was pointed continuously upward until the 10 percent decrease last year and I 

was curious if there was any error in the data. I reached out to the CEO of Missouri 

Realtors and confirmed those numbers and asked his explanation for the data.  
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Part of my internship was focused on process development. I wanted to contribute 

to make the process for the graphics team smoother and easier to adjust to. Because 

Missouri Business Alert doesn’t have a permanent data editor, I wanted to make the 

process as smooth as possible for new students who join the newsroom as part of their 

class or internship. Based on my experience with teaching our graphic reporter some 

Tableau and Adobe Illustrator, I developed guidance for Tableau and simplified the 

current graphics guide. I also created a graphics request form, which I believe would be 

helpful in improving collaboration between reporters and data editors. 
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APPENDIX IV: SUPERVISOR’S EVALUATION 
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APPENDIX V: GRAPHICS 

Missouri Economic Dashboard 
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FTC reports more than 4,500 fraud complaints related to COVID-19 

Javkhlan Bold-Erdene 

April 1, 2020 
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The Federal Trade Commission has received more than 7,800 coronavirus-related 

complaints from consumers since the beginning of the year, according to a new report 

from the agency. 

About 4,500 of the reports were fraud-related, and 43% of fraud complaints involved 

reported monetary loss. Those losses totaled $4.8 million, according to the FTC, with a 

median loss of about $600. 

The top categories of consumer complaints include travel- and vacation-related reports 

about cancellations and refunds, reports about problems with online shopping, mobile 

texting scams, and government and business imposter scams. 

Nearly 100 complaints have been filed in Missouri since the start of the year. Refer to the 

interactive map below to see the breakdown of COVID-19 complaints to the FTC by 

state. 
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Missouri unemployment claims spike as COVID-19 impact hits 

Javkhlan Bold-Erdene 

March 27, 2020 

Unemployment claims in Missouri surged last week, driven by the COVID-19 pandemic. 

Initial jobless claims in the state reached 40,508 for the week ending March 21. That was 

up from 4,016 the previous week, according to U.S. Department of Labor data that was 

not seasonally adjusted. 

The increase in initial claims in Missouri and across the U.S. was due to the impacts of 

the COVID-19 outbreak, according to the department. 



 

 97 
 
 
 

 

Nationally, the advance figure for seasonally adjusted initial claims was just shy of 3.3 

million, an increase of about 3 million compared to the previous week. That marks the 

highest level of seasonally adjusted initial claims in the history of the seasonally adjusted 

series, according to the department. The previous high was 695,000 in 1982. 

CHART: What AI startups across the US are attracting the most funding? 

Javkhlan Bold-Erdene 

March 24, 2020 

Artificial intelligence startups in the U.S. raised a record of $26.6 billion in funding in 

2019 according to CB Insights data. That represents a 20% increase for the sector. The 

top states for AI startup equity deals were California, New York, and Massachusetts. 

In Missouri, Benson Hill Biosystems is the top-funded AI startup with $127 million 

equity funding, according to CB Insights. The St. Louis-based company has developed 

technology aimed improving crop genetics and enabling researchers to better predict 

which seeds will produce desired traits. 

CB Insights ranked companies across the country based on total disclosed equity funding. 

The ranking only considered AI companies that have raised an equity round since 2015. 
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CHART: Comparing the post-recession cost of living in Missouri’s metros 

Javkhlan Bold-Erdene 

February 28, 2020 

Missouri’s cost of living index for 2019 was 88.5, making it the fifth-lowest in the nation, 

according to a report by the Missouri Economic Research and Information Center. The 

report says Missouri has ranked among the country’s 10 least-expensive states for the 

past 12 years. 

The index is calculated using six categories: food, housing, utilities, transportation, health 

care, and miscellaneous goods and services. The national average index is always 100. 
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The most expensive states in 2019 were Hawaii (191.8), District of Columbia (159), and 

California (137.7). The least expensive were Mississippi (84.8), Oklahoma (86.5), and 

Arkansas (87.1). 

All six of the Missouri metro areas measured had a composite index below the national 

average in 2019. Their scores ranged from a low of 81.6 (Joplin) to a high of 95.5 

(Kansas City). 

 

Missouri sees drop in annual home sales, rise in prices amid inventory shortage 

Javkhlan Bold-Erdene 

February 19, 2020 
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After continuously increasing for the last few years, the number of residential properties 

sold in Missouri declined in 2019, according to Missouri Realtors data. 

The tally increased 16% between 2017 and 2018, but it dropped by 9.6% to 92,105 in 

2019. This decline is due to an inventory shortage, which indicates low housing supply 

according to Tristan Asbury, director of strategic communications for Missouri Realtors. 

Inventory refers to the number of properties marked as active on the market. A property 

becomes inventory when a seller lists it. 

The state’s median residential property selling price continued to grow in 2019, 

according to the same report. The growth rate of the selling price rose to 4.6% between 

2018 and 2019 after continuous slowdown for the previous three years. 
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Missouri Realtors CEO John Sebree said that when inventory rises, there is less pressure 

for home prices to increase. He said 2019 set records for low inventory levels nationally 

as the supply of homes was down 8.5% in December 2019 compared to December 2018. 

 

Hearts and dollar signs: Retail federation forecasts Valentine’s spending record 

Javkhlan Bold-Erdene 

February 14, 2020 

Valentine’s Day spending in the U.S. will set another record this year, according to a new 

report. 

Americans are expected to spend around $27.4 billion for the holiday, which is 32% 

higher than last year, according to a National Retail Federation survey. The survey shows 

that average expected spending per person will be about $169 this year. 
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Jewelry, an evening out and clothing are expected to generate the most spending this 

holiday, although only around 20% of people are expected to spend on those categories. 

By contrast, greeting cards and flowers are less expensive and more widely popular — 

around 40% to 50% of people are expected to spend on those items. 

Average expected spending this year is $291 by men and $106 by women. 

 

 

CHART: The MVP marketing clout of Chiefs star Patrick Mahomes 

Javkhlan Bold-Erdene 

February 1, 2020 
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With the Kansas City Chiefs playing in Super Bowl LIV on Sunday, a game known for 

attention-grabbing television advertisements will feature one of the NFL’s highest-profile 

endorsers. 

Following a breakout season in 2018, Chiefs quarterback Patrick Mahomes has become a 

spokesman for everything from shampoo to insurance to a fractional airline ownership 

service. 

The graphic below offers a glimpse of 14 brands that have hitched their wagon to the star 

of the quarterback nicknamed “Showtime.” 

 

CHART: Tracking the rising price of Missouri farmland 

Javkhlan Bold-Erdene 

January 30, 2020 

In 1995, one acre of farmland in Missouri was valued at $880, according to the U.S. 

Department of Agriculture. Last year, it reached a record high of $3,400, marking a 286% 

increase over 25 years. The value of farmland, defined by the USDA as the value of all 
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land and buildings on farms, has consistently been slightly higher in Missouri than 

nationally. 

The value of cropland in the state has increased by 235% since 1997 and reached $3,490 

in 2019. Cropland is defined by the USDA as land used to grow field crops or vegetables, 

or land harvested for hay. Un the farmland value’s continuous growth over each year, the 

cropland land value has been steadily dropping since 2014. Between 2014 and 2019, it 

was down by 8.4%. 

The value of pastureland, defined as land grazed by livestock, has been relatively volatile 

compared to farmland and cropland. Overall, it showed a 200% increase since 1997, 

hitting a record high of $1,980 per acre in 2019. 
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How well do you know about nutrition facts in Missouri? (not published yet) 

By Javkhlan Bold-Erdene 

March is National Nutrition Month, which is an annual observance that encourages 

Americans to adopt a healthy eating pattern. It started as a week-long event in 1973 by 

the Academy of Nutrition and Dietetics and became a month-long celebration in 1980 

according to the U.S. Department of Agriculture. 

In Missouri, the grocery cost index is 97.2, slightly lower than the national average of 

100 according to the Missouri Economic Research and Information Center report, which 

means food is cheaper than the national average. The most expensive states for food are 

Hawaii, Alaska, and California whereas the least expensive states include Michigan, 

Texas, and Kentucky. 

We created a quiz to test your knowledge of nutrition and health facts in Missouri. Please 

take a moment to see how well you know about the state. 
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Total household debt balance in US (not published yet) 

By Javkhlan Bold-Erdene 

America’s household debt reached $14.15 trillion in the fourth quarter of 2019, marking 

the 22nd consecutive quarterly increase according to the report released by the Federal 

Reserve Bank of New York. Missouri’s total debt balance per capita was $40,380. 
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The total debt balance per capita is calculated by dividing the total debt balance in the 

state by the number of people with a credit report in that state, Federal Reserve Bank of 

New York data strategist Joelle Scally explained in an email. Categories used for all debt 

balance include auto, credit card, mortgage, student, and others. 

By the end of 2019, Missouri’s total debt balance per category was $4,460 (auto), $2,800 

(credit card), $25,090 (mortgage), and $5,370 (student loan). Among them, student loans 

showed an increase of fivefold during the reporting period, 2003-2019. 

Please see the interactive graphics below to compare states for total debt balance per 

capita and student loan debt balance since 2003. 
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Introduction 

It was 2016 when there was discussion in Mongolia about receiving support from 

International Monetary Fund under the Extended Fund Facility to bolster economic 

reforms. To meet their requirements and stabilize the economy, the government of 

Mongolia was about to increase eight different types of taxes including personal income 

tax. A majority of the public was unaware of what was happening, why they had to pay 

higher taxes and how those increases would impact their lives. There were a lot of 

unanswered questions and most of the media failed to explain how those tax increases 

would affect people’s lives. Since then, I’ve been interested in data journalism and 

decided to pursue a degree in it so I can tell stories better with data. My experience here 

at Mizzou has been eye opening and helped me realize that journalism has been 

changing, becoming more challenging with the advancement of technology. 

While I was taking Randy Smith’s class, Journalism and Chaos, we traveled to 

New York and visited news organizations including AP, The Wall Street Journal, 

BuzzFeed, and Business Insider. During the trip, I heard about how artificial intelligence 

is applied in journalism and how the future of journalism would change with it. In CAR 

bootcamp, we learned Excel and SQL for data analysis and how to reveal different story 

ideas.  The Information Graphics class taught us illustration and visualization tools and 

the Advanced Data Journalism class was about using programming languages such as 

Python to scrape data from websites. All these courses were great experiences that helped 

me understand how technology has been diffusing in journalism and helping journalists 

do their jobs better.  
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 During my study here, I was surprised by the fact that data is relatively abundant. 

I filed a FOIA request to a local government agency for cost of living data in large cities 

of Missouri over the last 10 years and negotiated the price from $35 to $0, a great 

experience for a data journalist. Also, I looked at the Federal Emergency Management 

Agency data about natural disasters and was able to analyze it. I made an infographic and 

interactive graphics based on the data by comparing states, years, and money spent on 

property damage.  

One thing I understand, based on my reporting and data visualization experience 

with the Columbia Missourian and Missouri Business Alert and during my independent 

study, is that good reporting was crucial in data journalism. Although technology helps 

with the data work, good reporting makes the data “alive.” Therefore, I hope my project 

will give me the experience of working in data team of a newsroom, analyzing and 

visualizing data for stories, and moreover do good reporting based on data.  

The broader focus of my research component is the application of algorithms in 

journalism in the form of automation and artificial intelligence. Traditional media has 

changed a lot following the advancement of technology as digital distribution took place 

and shifted the distribution channels of news from around 1980s. Today, social media 

platforms are changing the ways people interact with news. Advanced technologies such 

as algorithms and artificial intelligence will bring even more changes in how journalism 

is done. My research will explore large newsrooms’ experience with algorithms to find 

insightful suggestions or recommendations for small and medium size news outlets that 

plan to implement algorithms in the future.  
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Professional skills component 

In the spring 2020, I will be working 30 hours a week for 14 weeks as a graphics 

reporter or data journalist at a media organization in New York. I have applied for several 

related positions. Through my internship, I am looking forward to gaining more 

experience in working with data by using what I’ve learned in classes. I expect my 

responsibilities would include finding and analyzing interesting data sets, creating data 

visualizations and do reporting based on data. I hope my internship will give me an 

opportunity to be part of this whole process and practice of what I have learned so far. In 

addition, I hope to be challenged to learn new tools such as JavaScript or D3. I’ve learned 

the basics of HTML and CSS in Multimedia Planning and Design class and want to 

expand it with new skills to make more interactive graphics using JavaScript. Also, I 

want to practice different Google tools that are available for journalists. Some of those 

tools include Google Sheets web scraper, which I think is super helpful for journalists 

who are unable to code in Python or other programming languages. Other useful tools for 

journalists include Google Trends Datastore and Google Public Data Explorer. In terms 

of data visualization tools, I learned Tableau for interactive graphics during summer 

break but there are other powerful visualization tools such as Flourish and Google Maps, 

and GIF maker tools. 

As part of my internship, I am also interested in learning about database 

management in a newsroom. Throughout my experience with working for Missouri 

Business Alert, I realized that having a database for all the data collected within the 

newsroom would be useful for reporters. Each semester, different reporters collect data 

for their stories and request data under the Sunshine Law. I think a systematic way to 

manage those data and have a database would be useful for reporters. I expect large 
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organizations store and manage data they obtained from government organizations or 

private sectors in a database so that reporters can avoid having to make repeat requests. I 

want to understand the process regarding database management and learn how news 

organizations look after the data they already have.  

During my internship, I will spend 10 hours a week working on the research 

component of my project. I will be interviewing journalists and editors for my research. I 

will also attend the New York program’s weekly Tuesday evening seminars and other 

program-related media tours. I will send weekly field notes to my project committee 

describing summary of activities, details, and reflection on lessons learned along with any 

problems that occur during the internship. 

Analysis component 
LITERATURE REVIEW 

The primary purpose of this literature review is to explore how algorithms are 

applied in journalism in the form of automaton and artificial intelligence. Since the 

terminology used in literature to describe computational concepts-e.g., automation, 

artificial intelligence, analytics, etc.- in the context of journalism is often inconsistent and 

at times conflicting, the remainder of this section will identify and define the specific 

computational concepts of interest to the present project.  

 Algorithmic journalism: It is a broader term and described as the “(semi)-

automated process of Natural Language Generation by the selection of electronic data 

from private or public databases (input), the assignment of relevance of pre-selected or 

non-selected data characteristics, the processing and structuring of the relevant datasets to 

a semantic structure (throughput), and the publishing of the final text on an online or 
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offline platform with a certain reach (output)” (Dorr, 2015, p. 702). As described by 

Reiter and Dale (Dorr, 2015) the Natural Language Generation automatically produces 

human language from a computational representation of information and it is the central 

technical innovation that enables algorithmic journalism. 

Automated journalism: It is described as “ the process of using software or 

algorithms to automatically generate news stories without human intervention” (Graefe, 

2017, p. 14).  It allows for the collection and analysis of data, and the creation and 

publication of news (Graefe, 2017). Automated news also creates possibilities for greater 

quantity of news with lower costs (Linden, 2017b). The following is how automation 

news creation software works, as described by Graefe (2017) based on natural language 

generation platforms. 

 

Figure 2: How algorithms generate news (Graefe, 2017) 

Two well-known companies that provide automated news content to news outlets 

include Automated Insights and Narrative Science. The Chicago company, Narrative 

Collect data
* Pre-defined sources and/or data mining
* New and historical data, context data

Identify interesting events
* Statistical analysis (outliers, trends, correlations)
* Pre-defined rules per topic (e.g., runs per team determine winner)

Prioritize insights
* Newsworthiness
* Pre-defined rules (e.g. result more important than injuries)

Generate narrative
* Specification of storyline and structure
* Official style guide of the publisher

Publish story
* Through the publisher's content management system
* Either automatically or after editorial review



 

 117 
 
 
 

 

Science was born from the partnership at Northwestern University between computer 

scientists and the Medill School of Journalism that produced the automated sports writing 

program called StatsMonkey (Carlson, 2015). Management of Narrative Science referred 

to their technology as “a synthesis of data analytics, artificial intelligence and editorial 

expertise” (Carlson, 2015). 

Automated Insights is a competitor of Narrative Science and its algorithms 

operate similarly to Narrative Science’s. Their Insights algorithm enables the writing of 

stories in different journalistic formats including summaries and long-form articles (N. 

Latar, 2015). Automated Insights’ algorithms analyze the data set, prioritize insights, then 

construct a narrative and publish the story (N. Latar, 2015). Stories written by Insights 

algorithms can be published in multiple formats including emails, mobile applications 

and social media (N. Latar, 2015). 

The types of text that can be generated by automation are determined by the 

availability of data (Linden, 2017b). Automated Insights relies on financial statistics from 

Zacks Investment Research in Chicago for earnings reports, while Narrative Science uses 

data collected by team leaders with the mobile application Game Changer for sports news 

(Linden, 2017b). 

Artificial intelligence in journalism: Artificial intelligence can do more than 

automation. It can enable journalists to analyze data, identify patterns and insights from 

multiple sources. (Marconi et al., 2017). Here is how an AI adapted workflow would 

look: 
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Although the term artificial intelligence dates back to the 1950s, the application of 

it in newsrooms started recently.  

 Marvin Minsky defined AI as “The science of making machines do things that 

would require intelligence if done my men” (Flew, Spurgeon, Daniel, & Swift, 2011, p. 

159). In the book Artificial Intelligence: A Modern Approach, the definition of AI is 

organized into four categories, as shown below, based on previous studies (Russell & 

Norvig, 2003): 

Table 2: Definitions of AI (Russell & Norvig, 2003) 

Systems that think  humans Systems that think rationally 

“The exciting effort to make computers 

think… machine with minds, in the full and 

literal sense.” (Haugeland, 1985) 

 

“[The automation of] activities that we 

associate with human thinking, activities such 

“The study of mental faculties through the use 

of computational models.” (Charniak and 

McDermott, 1985) 

 

Figure 2: Potential for workflow disruption (Marconi 
et al., 2017) 
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as decision-making, problem solving, 

learning…” (Bellman, 1978) 

“The study of the computations that make it 

possible to perceive, reason, and act.” 

(Winston. 1992) 

Systems that act  humans Systems that act rationally 

“The art of creating machines that perform 

functions that require intelligence when 

performed by people.” (Kurzweil, 1990) 

 

“The study of how to make computers do 

things at which, at the moment, people are 

better.” (Rich and Knight, 1991) 

“Computational intelligence is the study of 

the design of intelligent agents.” (Poole et al., 

1998) 

 

“AI… is concerned with intelligent behavior 

in artifacts.” (Nilsson, 1998) 

 

Such definitions explain how AI has the potential to act and think  humans, and 

thus mimic or replace work done by humans. Most common AI models and techniques 

that are applied in journalism are described below. 

Machine learning is a subdomain of AI. An example of a machine learning 

algorithm used in journalism is The Los Angeles Times investigation with crime data as 

they used keywords that identify assaults as serious or minor. The algorithm they trained 

found which of the assaults were misclassified (Nahser, 2018).  

 Two common types of machine learning are: supervised and unsupervised 

(Marconi, Siegman, & Journalist, 2017). If, for example, human feeds the machine 

financial documents belonging to businesses that have or have not been convicted of 

financial crimes and the system learns to differentiate between the two, it would be 

supervised learning system. In contrast, unsupervised learning takes an unstructured 
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dataset as its input but is given no target output. Therefore, unsupervised learning 

discovers possible patterns based on the input it is given, which helps generate more 

ideas that people haven’t thought of or tend to miss.  

Natural language processing understands and contextualizes text. It can be used 

to generate summaries of documents, which can help journalists identify important topics 

for further investigation (Marconi et al., 2017).  

Image/facial recognition involves collecting images, processing videos and 

recognizing people by training algorithms. For example, BBC’s FaceRec  machine 

learning based technology processes video through a series of algorithmic steps to detect 

and recognize shots and faces of people (O’Donnell, 2018). The New York Times’ Who 

The Hill was built to recognize the faces of Congress members with images uploaded by 

readers (Stray, 2019).  

Speech recognition is technology that recognizes spoken words and converts to 

text. Its subset, voice recognition, identifies a person based on voice besides being used 

for transcribing interviews (Jesus, 2019). For example, Trint, a project by Digital News 

Innovation Fund, is an AI driven, automated transcription service that allows audio files 

to be uploaded with time-coded content and easy-to-search functions. 

(newsinitiative.withgoogle.com).  

Theoretical framework 

 The theoretical framework for my research is diffusion of innovations. Diffusion 

of innovations theory was first developed by E.M. Rogers in 1962. Diffusion is defined 

as “the process by which an innovation is communicated through certain channels over 

time among the members of a social system” (Rogers, 1983). Rogers defined innovation 
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as “an idea, practice, or object that is perceived as new by an individual or other unit of 

adoption” in his book titled Diffusion of Innovations (Rogers, 1983). He explained in his 

book that technology has two components: hardware and software. Hardware is more of a 

tangible tool, whereas software refers to information, which is intangible. Diffusion is a 

social change and a process that brings structural changes when new ideas are invented, 

diffused and adopted (Rogers, 1983). The five adopter categories are 1) innovators, 2) 

early adopters, 3) early majority, 4) late majority, and 5) laggards (Rogers, 1983). 

According to Rogers (1983), the most important decision in the entire innovation-

development process is the decision to begin diffusing the innovation to potential 

adopters. Rogers (1983, p. 23) defined rate of adoption as the “relative speed with which 

an innovation is adopted by members of a social system.” He then explained that the rate 

of adoption is “usually measured by the length of time required for a certain percentage 

of members of a system to adopt an innovation” (Rogers, 1983, p. 23).  The theory of 

diffusion of innovation has been used widely to explain how people decide to use new 

technologies, which aligns with my research about how algorithms have been applied in 

journalism and what challenges journalists and newsrooms faced using them as early 

adopters. My research aims to look at the early adopters of algorithms in newsrooms and 

find useful insights for small and media organizations for future implementation.   

 One study that looked at diffusion of technological innovation in the newsroom 

(Ekdale, Singer, Tully, & Harmsen, 2015) examined how news workers responded to 

changes that were happening in digital and social media technologies. The study found 

that technological changes faced the fewest hurdles compared to changes in relationships. 

It also concluded that news workers enjoyed learning new technologies and agreed the 
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ability to use them well results in better journalism. But insufficient time or training to 

develop those technological skills were concerning to the respondents of the study.  

Since 2014, large media companies such as AP, The Wall Street Journal and 

ProPublica have started using algorithms to produce more automated news. There are 

certain types of news where algorithms are used more due to the availability of data and 

routine tasks involved. I will look at some of those types to describe how algorithms are 

used differently in news creation. 

Investigative reporting. Investigative reporting requires more time and resources 

than other types of news stories, making it an attractive area to apply algorithms. 

Algorithms can help uncover more story ideas for investigation based on data analysis. 

Broussard (2014) found that an artificial intelligence software accelerated the process of 

discovering ideas for investigative stories, especially on the public affairs beat, which 

includes education, transportation and campaign finance. Broussard worked on a project 

called “Stacked Up” and analyzed education data from the School District of Philadelphia 

to understand if schools had enough books for children to study for the state-mandated 

standardized test. She designed an algorithm and a database architecture to calculate 

answers to her investigative question and accelerate the investigative process and data 

analysis. She learned that there was a great deficiency of books, despite the District 

having spent $111 million from 2008 to 2013. However, nobody could locate the books 

shown in the inventory. This investigative reporting led the District to take action and 

perform an audit.  

Buzzfeed’s story on US government surveillance planes is another example of 

machine learning used in journalism (Stray, 2019). Buzzfeed trained a computer to 
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recognize known spy planes and fed it with large quantities of flight-tracking data from 

the website www.flightradar24.com  (Aldhous, 2017).  

However, investigative journalism has challenges. One recent  study (Stray, 2019) 

that looked at using artificial intelligence for investigative journalism found that there are 

not as numerous stories where AI is used. Stray (2019) identified the challenges of 

technology diffusion, inadequate investment, lack of data and inaccurate data. AI could 

benefit  investigative journalism by providing better tools for  data cleaning and 

“wrangling” (Stray, 2019). 

Financial reporting. In contrast, automation can be applied to a standardized data 

to create financial news, which wouldn’t require as many resources as investigative 

stories. It seems almost inevitable for large news organizations to use automation to 

produce financial reports as data is abundant. In fact, in the last two years, 90 percent of 

world’s data was generated (Marr, 2018). In 2014, the Associated Press started testing an 

algorithm developed by Automated Insights for earnings reports on publicly-listed 

companies, which was one of the most demanding editorial tasks. Before then, according 

to Momus (van Dalen, 2012), Thomson Reuters announced in 2006 that they would use 

algorithms for financial news stories for their website. Just  any other types of news, the 

language or terminology used in financial news requires close attention to ensure it 

distinguishes financial news from other types of news. The AP’s standards editor Tom 

Kent said that testing robot news writing and making sure editors understand the software 

are the best protection during the adoption (Linden, 2017a). Linden’s (2017a) study 

showed that the earnings stories had fewer spelling or calculation errors compared to 

articles written by journalists, and the number of stories increased from 300 stories per 
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earnings season or quarter to more than 3,700 in AP’s case. It took less than ten minutes 

to create a news story from press release and share with public. I think getting up-to-date 

information in real-time not only benefits newsrooms, but news consumers would benefit 

from it as well to make informed decisions without delay. 

Sports news. Some routine sports news also has been produced by automation. 

The Stats Monkey attempts to match game events to a wide range of story angles based 

on combination of factors (Allen, Templon, Summerhay McNally, Birnbaum, & 

Hammond, 2010). The algorithm they developed is called Quill, which operates in data 

reception, extraction of key facts and insights from the data, and transforming them into 

stories without human interaction (N. Latar, 2015). The algorithm is programmed to learn 

the language of the domain it covers and use appropriate language to write stories (N. 

Latar, 2015).  

Science journalism. Science has its own complexities as it involves large number 

of reports and is structured heavily on text, compared to other types of news coverage. 

An online interactive tool was developed as one of the first steps to automate science 

journalism by generating titles of blog posts from the title and abstract of research papers 

(Vadapalli, Syed, Prabhu, Vasan Srinavasan, & Varma, 2018). Also, novels written by 

algorithms were shortlisted for a literary award (Tatalovic, 2018), which shows that 

complexity of science wouldn’t be that much of a trouble for automation. Un automated 

sports or financial news, science journalism requires reporting or talking to scientists, 

which algorithms are not capable of yet.  

Besides contributing to all these different types of news creation, automation can 

also help journalists cover news in difficult situations with fewer resources. For instance, 
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the Guardian used algorithms to cover the aftermath of the Tottenham riots in 2011, 

analyzing volumes of Twitter and other social media data to explain the riots (Pavlik, 

2016). Also, The Los Angeles Times used its algorithm called Quakebot to report on 4.2 

magnitude earthquake in Southern California. The Quakebot is programmed to extract 

data from U.S. Geological Survey data and automatically generate stories using a 

template (latimes.com).  

Algorithms are also affecting newsrooms’ engagement with audiences through 

personalization and bots. 

Personalization. With many news stories generated each day, it will be difficult 

for consumers to receive them without certain filters and prioritizations. Behavioral-

targeting AI will analyze journalistic contents in all platforms and transmit relevant 

content to consumers (N. L. Latar & Nordfors, 2011). The future of automated news may 

create multiple customized versions of the same story for an individual audience 

(Carlson, 2015). However, personalization could be much more complex. In 2017, Tow 

Center for Digital Journalism and Brown Institute for Media Innovation organized a 

forum to discuss roles of AI in journalism where they discussed that with the 

technological advancement, journalism faces a need to balance personalization and public 

service (Hansen, Roca-Sales, Keegan, & King, 2017). One of the dangers of 

personalization was described as “When everyone sees a different version of a story, 

there is no authoritative version to cite” (Hansen et al., 2017). 

Rise of the Newsbots. News bots are “automated accounts that participate in news 

and information dissemination on social network” (Lokot & Diakopoulos, 2015).  

According to the Digital News Report by Reuters (2017), publishers including The 
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Economist, BBC, and The Wall Street Journal have been using Line, a Japanese 

messaging application. Also, with a chat platform, Kik, CNN used branded emojis and 

stickers and enabled users to chat with their bot. They have observed a huge engagement 

with teens and exchanged 4.5 million messages through their bot. Buzzfeed built a news-

gathering Facebook Messenger bot called Buzzbot in 2016 (niemanlab.com). Buzzbot 

interacts with people by asking yes or no questions and gather information for their 

stories. It also sends interesting and insightful information to people (buzzfeed.com). 

So far, the literature review has shown how automation has been used in various 

types of news such as sports, finance and helping journalists with routine tasks and how 

AI or machine learning has been greater asset for investigative reporting. In addition to 

the algorithms use in news creation, I also wanted to look at how algorithms are affecting 

newsrooms in general, to understand structural changes that algorithms can bring. 

Algorithms are not only accelerating certain types of reporting, but it has already 

started bringing changes in newsroom procedures. AI is used to combat misinformation 

through enabling fact-checking. For example, there are tools  Squash, a fully automated 

fact-checking tool under development at The Reporters’ Lab, which fact-checks videos of 

politicians as they speak (Donohue, 2019).  

According to Linden (2017b), an estimated 90 percent of news reporting and 

writing could be automated. Hoyle Brown (Linden, 2017b) said that journalists need 

different analytical domain skills to develop and work with artificial intelligence and 

machine learning. Following the changes algorithms are bringing in newsrooms, new 

types of jobs could be created. Narrative Science’s vision of automated journalism 

requires transformation of journalistic jobs such as “meta-writer” or “meta journalist” to 
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facilitate automated stories as journalists program the technology with frames such as 

“comeback, blowout, nail-biter” for sport stories (Carlson, 2015, p. 423).  

My journey here at Mizzou started with learning different tools for data analysis, 

data visualizations and some programming. However, during the journey, when I visited 

cutting-edge newsrooms, I realized that the future of journalism looks different with uses 

of algorithms. In addition, my literature review made me think if journalists today have 

equipped with skills and knowledge to work with algorithms in their newsrooms. 

Therefore, I wanted to learn from the early adopters of algorithms what skills and 

knowledge are important for journalists to understand and work with automation and AI. 

It was mentioned in my literature review that journalists enjoyed learning new 

technologies, however, training was insufficient.  

With diffusion of innovation in journalism, journalists and newsrooms face 

challenges to keep up with new technologies around algorithms. The project aims to learn 

from early adopters of algorithms. While previous studies widely employed content 

analysis focusing on the application of algorithms in different parts of newsroom, there is 

a lack of research from the journalists’ perspectives on skills and knowledge required to 

work with algorithms in newsrooms. This study with the interview method aims to fill the 

gap and share some experience for small, medium news organizations in the future 

application of algorithms. My research question is: 

RQ1: What skills and knowledge do journalists need to be able to work with algorithms 

in newsrooms? 

RQ2: How did early journalistic adopters of AI gain those necessary skills? 
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Method 

 This study is intended to explore how algorithms are used in newsrooms in the 

way of automation and artificial intelligence. In order to understand how algorithms are 

being used in newsrooms and experiences of newsrooms with automation and artificial 

intelligence, I will conduct semi-structured interviews with journalists and support my 

interviews with previous scholarly work. According to Bernard (2013), semi-structured 

interviewing is used more in professional surveys. The interviewer leads the interview by 

following set of questions for reliable qualitative data.  Semi-structured interviewing 

works well when interviewees are accustomed to efficient use of their time (Bernard, 

2013). It allows the interviewer to be in full control but also lets both the interviewer and 

interviewee follow new leads. Compared to structured and unstructured interviews, the 

advantage of semi-structured interviewing allows the interviewer take control over what 

he or she wants from the interview (Bernard, 2013). 

 I assume there might be challenges with conducting interviews while following 

instruction or prepared questions. For example, an interviewer tends to not listen to the 

interviewee while focusing on what question is next. Therefore, it’s important to briefly 

restate what the interviewee says before moving on to the next question (Leech, 2003). I 

will also be careful about not forgetting to ask follow-up questions to explore things that 

might have not been covered by my list of questions. 

I plan to begin conducting interviews in January 2020. The interviewees consist 

of people who have experience in using algorithms in the form of automation or artificial 

intelligence or both. To come up the professionals to interview, I asked my professors 

and Mizzou alumni and reached out to people on LinkedIn to see if they know any 

journalist who uses algorithms in their work. My literature review also helped me identify 
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newsrooms I should look at. I also had to look at conference papers to see who discussed 

issues around algorithms in journalism and who is doing research on it. I will have 

interviews with 8-10 journalists (editors and reporters) in cutting-edge newsrooms.  The 

reporters and editors are chosen based on their expertise in algorithm journalism 

(speakers at conferences, quoted in articles, research reports.)  

I plan to keep the interview length between 45 and 60 minutes. I will try to make 

the interview in person if the interviewee happens to be in New York. I am also planning 

to attend NICAR 2020 where I could get a chance to meet my interviewees in person. 

Next option would be remote interviews through online tools such as Zoom and Skype. 

Finally, phone interview is another option that I am considering if the interviewees 

happen to be in different locations. I will ask interviewees if I can record the interview 

and use a voice recorder in all my interviews. I hope voice recording the interview 

wouldn’t be a problem because the interviewees themselves use that method more than 

any other professionals.  To transcribe my interviews, I will use transcription software 

called otter.ai and use my notes during interviews to refresh my memories. The 

transcripts will be reread and matched against the audio recordings and with my notes for 

accuracy. I will make it clear to the interviewees that the interview material will be used 

for publication with their names. 

I plan to interview the following people: 

Chase Davis: He led the Interactive News desk at The New York Times. Currently, he is 

the Senior Digital Editor at Star Tribune in Minneapolis. He presented at a forum titled 

“Artificial Intelligence: Practice and Implications for Journalism” organized by the Tow 
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Center for Digital Journalism and the Brown Institute for Media Innovation in 2017 and 

discussed areas where AI can be helpful in newsrooms. He is a Mizzou alum. 

Francesco Marconi: He is the R&D Chief at The Wall Street Journal and leads a team of 

machine learning engineers, data scientists and editors. His works focus on algorithmic 

auditing, DeepFakes verification and AI ethics. His book called Newsmakers: Artificial 

Intelligence and the Future of Journalism will be released in January 2020. He is a 

Mizzou alum.  

Jeremy Merrill: He is a machine learning journalist at the Quartz AI Studio, which was 

established in late 2018. He focuses on data journalism and is into experimenting with 

natural language processing. Previously, he was news apps developer for ProPublica and 

Interactive News Developer for The New York Times.  

Justin Myers: He is a News automation editor and data journalist at The Associated 

Press.  Justin develops software to automate newsroom processes and generate content. 

He also analyzes data to provide context for AP journalists and readers. His previous 

experiences include News interactives producer at The Chronicle of Higher Education 

and News developer and PBS NewsHour. He is a Mizzou alum. 

Nick Evershed: He is the Data and Interactives Editor for the Guardian Australia. Nick 

created a system called ReporterMate that can automate data analysis and writing of 

formulaic stories. Although the system can cover certain types of stories, he said it would 

be possible to rely on machine learning to determine the data and analysis that is most 

interesting to the audience. 

Casey Miller: She is a data journalist at The Los Angeles Times. She runs Quakebot, a 

software application developed by The Times. The system reviews earthquake notices 
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from the U.S. Geological Survey and automatically generates a draft article if they meet 

certain criteria.  

Padraic Cassidy: He is the editor for News Technology at Reuters and oversees 

automation and the development of editorial tools. During NICAR 2018, he introduced 

Lynx Insights, a new automation tool designed to augment reporting and accelerate the 

production of stories. He is a Mizzou alum.  

Troy Thibodeaux: He is the data science and news applications editor for The Associated 

Press. He oversees team working on newsroom tools and automation efforts. Troy 

previously served as database editor for the AP’s Washington, D.C. bureau, developing 

data-driven stories. He was a speaker at the session “Creating guidelines for machine 

learning in the newsroom” during the Online News Association 2019 conference.  

Marina Walker Guevara: She is the director of strategic initiatives at the International 

Consortium of Investigative Journalists (ICIJ). She managed the two largest 

collaborations of reporters in journalism history: the Panama Papers and the Paradise 

Papers, which involved hundreds of journalists using technology. She studied the use of 

artificial intelligence in big data investigations as a John S. Knight fellow at Stanford 

University. She was a speaker at the session “Creating guidelines for machine learning in 

the newsroom” during the Online News Association 2019 conference. 

Peter Aldhous: He is a science reporter at BuzzFeed. Peter used machine learning for an 

investigative project called Hidden Spy Planes, which was about identifying covert spy 

planes out of a massive amount of airplane flight data. The project won 2018 Data 

Journalism Award. 

My interview guidelines consist of the open-ended questions below: 
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10. When was it when you first started working with automation and AI in your 

newsroom? 

11. What skills and knowledge related challenges did you face with your first 

experience of working with automation and AI? 

12. How did you learn skills and knowledge that were required to understand and 

work with automation and AI? 

13. What are the skills and knowledge that are most commonly used when you 

work with automation and AI? 

14. Do you have any skills and knowledge that you want to learn to better 

understand automation and AI? 

15. What outside sources do you find the most useful to keep your skills and 

knowledge up to date regarding automation and AI? 

16. What are the challenges to acquire the necessary skills to work with 

automation and AI? (lack of in-house training, lack of investment from 

management) 

17. What are the top skills and knowledge do your newsroom expect from new 

journalists that help them understand automation and AI? 

18. There will be a specific question related to interviewee’s work to ask how 

they used their skills and knowledge of automation and AI for that particular 

project.  

Before each interview, I will prepare carefully and familiarize myself with as much 

background of the interviewee as possible. After completing my interviews with 

journalists, I will write a journalistic professional analysis to present my findings. I plan 
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to submit my interview analysis to professional outlets such as RJI, The IRE Journal and 

Nieman Journalism Lab.  

Since my research relies on interviews with professionals, I expect to face challenges 

regarding the time and availability of interviewees. In case the journalists in my list are 

unavailable for interview for any reason, I will ask them if they could refer other 

journalists. Another challenge is being expert on the subject. Although I got good sense 

about application of algorithms in journalism, I will continue to keep an eye on news 

research or conferences where algorithms’ applications in newsroom is discussed.  
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