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Abstract 

Machine learning has been around for decades, but deep learning is the new focus 

of study within machine learning. The goals of implementing deep learning into remote 

sensing are resulting in much faster and more accurate results for much larger datasets. 

The field of remote sensing has focused on increasing the accuracy of land classification.  

A possible solution for increasing accuracy is the use of convolutional neural networks. 

The goals of this study were to determine whether convolutional neural networks can be 

used on moderate-resolution imagery to accurately classify land. The study site of focus 

was the Konza Prairie in Geary County, Kansas. The image data are from Landsat 4 and 

5 spanning the years 1985-2011. The Konza was split into 4 x 4-pixel size fishnet of cells 

that were classified as either burnt or non-burnt. To better examine the convolutional 

neural network, it was compared to machine learning and other neural network models. 

The machine learning models explored were logistic regression, k-nearest neighbor, 

decision tree, and linear support vector machine. The neural networks implemented 

included the basic neural network, shallow neural network, flatten time window neural 

network, convolutional neural network, and deep convolutional neural network. The 

results show that the k-nearest neighbor produce the highest overall accuracy compared 

to all the machine learning and neural networks but consist of high errors of omission 

proving that the classification is not represented accurately. The deep convolutional 

neural network has the best results for classifying burnt and non-burnt cells and low 

errors of omission and commission, which best represents the classification.
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1. Introduction 

For decades, remote sensing has been largely used throughout the science 

community as a tool to solve problems and answer questions. Pairing remote sensing with 

deep learning can be an advantage to address more problems and answer more questions 

in a much faster process while producing more accurate results. Deep learning is low 

budget and a helpful tool for real-time data processing of high spatial and temporal 

resolution data. Improving the techniques and the accuracy of land classification has been 

a focus in remote sensing, and deep learning has been proven to help achieve this goal. 

This study will focus on using deep learning to detect burns on the Konza Prairie from 

1983-2011. 

1.1 Land Classification 

Land classification has been a classic question in remote sensing research and the 

science community for decades. This is due to results being the foundation of several 

environmental and socioeconomic applications and helping understand how humans 

effect the land (Cai et al. 2018; Lu & Weng 2007; Wessels et al. 2004). On-time and 

accurate crop classification is ideal for providing estimations of the planting and 

harvesting of the crop areas. This is important so that the land can be monitored, and 

decision-making can be made for crop insurance, land rental, and supply-chain logistics 

by government and local sectors (Cai et al. 2018). Remote sensing has been shown to be 

indispensable for monitoring land cover and land change of a large area and keeping 

costs low (Wessels et al. 2004).  
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Thematic maps of land classification can be a significant visual tool that can help 

the public to understand environmental changes and help pass environmental land 

protection laws. However, it can be a challenge to take remotely sensed data and classify 

it into a thematic map due to the land being complex, there being limited scene 

selections, knowing how to process the images, and knowing which approach of 

classification to use (Lu & Weng 2007). Several classification methods can help reduce 

these challenges.  

There are several major steps in remote sensing land classification including but 

not limited to: choosing the suitable classification technique, selecting training data, 

preprocessing the data, feature extraction, post-classification processes, and assessing the 

accuracy (Lu & Weng 2007; Ma et al. 2017). The classification process is determined and 

is based on the user’s need of the spatial resolution of the image scenes, the classification 

algorithms and image processing techniques that are available, and time constraints (Lu 

& Weng 2007). Also, it is important to consider how the uncertainties of the 

classification process affect the classification performance (Ma et al. 2017). 

Unsupervised classification is a method often used for large area land cover mapping 

(Rogan et al. 2008). However, supervised classification is more robust (Belgiu & Drăguţ 

2016; Ma et al. 2017). 

Selecting the suitable classification technique and selecting the training data goes 

hand-in-hand. Often, training data is collected from fieldwork or fine spatial resolution 

imagery. Selecting training data could become difficult when the land is complex and 

heterogeneous (Lu & Weng 2007). The size of the training set can affect the accuracy of 
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the model (Rogan et al. 2008). Many studies have shown a positive correlation between 

accuracy and size of training data (Ma et al. 2017). 

The satellite data collected may have bad lines or locational issues and may need 

atmospheric correction or radiometric calibration as well. Sometimes, data can be 

collected from different sources or in different formats and needs to be converted into a 

common structure. This is when data preprocessing is important. The data could be 

converted into a common structure by using mathematical models such as a statistical 

model (Dhingra & Kumar 2019). Accurate data processing of the remote sensing data is 

important when classifying the land. 

The size, shape, composition, and location are attributes that distinctively define 

objects that are identified as features (Dhingra & Kumar 2019). Feature extractions is 

used to classify mutual relationships of areas and objects (Dhingra & Kumar 2019). This 

is a key component in the process of land classification. It is important when selecting the 

features to only select those variables that are most useful in achieving the goal of 

separating the vegetation classes or land features (Lu & Weng 2007). If there are too 

many variables in the classification, then accuracy could decrease due to the different 

capabilities in land cover separability (Lu & Weng 2007). 

Imagine classification is often based on remotely sensed spectral responses (Lu & 

Weng 2007). Post-classification processing depends on expert knowledge and is an 

important step to improve the quality of the classification. Terrain characteristics can be 

used to modify classification results based on expert knowledge (Lu & Weng 2007). 
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Different criteria to assess the performance of classification procedures are 

accuracy, reproducibility, robustness, uniform ability, objectiveness, and the ability to use 

the information of the data to its fullest (Lu & Weng 2007). There is no classification 

procedure that will fully achieve all the criteria. Overall, classification accuracy is the 

most common assessment to declare the performance of the classification. Assessing the 

accuracy of the classification is often the final step (Lu & Weng 2007). Accuracy in 

classification performances have been proven to increase with the help of machine 

learning (Rogan et al. 2008).  

1.2 Machine Learning 

Machine learning is a data-driven subset of Artificial Intelligence that is designed 

to learn and then create a model using evidence from training data. The machine learning 

algorithms can analyze the data, recognize patterns, and improve prediction accuracy 

(Rogan et al. 2008). These self-learning models are less reliant on the need of expert 

knowledge, decreasing the possibility of human error. This allows for a greater amount of 

data to be processed and analyzed. 

Several types of machine learning use remote sensing imagery for land 

classification. K-nearest neighbor classification, logistic regressions, decision tree, and 

support vector machines are some examples of machine learning operators for supervised 

classification that are included in this study. The next sections define the operators and 

include a short example of literature that tests the accuracy of the operators.  
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1.2.1 K-Nearest Neighbor 

K-nearest neighbor only has one adjustable parameter being k. K is the number of 

nearest neighbors that are included in the estimate size of the class memberships 

(Dhingra & Kumar 2019; Dreiseitl & Ohno-Machado 2002). This technique directly 

classifies the data first before building the model, which means there does not have to be 

consideration for the construction of the model (Dreiseitl & Ohno-Machado 2002).  K-

nearest neighbor does well with uniformly sampled data. The downfall to the k-nearest 

neighbor is that it needs to measure the distance between the data features. Often the 

distance between features is done by trial and error (Dreiseitl & Ohno-Machado 2002). 

Qian et al. (2015) compared the performances of the support vector machine, 

normal Bayes, classification and regression tree, and k-nearest neighbor. They used high 

resolution imagery to perform an object-based classification in the Haidian District of 

Beijing, China. Their results showed that the support vector machine had the best 

accuracy at 92.6%. K-nearest neighbor showed an accuracy of only 86.8%. 

1.2.2 Logistic Regressions 

Logistic regression models are used to explain the relationship between the 

dependent categorical variable and the independent variables (Eyoh et al. 2012). Logistic 

regression models are less complex and have less possibility of overfitting the data. 

Models with low complexity use none or few interaction terms and variable 

transformations, which reduces the risk of overfitting (Dreiseitl & Ohno-Machado 2002). 

Overfitting a model is when the model begins to reflect the random error in the data 

instead of the variables’ relationships. Logistic regression models are often preferred 

when the data is not in a normal distribution or if the sizes of the groups are unequal 
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(Cheng et al. 2006). These linear regression models are often used when the dependent 

variable is either 0 or 1 (Eyoh et al. 2012). They can be attributed to single-layer 

classifiers (Chen et al. 2014). 

Dubovyk et al. (2013) combined a linear trend analysis and spatial logistic 

regression model to classify images collected from the Moderate Resolution Imaging 

Spectroradiometer (MODIS) satellite between 1990 and 2004. The linear analysis 

expressed the rate of vegetation loss per year. About 33% of the region showed land 

degradation between low, medium, and high magnitudes from 2000 to 2010. The linear 

analysis overall accuracy was 78%. The logistic regression model results showed 70% 

accuracy. The model showed that depth to groundwater, land without cultivation, slope, 

and groundwater salinity had the strongest impact on the land degradation spatial 

distribution. 

1.2.3 Decision Tree 

Decisions trees are supervised classification operators that are nonparametric. 

They are nonlinear and hierarchical classifiers that separates the data into homogenous 

subsets that then predict the classes (DeFries & Chan 2000; Rogan et al.2008; Wessels et 

al. 2004). These trees can be viewed as the leaves being the classifiers that correspond to 

the different values of the attributes (Huang & Jensen 1997). Decision trees are simple to 

understand and are less influenced by outliers. This is an advantage for blocking out any 

noise that may be caused by the data. The goal is to build the tree as small as possible to 

ensure that the decision making is efficient and effective and that there is a clear 

interpretation of the links between dependent class variables and independent variables of 

remote sensing (Huang & Jensen 1997; Rogan et al. 2008). 
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Wessels et al. (2004) focus their study on mapping regional land cover in the 

Greater Yellowstone Ecosystem and Pará State, Brazil using MODIS imagery. Their 

methods included a decision tree classification method for both locations. The training 

data were separated into two equal sets per class, and one was used to build the decision 

tree while the other helped structure the tree by eliminating noise. The decision tree 

proved to be very successful at classifying the training data, with 98% forest, 97% non-

forest, 99% cloud, and 100% water. In the Greater Yellowstone Ecosystem, there was a 

very high classification accuracy that matched the training sites. The classification 

matched coniferous at 99%, bare soil at 100%, cultivated at 94%, and shrubland at 96%. 

In the Pará State, a high percentage of classification pixels matched the training. 

Approximately 2% of the forest and non-forest classes were confused during 

classification and 1% of cloud training pixels were classified as non-forested. 

1.2.4 Support Vector Machines 

Support vector machines are a classification favorite in remote sensing because 

they are efficient with high-dimensional spaces (Fassnacht et al. 2015). For a while, these 

classifiers were considered state-of-the-art methods and showed higher accuracy levels 

compared to other pattern recognition techniques (Chen et al. 2014; Schmidhuber 2015). 

They were even considered to work just as well as some shallow neural networks (Wang 

& Raj 2015). Support vector machines do well when the data has a clear margin but do 

not perform well when the data sets are highly skewed or imbalanced (Pal & Foody 

2010). Support vector machines can be used if there is a limitation on reference samples. 

Pal and Foody (2010) demonstrated that accuracy of a support vector machine 

classification varies by the number of features that are used. Their test areas were La 
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Manch Alta, which is south of Madrid, Spain and Indiana, United States. Different sizes 

of training sets were used on both locations, changing the dimensionality of the data. 

Accuracy was shown to increase as the number of features increased. The accuracy can 

also decline with too many features. The paper concluded that the support vector machine 

classification is dependent on the dimensionality of the data and the size of the training 

set. 

1.3 Deep Learning 

Deep learning is a sophisticated aspect of machine learning. Within classification, 

the purpose of deep learning is for the network to self-learn features and train itself using 

sample data. Once the network has taught itself, it then uses decision making to perform 

classification on additional data. Deep learning is a network that does not need human 

interaction for training or decision making (Castelluccio et al. 2015; Ball et al. 2017; 

Zhao et al. 2017). A deep learning network can produce state-of-the-art results and can 

outperform humans and human made systems (Ball et al. 2017, Scott et al. 2017). Some 

examples where deep learning has achieved success are in computer vision, speech 

processing, image processing, and object recognition. (Castelluccio et al. 2015; Wang et 

al 2018). 

The concept of deep learning developed from the idea of artificial neural networks 

(Liu, W. et al. 2017). Neural networks use neurons like those in the human brain. When 

all the neurons are placed together, they form a neural network. Neural networks have a 

layer-based architecture, meaning, the input layer takes in data and the output layer 

makes a prediction (Wang & Raj 2015). Each neuron produces values of weights that are 

used to activate the next neuron (Schmidhuber 2015; Liu, W. et al. 2017). Some neurons 
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get activated through weights from previous neurons; some get activated through sensors 

that identify the environment; and other neurons influence the environment by triggering 

the actions of the environment (Schmidhuber 2015). This continues until the network is 

finished. 

A common technique used in the neuron layers is backpropagation. 

Backpropagation is the connection of layers that have neurons that receive an error that 

propagates back to the neurons in the former layer with each layer updating its weight 

according to the error (Wang & Raj 2015). This is a common architecture for simple, 

shallow neural networks. When a network is shallow, there are fewer layers. Deep 

learning architecture can be much more complex. 

Depending on the desired behavior of the network, extensive series of 

computational stages may be required. Shallow neural networks, such as an artificial 

neural network, have been around for decades, but have not been able to handle the large 

computational stages of assigning accurate weights to neurons to improve accuracy 

results. Therefore, deep learning networks were required. 

Deep learning is accurately assigning how each neuron functions throughout the 

different stages of the neural neatwork. The following subsections first discuss the 

convolutional neural network and then the convolutional neural network as a deep 

network.  

1.3.1 Convolutional Neural Networks 

Convolutional neural networks are the earliest and most successful architecture 

for the neural networks (Wang & Raj 2015; Liu, W. et al. 2017). They have become a 
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popular topic of research recently (Liu, W. et al. 2017; Guo et al. 2018, Rezaee et al. 

2018; Seydi et al. 2020). Convolutional neural networks are a stack of learned 

convolutional layers. Each layer in the network consists of a convolutional layer, a 

nonlinearity layers, and a pooling layer (Zhang et al. 2016; Ball et al. 2017). 

Convolutional layers are a series of filters that are trained to slide around the 

width, height, and depth of the input. They are important to extract features from the 

input layers (Cheng et al. 2018). With these layers sharing weights, there are less weights 

required, and the network’s complexity lowers (Liu, W. et al 2017; Guo et al. 2018; 

Hamida et al. 2018). The stacking formation of the layers allow for an increase in data 

representation without overly increasing the computational cost (Hamida et al. 2018). 

These layers also enhance, denoise, and detect the outputs for the previous layers (Ball et 

al. 2017). 

The nonlinearity layer is a pointwise nonlinearity function. This function is 

applied to each component in a feature map within the network. The function is 

commonly chosen to be a rectified linear unit (relu) (Zhang et al. 2016; Cheng et al. 

2018; Ding et al. 2018). The relu is a max operation that ranges from 0 to infinity. It 

allows the network to run much faster compared to a network with sigmoid or tanh as the 

activation function. A sigmoid function is used to predict the probability of an output. A 

tanh functions allow negative inputs to be strongly mapped as negative and inputs of zero 

are mapped near zero. The relu allows sparsity that can advance the network by 

disentangling the information and increasing variable-size representation efficiency. 

(Wang & Raj 2015).  
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Pooling layer (sub-sampling layers), commonly constructed using the technique 

called pooling, reduces the size of the data (Wang & Raj 2017; Liu, W. et al. 2017; 

Rezaee et al. 2018). These two layers form the middle part of the network. pooling layer 

is essential for mapping the features because they hold the weights that are shared and 

form the plane of the feature maps. This layer helps gain invariance in the transformation 

of the image and help eliminate noise and increases the quality of the data. The gain of 

invariance is when the data size is being reduced, but the data is not changing. Also, the 

layer overcomes the issue of overfitting by reducing the size of the signal.  

There is a form of pooling called max-pooling. Max-pooling reduces the size of 

data and helps decrease the network’s complexity (Wang & Raj 2015). This allows the 

network to generate the maximum output. The maximum output is the maximum value 

for each patch of the feature map. This layer depends on the resolution of low-level 

features and the links between samples (Liu, W. et al. 2017). 

Overfitting is when the network cannot generalize what it has learned and apply it 

to samples. When dealing with overfitting, a technique that helps to avoid the issue is 

data augmentation. Data augmentation is the process of weight decay and dropout which 

is a method of regularization of the data. If there are little to no ground truth images, this 

technique is suggested (Marcos et al. 2018). The technique takes already trained 

examples and creates artificial training data (Guo et al. 2018). Weight decay are when the 

parameters are set to drive the network to zero error. Dropout is a successful and frequent 

process used for regularization. This process randomly sets some neurons to zero to force 

the network to not have unnecessary interpretations of an input and prevents double 

versions of features (Luus et al. 2015). The dropout idea is not just limited to feed-
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forward networks but can also be applied to Boltzmann machines and other graphical 

models (Zhang & Suganthan 2016). 

Some optional functions that can be applied to the convolutional neural networks 

are padding and stride. Padding is when the network symmetrically adds zeros to the 

input matrix. Although zero padding is commonly practiced in image processing, padding 

can be applied to keep the information from being ignored around the edge pixels of the 

image in the input. Stride determines how many steps the network moves in the 

convolution set up. A stride allows many units to be shifted in each direction of the 

convolutional mask. If one is assigned to the stride, then the convolutional mask is shifted 

over one pixel in each direction. The smaller the stride, then the larger the result, due to 

more outputs for each direction (Ball et al. 2017). 

The architecture of the convolutional neural network is designed in a 

downsample-then upsample manner (Long et al. 2015; Guo et al. 2018). Downsampling 

reduces the sampling rate. Upsampling increases the sampling rate. This architecture is 

designed to take advantage of two-dimensional input images (Arel et al. 2010; Zhang et 

al. 2016).  

Convolutional neural networks do not require the extraction of features during 

pre-processing, so raw images can be the inputs and be directly input into the network. 

Instead, of extracting the features, the filters need to be trained and the weights are 

learned (Scott et al. 2017). Within the learning process there are three main factors: 

sparse interaction, parameter sharing, and representation (Liu, W. et al. 2017). 
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The purpose of the sparse interaction is to reduce the computational load. The 

kernels in the network are small and used for the entire image (Liu, W. et al. 2017, Scott 

et al. 2017). When using multiple feature maps in the convolutional layer, it allows the 

kernels to be trained in a better combination (Wang & Raj 2015). An example of a better 

combination may be that the edge detection kernels are trained with horizontal or vertical 

edge detection.  

Parameter sharing is learning one set of parameters and sharing them across the 

layers. With the sharing of the parameters, as inputs change, they change the output. This 

also helps reduce the memory required (Liu, W. et al. 2017). The representation is also a 

sparse feature that allows all units to share the set of connected weights from the previous 

layer (Wang & Raj 2015). 

During the training process, information is fed forward through the different 

layers (Liu, W. et al 2017). The convolutional neural network requires large amounts of 

training data to reach satisfactory accuracy, or it will result in overfitting (Guo et al. 

2018). The features that are considered ‘silent’ are collected and applied to the filters of 

each layer. Next, the values of the outputs are computed and the error between the 

expected and actual values are calculated. Lastly, the network is fine-tuned with 

backpropagation and the minimization of the error (Liu, W. et al. 2017).  

Convolutional neural networks are applied to algorithms, creating the 

convolutional restricted Boltzmann machine. This network’s complexity only depends on 

the number of features extracted and the size of the receptive field. The receptive field is 

the region of space that the convolutional neural network is focusing on. Convolutional 

restricted Boltzmann machines can achieve a higher convergence rate with the value of 
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the negative likelihood function being smaller. A fast-training procedure has been added 

to the convolutional neural networks by using the fast Fourier Transform. This is 

achieved by using a simple algorithm to accelerate training (Liu, W. et al. 2017). Figure 1 

demonstrates the simple structure of a convolutional neural network.  

 

Figure 1. Convolutional neural network’s structure. 
Grey circles are the nodes, and the lines are the connections between layers. Figure 

created after Shukla, 2019. 

 

1.3.2 Deep Convolutional Neural Networks 

Another variation of the convolutional neural network is the deep convolutional 

neural network. This is state-of-the-art for segmentation of natural images (Guo et al. 

2018). Their hierarchical layer structuring successfully trains the data making it the first 

successful deep learning architecture (Liu, W. et al. 2017; Maggiori et al. 2017). This 

neural network was inspired by the biological understanding of the human and animal 

visual cortex (Wang & Raj 2015; Ball et al. 2017; Liu, W. et al. 2017). They help solve 

the problem of image categorization by their ability to automatically reveal relevant 

contextual features (Maggiori et al. 2017). It produces dense predictions of a series of 
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convolutional layers only. The fully connected layers are converted to convolutional 

layers and then the kernel is chosen (Maggiori et al. 2017).  Figure 2 demonstrates the 

structure of the deep convolutional neural network that consists of multiple hidden layers. 

 

Figure 2. Deep convolutional neural network’s structure. 

Grey circles are the nodes, and the lines are the connections between layers. The deep 

convolutional neural network has more hidden layers. Figure created after Shukla, 2019. 
 

1.4 Deep Learning in Remote Sensing 

Overtime, deep learning methods have been proven to have a significant influence 

in remote sensing. When there is an improvement in land classification. The accuracy of 

data used for environmental monitoring and management increases leading to 

improvements in monitoring and management practices. What follows focuses on how 

deep learning has improved the results of classification.  

1.4.1 Deep Learning for Land Classification 

Weng et al. (2017) goal was to improve classification performance by proposing a 

deep learning classification using convolutional neural networks and an extreme learning 
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machine. An extreme learning machine is a powerful learning algorithm that only uses a 

single hidden layer in a feedforward neural network. The extreme learning machine’s 

performance has shown to be faster and more accurate than support vector machines and 

other classifying operators.  

Instead of using the fully connected layers of a convolutional neural network, 

Weng et al. (2017) proposed using the combination of the convolutional neural network 

and the extreme learning machine to obtain better results. First, the convolutional neural 

network is trained with large number ground-truth images. Then the convolutional neural 

network extract features to learn. This is completed when removing the fully connected 

layers to employ the feature extractor for deep learning and robust feature extraction. 

Lastly, the extreme learning machine classifies those extracted features, achieving 

outstanding results.  

Results show that using the extreme learning machine classifier achieves 

competitively better results. Using the extreme learning machine algorithm showed 

computational time being close to the support vector machine, but accuracy was better. 

When the hidden nodes were more than 5000, the accuracy was over 95%. This technique 

is straightforward and simple, but still needs adjustment to ensure manageability of high-

resolution remote sensing images.  

Rezaee et al. (2018) applied a fine-tuned pre-existing deep convolutional neural 

network to a complex wetland classification. Their goal was to look at the accuracy of the 

convolutional neural networks and evaluate the capacity of the model in the classification 

of multispectral satellite imagery and generate a wetland classification map. The area of 

interest was in Newfoundland and Labrador, Canada. 
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The deep convolutional neural network consists of three layers: the convolutional 

layer, pooling layer, and the fully connected layer. The scenes were collected on June 18 

and October 22, 2015, from two RapidEye optical images that were radiometrically and 

geometrically corrected. The sensors have 5-meter spatial resolution with spectral bands 

in the blue, green, red, red-edge, and near infrared. A random forest was used to compare 

the results to the convolutional neural network.  

Results showed that the deep convolutional neural network produced realistic 

detailed spatial distribution of all land cover classes. The classification accuracy of the 

convolutional neural network was about 95%, while the random forest was only 79%. 

This study supports the high accuracy capability of deep convolutional neural networks. 

1.5 Goals and Objectives 

This study implements a deep convolutional neural network for the classification 

of burned land on the Konza Prairie Long-Term Ecological Research. The goals are to 

determine the accuracy of the deep convolutional neural network and answer the question 

as to whether convolutional neural networks can use moderate-resolution imagery to 

accurately classify the prairie landscape. Finding the accuracy of this method using 

Landsat imagery will help determine if this is suitable for detecting important changes in 

that ecosystem. The deep convolutional neural network will be compared to the accuracy 

of machine learning classification methods and shallow neural networks. The Konza has 

been well documented, which will aid in the determination of the accuracy of this 

technique and help determine if it could be used on a larger geographic area. 
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1.6 Study Area 

 

Figure 3. The Konza Praire.  

 

 

The Konza Prairie Long-Term Ecological Research was founded in 1980 by the 

National Science Foundation. It is an ecological research and education and outreach 
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program that focuses on fire and grazing treatments as well as climatic variabilities. The 

Konza is located in Geary County in northeastern Kansas. As shown in Figure 3, the 

Konza is a tallgrass prairie in the northern Flint Hills. This is one of the largest remaining 

tallgrass prairie regions in North America (Ratajczak et al. 2019; Allen & Palmer 2011). 

On average, temperatures are the lowest in January about -2.7°C and highest in July 

about 26.6°C (Ling et al. 2019). Average annual precipitation is about 789 - 835 mm 

during the growing season with 75% falling onto the soil (Hartnett et al. 1996; Steward et 

al. 2011). The Konza has been associated with fire treatments from 1970s-present 

(Ratajczak et al. 2019). 

The vegetation in the Konza consist of 3487-ha of tallgrass prairie (Towne 2002; 

Steward et al. 2011). The flora of the Konza consists of 539 vascular species and 93 

families of plant species (Craine et al. 2011). There are both cool and warm-season 

plants. It is dominant by C4 perennial grasses (Ling et al. 2019). Figures 4 and 5 show the 

satellite views of the Konza in true color (Red-Band 1, Green-Band 2, Blue-Band 3) and 

false color (Red-Band 4, Green-Band 3, Blue-Band 2), respectively. 

The Konza is separated into 52 different watersheds, shown in Figure 6. Each 

watershed undergoes different treatments. Treatments consist of grazing with domestic 

livestock (e.g., bison) and burning (Briggs et al. 2002; Allen & Palmer 2011). There are 

watersheds that have been ungrazed for more than thirty years; watersheds that have been 

grazed for more than thirty years; and those grazed during the growing season since 2010 

(Ling et al. 2019). Fires are set in the spring, roughly during the first half of April, unless 

assigned otherwise (Marzolf 1988). Watersheds have differing fire regimes: burned 

annually, burned at two-year intervals, burned at four-year intervals, burned at twenty-
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year intervals, three that are burned then left unburned for three years, and unburned 

(Marzolf 1988). 

 

Figure 4. The Konza Prairie in true color. 

The Konza Prairie boundary edge is the black polygon. This Landsat image was captured 

on April 15, 2001. 
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Figure 5. The Konza Prairie in false color. 

The Konza Prairie boundary edge is the black polygon. This Landsat image was captured 

on April 15, 2001. 
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Figure 6. The Konza Prairie and the 52 watersheds. 

The Konza Prairie boundary edge is the black polygon. The watersheds are the light gray 

polygons. This Landsat image was captured on April 15, 2001. 
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2. Methods 

2.1 Datasets  

Several studies have used high-resolution imagery and/or hyperspectral imagery 

when conducting a classification study using convolutional neural networks (Cheng et al. 

2018; Chen et al. 2014; Guo et al. 2018; Hamida et al. 2018; Liu, P. et al. 2017; Luus et 

al. 2015; Marcos et al. 2018; Scott et al. 2017; Weng et al. 2017; Xu et al. 2018; Zhao et 

al. 2017). Due to budget and time constraints, moderate-resolution images were chosen 

for this research. This allows for the testing of whether moderate-resolution imagery is 

suitable for convolutional neural networks.  

The primary reason why Landsat 4-5 imagery was used is because of the 

satellite’s Thematic Mapper. The Thematic Mapper consists of seven bands that offer a 

comprehensive set of measurements for land surface mapping, monitoring, and analysis. 

Also, the data has zero cost and is available for nearly three decades, 1983-2011. Landsat 

has a temporal resolution of 16 days. This allows for the collection of Spring images to 

show burned areas and Fall images to show vegetation growth and/or decay not caused 

by fire. Images were collected form U.S. Geological Survey at row 33 / path 28. The 

collected imagery was from Landsat 4-5 Thematic Mapper Collection 1 Level-2 with a 

20% or less cloud and land cover. The spatial resolution of 30m with bands 1 through 5 

and 7 were included in this study. A total of 51 images were selected resulting in 306 

bands. 
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2.2 Data Preparation and Analysis 

Layer stacking was performed on all 51 dates of imagery. This tool creates a 

raster dataset containing the subset of the original dataset bands from 1-5 and 7. The 

images were subset and chipped in ERDAS Imagine and clipped at 1 mile around the 

Konza boundary. The subsets were then added to Orfeo Toolbox to be linked in order by 

date. Concatenating creates a same size, multi-channel image. This allows the linking of 

the images by date and the individual bands to be linked between dates. Six images were 

concatenated at a time due to each imagery having 6 bands and a total of 36 bands being 

concatenated at a time. In the end, there were 9 concatenated GeoTiff files. 

The goal was to compute the zonal statistics for all the bands in order by date, but 

first a boundary needed to be added for each zone. The boundaries used were a fishnet 

created to overlay on the satellite imagery. The fishnet included 2,646 cells that were 4 x 

4-pixels. Figure 7 shows the fishnet overlayed on the scene.   
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Figure 7. The fishnet. 

 

The zonal statistics were calculated for each of the subset’s bands. The statistics 

used were each band’s minimum, maximum, mean and standard deviation values. The 

tables of the zonal statistics were combined in order by date. An attribute table was 
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produced that showed the zonal statistics for each band for each fishnet cell for each 

scene. 

Each scene was visually analyzed to detect the burnt fishnet cells. This was done 

at a scale 1:20,000. Each scene was viewed in false color, for it allowed for a clearer 

distinction between burnt and vegetated surfaces. If the 4 x 4-pixel cell had 6 or more 

burnt pixels, then that cell was labeled as burnt. Figure 8 demonstrates a fishnet that has 

been classified as burnt and non-burnt. There was a separate fishnet classified for each of 

the 51 dates. All dates with the corresponding fishnet can be found in Appendix B. Once 

the fishnet was created, the fishnet cells were labeled within the table as 1 for non-burnt 

or 2 for burnt. This allows for the zonal statistics of the bands to coordinate with whether 

the fishnet cell is showing a burnt or non-burnt region. Within the 51 images, a total of 

14,400 cells were visually marked as burnt and 120,546 cells were visually marked as 

non-burnt.  
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Figure 8. Visually classifying burnt fishnet cells. 

The burnt cells are outlined in blue, and the non-burnt cells are outlined in gray. 
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2.3 Models 

2.3.1 Machine Learning 

Basic machine learning classifiers were implemented as a comparison to neural 

network models. The classifiers used were logistic regression, k-nearest neighbor, 

decision tree, and linear support vector machine. The classifiers used the stacked raw 

data, normalized data and the z-score scaled data, each independently. A 5-fold cross 

validation was computed for each model. The 5-fold cross validation splits the data set 

into 5 folds. The first fold is used to test the model and the remaining 4 folds are used to 

train the model. Next, the second fold is used to test the model and the other 4 folds are 

used to train the model. There are 5 iterations of the 5 folds being used as the testing 

dataset. The performance of each model was compared. The code for the basic machine 

learning classifiers can be found in Appendix A sections A1, A2, and A3.  

2.3.2 Neural Networks 

Five neural networks were created and tested: basic neural network, less shallow 

neural network, flatten time window neural network, time window convolutional neural 

network, and a time window deep neural network. The code for each can be found in 

Appendix A sections A4, A5, A7, A8, and A9. Normalized confusion matrices were 

created and will be presented in the results. Also, single time shallow neural network 

visuals were created to examine and compare the mean and standard deviation values for 

burnt and non-burnt fishnet cells. The code for this can be found in Appendix A section 

A6. 
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Each model was produced in Python with Keras and the library TensorFlow. 

Keras is an open-source Python library for the use of developing deep learning models. 

TensorFlow is an open-source deep learning framework developed by Google.  

To collect training data, 80% of the fishnet cells were randomly selected to train 

the network while the other 20% were used to run and test the network. Each model used 

the optimizer Adam at 0.001. The Adam optimizer was chosen because it has been shown 

to be able to handle sparse gradient data that may have a lot of noise. Also, it is easy to 

implement, requires little memory, and works well with large data sets. The categorical 

crossentropy was implemented as the loss function. It used multi-class classification 

models. This calculates the loss and is used to correct the network. The loss is a good 

measurement to show how distinguished two probability distributions are from each 

other.  

The basic neural network used 50 epochs and a batch size of 25. Epochs are how 

many times the model sees and works through the data. The batch size defines the 

number of samples to work through the network before updating the parameters of the 

model. The activation used is softmax, which assigns decimal probabilities to each class. 

These probabilities add up to 1. It is implemented through the network right before the 

output layer and must have the same number of nodes as the output. This constraint helps 

the training of the network run quicker than how it would otherwise.  

The structure of the model is shown in Table 1. There are two dense layers, or 

fully connected layers, with the output shape being 12 neurons in the middle and 2 output 

neurons. The ‘none’ in the output shape represents the batch size but reads as ‘none’ due 

to the network not knowing the batch size prior to being run. Fully connected layers are 
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when all neurons in one layer are connected to those in the next layer. There are a total of 

182 trainable parameters in the model. 

Table 1. The structure of a basic neural network. 

 

The less shallow neural network is shown in Table 2. The less shallow neural 

network uses the softmax activation and 50 epochs and a batch size of 25. The difference 

between the basic neural network and the less shallows neural network is that it has one 

added dense layer. This increases the total trainable parameters to 248.  

Table 2. The structure of a less shallow neural network. 

 

The flatten time window neural network includes a flatten layer. This layer 

converts the data into a 1-dimensional array. An illustration of the flattening of the data is 

shown in Figure 9. This array is then input into the next dense layer. The output layer will 

be a single long feature vector. This network uses the rectified linear unit (relu) activation 
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for the first set of dense layers and then the softmax for the last dense layer. The relu, as 

discussed in the introduction, allows the network to run much faster by speeding up the 

training. 

 

Figure 9. Demonstration of the feature map being flatten into a 1-demensional array. 

Figure created after Saha, 2018. 
 

The flatten time window neural network is shown in Table 3. It includes the 

flatten layer, as discussed above, and three dense layers. The total trainable parameters 

are 2,864. The neural network can increase the trainable parameters without increasing 

the number of dense layers due to the flattening of the data. 

Table 3. The structure of the flatten time window neural network. 
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The time window convolutional neural network includes convolutional layers, 

max pooling layers, a flatten layer, and the dense layers. As discussed in the introduction, 

the convolution layers are filters that are trained to slide around the width, height, and 

depth of the input. With these layers sharing weights, the network’s complexity level 

lowers. The max pooling reduces the size of data and helps decrease the network’s 

complexity and generates the best output.   

Just like the flatten time window neural network, the time window convolutional 

neural network uses the relu activation for the convolutional layers and the first set of 

dense layers, and then uses the softmax activation for the last dense layer. The 

convolutional layers are padded. Padding is when the network symmetrically adds zeros 

to the input matrix. Padding is applied to prevent the pixels on the edges from being 

ignored. 

The network is run with 125 epochs and a batch size of 35. The network’s 

structure is shown in Table 4, having a total of 37,794 trainable parameters. Figure 10 

illustrates the size of the data being decreased when implementing the convolutional and 

pooling layers, and then being flattened. 
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Table 4. The structure of the time window for the convolutional neural network. 

 

 

 

Figure 10. Demostration of the feature map being converted into convolutional layers 

and then reduced in size during pooling. 

After the data is reduce, it is then flattened into a single 1-demensional array. Figure 

created after Saha, 2018. 

 

The time window deep neural network is set up like the convolutional neural 

network, the only difference in structure is that the deep neural network includes five 

convolutional layers instead of three. The network uses the relu activation for all the 

convolutional and dense layers, except for the last dense layer where it uses the softmax. 
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It also uses 125 epochs and a batch size of 32. Table 5 shows the structure of the deep 

convolutional neural network. This structure contains 196,514 trainable parameters.   

Table 5. The structure of the time window deep convolutional neural network. 

 

3. Results 

3.1 Histograms 

Histograms were computed on the normalized data in the 0 to 1 range. The first 

five dates were selected as an illustration, 08/1983, 09/1984, 04/1985, 09/1985, and 

03/1986. The non-burnt cells and the burnt cells were separated from each other. Mean, 

min, max, and standard deviation values for bands 1 through 6 (band 6 being band 7 in 

Landsat 4 & 5) were collected for the first five dates from the fishnet table. Figure 11 

shows the histograms for the band 1 through 6 mean values from the fishnet cells. There 

is little distinctive difference between the non-burnt and burnt fishnet cells mean values 
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in either band. This illustrates that band statistics alone cannot classify the fishnet cells as 

non-burnt or burnt. Therefore, machine learning classifier or neural networks are needed. 
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                          A. Non-Burnt Cells              B. Burnt Cells    

 

 

 

 

 

 
Figure 11. The histograms of the mean values for bands 1 through 6 for the first five 

dates: 08/1983, 09/1984, 04/1985, 09/1985, and 03/1986. 
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3.2 Machine Learning 

First, the stacked raw data was run through the logistic regression, k-nearest 

neighbors, decision tree, and linear support vector machine learning models. Before the 

5-fold cross validation was run, the results showed the following accuracies: logistic 

regression 89%; k-nearest neighbors 93%; decision tree 99%; and the linear support 

vector machine 81%. The 5-fold cross validation was then used to compare performance 

of the model on new data. The machine learning results of the raw data showed the 

following accuracies: logistic regression 89%; k-nearest neighbors 91%; decision tree 

88%; and the linear support vector machine 83%. The decision tree performed the best at 

99% before the cross validation. After the cross validation, the k-nearest neighbors 

performed the best on the raw data at 91%.  

Next, the data was normalized. The original data was represented as 1 being non-

burnt fishnet cells and 2 being burnt cells. The data was normalized to machine learning 

structure between 0 and 1. This puts all the data on the same scale. Once the data was 

normalized, the results were as follows: logistic regression 89%; k-nearest neighbors 

93%; decision tree 100%; and the linear support vector machine 89%. After the 5-fold 

cross validation, the results showed the average accuracies of: logistic regression 89%; k-

nearest neighbors 91%; decision tree 87%; and the linear support vector machine 89%. 

The k-nearest neighbor result has the best average accuracy again. 

The data was then z-score scaled. After running through each machine learning 

model, the results were: logistic regression 89%; k-nearest neighbors 93%; decision tree 

100%; and the linear support vector machine 89%. After the 5-fold cross validations, 

results were: logistic regression 89%; k-nearest neighbors 91%; decision tree 88%; and 
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the linear support vector machine 89%. The k-nearest neighbor results have the highest 

accuracy.  

Normalized confusion matrices were computed for the machine learning 

classifiers and in section 3.3, for the neural networks. To train the data, 80% of the data 

was randomly selected. Figure 12 shows the normalized confusion matrix for the results 

of the logistic regression model. The normalized confusion matrix revealed the logistic 

regression performance identifies everything as non-burnt and nothing as burnt cells.  

 

Figure 12. The normalized confusion matrix for the logistic regression. 

 

Figure 13 shows the normalized confusion matrix for the k-nearest neighbor 

model. This revealed how the k-nearest neighbor has better performance for identifying 

non-burnt and burnt cells compared to the logistic regression model. The k-nearest 
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neighbor only classified the burnt cells at 36%, which is still a poor classification 

percentage. 

 

Figure 13. The normalized confusion matrix for the k-nearest neighbor. 

 

 Figure 14 shows the normalized confusion matrix for the decision tree model. 

This model had a lower overall accuracy compared to the k-nearest neighbor. The 

normalized confusion matrix of the decision tree is like the k-nearest neighbor 

classification results, with a 5% lower accuracy of correctly classifying non-burnt cells 

and a 3% higher accuracy of correctly classifying burnt cells. 

 .   .  

 .   .  

 on Burnt

Burnt

 on Burnt Burnt

T
ru
e
 L
a
b
e
l

 redicted Label

 ormalized  onfusion Matrix

0.0

0.2

0. 

0. 

0. 

1.0



40 
 

 

Figure 14. The normalized confusion matrix for the decision tree. 

 

Figure 15 shows the normalized confusion matrix for the linear support vector 

machine model. This revealed how the linear support vector machine model has the same 

results as the logistic regression model. The normalized confusion matrix revealed the 

linear support vector machine performance identifies everything as non-burnt and nothing 

as burnt cells. 
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Figure 15. The normalized confusion matrix for the linear support vector machine. 

 

3.3 Neural Networks 

The basic neural network was the first neural network created. With 50 epochs 

and a batch size of 25, the model reached a loss of 0.32. Loss is the prediction error of the 

model that measures how good or bad the model is performing. The goal is to reach zero 

loss, making the model perfect.  

The basic neural network resulted in an accuracy of 89%. The normalized 

confusion matrix for the basic neural network is shown in Figure 16. This model 

classifies everything as non-burnt. 
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Figure 16. The normalized confusion matrix for the basic neural network. 

 

The less shallow neural network was created with one more dense layer than the 

basic neural network. This network used a batch size of 25, but only 5 epochs. The loss of 

this model reached 0.33. The accuracy matched the basic neural network at 89%. Figure 

17 shows that the less shallow neural network predicted everything as non-burnt, the 

same as the basic neural network.  
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Figure 17. The normalized confusion matrix for the less shallow neural network. 

 

The flatten time window neural network slides through the data while pulling 

windows of time. There are 119,070 windows, 6 rows, and 12 columns. The windows are 

the steps that the model takes to cover all the data. The rows and columns are the matrix 

size of the windows. This network contains 50 epochs and a batch size of 35. The model 

reached a loss of 0.5 and an accuracy of 74%. Figure 18 shows the normalized confusion 

matrix for the flatten time window neural network. This model, unlike the previous two, 

did classify many cells as burnt. 
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Figure 18. The normalized confusion matrix for the flatten time window neural network. 

 

The convolutional neural network uses 125 epochs and has a batch size of 35. The 

loss estimate was 0.35. The accuracy reached 85%. Figure 19 shows the normalized 

confusion matric for the convolutional neural network. The model accurately classified 

the non-burnt fishnet cells at 86% and the burnt cells at 84%. 
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Figure 19. The normalized confusion matrix for the convolutional neural network. 

 

The deep convolutional neural network was built with the batch size of 35 and 

epochs of 125 and 250. The accuracy for both models was 88%. The loss with 125 

epochs is 0.38 while the model with 250 epochs is 0.41. Figure 20 shows the normalized 

confusion matrix for the deep convolutional neural network with 125 epochs. The 

network accurately classified the non-burnt fishnet cells at 89% and the burnt cells at 

87%. Figure 21 shows the normalized confusion matrix for the deep convolutional neural 

network with 250 epochs. The network accurately classified the non-burnt cells at 89% 

and the burnt cells at 84%.  

 .   .1 

 .1  .  

 on Burnt

Burnt

 on Burnt Burnt

T
ru
e
 L
a
b
e
l

 redicted Label

 ormalized  onfusion Matrix

0. 

0.2

0. 

0.5

0. 

0. 

0.7



46 
 

 

Figure 20. The normalized confusion matrix for the deep convolutional neural network 

with 125 epochs. 

 

 

Figure 21. The normalized confusion matrix for the deep convolutional neural network 

with 250 epochs. 
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4. Discussion 

4.1 Histograms 

The first five dates of this study, 08/1983, 09/1984, 04/1985, 09/1985, and 

03/1986, were used as sample dates to create histograms for representation of the larger 

population of data, (see Figure 11). The idea of using sample dates were to examine 

whether the mean values of the band’s statistics can alone distinguish the burnt and non-

burnt fishnet cells. If the first five dates had a clear difference from the burnt cells and the 

non-burnt cells in any mean values from bands 1 through 6, then the machine learning 

and neural networks would not be necessary.  

Based on visual inspections of the histograms, the mean values of the bands 

cannot single-handedly distinguish between the non-burnt and burnt fishnet cells. Each 

band showed similar results for the histograms for burnt and non-burnt cells. Bands 1 

through 3 and 5 through 6 showed values peaking at 0 and between 0.2 and 0.4 for both 

burnt and non-burnt fishnet cells. Band 4 showed the non-burnt cells show the highest 

peaks at 0.4 with the second peak at 0.6. The burnt cells for band 4 show the highest 

peaks at 0.6 with the second highest at 0.4. Even though there is a difference in highest 

and second highest peak between burnt and non-burnt mean values, the histograms are 

not capable of distinguishing between burnt and non-burnt cells. Since no major changes 

were shown in the band values between non-burnt and burnt cells, other classification 

techniques must be performed to separate the two classes. Appendix A6 shows the code 

for the histograms and the average standard deviation values for the first five dates’ bands 

1 through 6. 



48 
 

4.2 Machine Learning 

Looking at the machine learning results, before running the 5-fold cross validation 

the decision tree model showed the best results. The decision tree performed the best with 

the stacked raw data at 99%. After the 5-fold cross validation was run, the k-nearest 

neighbor performed the best with the stacked raw data at 91%. After cross validation was 

run, the k-nearest neighbor and the decision tree experience a drop in performance, while 

the logistic regression stayed the same and the linear support vector machine performed 

slightly better.  

The data was then normalized to 0,1 to better fit the machine learning algorithm. 

The non-burnt fishnet cells were classified as 0 and the burnt cells were classified as 1. 

Before the 5-fold cross validation the decision tree had an excellent performance at 

100%. After the validation, the k-nearest neighbor had the best performance at 91%. 

Once again, the performance of both the decision tree and the k-nearest neighbor fell, as 

the k-nearest neighbor performed better. Both the logistic regression model and the linear 

support vector machine stayed the same after validation at 89%. 

The data was then scaled by the z-score. The same results were found as above. 

Before validation, the decision tree performed perfectly at 100%. After validation, the 

decision tree dropped to 88% and the k-nearest neighbor showed the best performance at 

91%. The logistic regression model and the linear support vector machine stayed the 

same at 89%. Table 6 illustrates how each machine learning model performed throughout 

the steps. 



49 
 

Table 6. Overall Machine Learning Results for each Data Form 

 

The raw stacked data, normalized data, and z-score scaled data for the decision 

tree model had an accuracy of 100%. This was not the case after the 5-fold cross 

validation. The decision tree accuracy drops to 88%. This is a much larger decrease in 

accuracy than the k-nearest neighbor, that only dropped 2%. This is an indication that the 

decision tree overfit the raw data, normalized data, and the z-score scaled data. 

Between the raw stacked data, normalized data, and the z-scored data, the 

accuracies stayed consistent for all before and after the validation, except for the linear 

support vector machine. The linear support vector machine was very inconsistent with the 

raw data. It had the lowest accuracy before the validation at 82% and then an average 

accuracy of 83% after the validation. Once the data was normalized, the linear support 

vector machine increased to 89%, resulting in being more consistent with normalized 

data compared to the raw data. 

Overall, the k-nearest neighbor resulted in the best accuracy on average after the 

5-fold cross validation was performed. Normalized confusion matrices were created to 
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show how the data was classified by each model. Figure 22 shows that the overall 

accuracy does not tell the entire story of the classifiers’ performances. 

Figure 22A and D shows that the logistic regression and the linear support vector 

machine models classified everything as non-burnt. The overall accuracies of the models 

are high at 89%, but that is due to the true positive rate being 100%. The errors of 

omission are 100%, which shows that all the burnt cells are false negatives. The error of 

omission is the error that indicates the data was omitted from the correct class in the 

classification. The errors of commission are 0% and that of the non-burnt cells are a 

measure of false positives. The error of commission is calculated as the data classified 

within the incorrect class. True positives are when the model correctly predicts the 

correct class. False negatives are when the model incorrectly predicts the incorrect class. 

False positives are when the model incorrectly predicts the correct class. True negatives 

are when the model correctly predicts the incorrect class. 

The producer’s accuracies are 0  and the user’s accuracies are 100 . The 

producer’s accuracy is the counterpart to the error of omission and is the classification 

from the view of the map maker. This is how often features on the ground are correctly 

shown on the map. The user’s accuracy is the counterpart to the error of commission and 

is the view from the map user’s point of view. This tells how often the class in the map is 

presented on the ground. The models have a true positive rate of 100%, false negative 

rates of 0%, false positive rates of 100% and true negative rates at 0%. The kappa 

coefficients for the logistic regression and the linear support vector machine models are 

0. This value shows that the classification is no better than a random classification (Ezez, 

2021).  
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Figure 22B shows the k-nearest neighbor performed well at classifying the non-

burnt fishnet cells at 97% but struggled to classify the burnt cells at only 36%. The 

overall accuracy of the k-nearest neighbor was high at 91% after the 5-fold cross 

validation was run on the z-scored data but showed a low performance accuracy on 

classifying the burnt pixels. This is due to the model producing higher errors of omission. 

The error of omission shows that there are burnt cells being classified as non-burnt cells. 

Therefore, this brings the accuracy of the classification of the burnt cells down as the 

accuracy of the non-burnt cells stay relatively high. The error of omission for the k-

nearest neighbor is     while the errors of commission is only   . The producer’s 

accuracy was     while the user’s accuracy was  7 .  

The model has a true positive rate of 97%, false negative rate of 3%, false positive 

rate of 64% and true negative rate at 36%. The kappa coefficient for the k-nearest 

neighbor is 0.398. This value shows that the classification is not much better than a 

random classification (Ezez, 2021).  

Figure 22C shows the decision tree performed slightly lower at classifying than 

the k-nearest neighbor. The non-burnt fishnet cells were classified at 92%, 5% less than 

the k-nearest neighbor. The burnt cells were classified at 39%, 3% higher than the k-

nearest neighbor. The overall accuracy of the decision tree was not as high as the k-

nearest neighbor, at 87%. This is the lowest overall accuracy of all the machine learning 

classifiers, but the normalized confusion matrices show that the decision tree classifies 

better than the logistic regression and the linear support vector machine models.  

The error of omission is 61% and the error of commission is 8%. The error of 

omission is 3% lower than that of the k-nearest neighbor’s and the error of commission is 
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5% higher than that of the k-nearest neighbor. This compares to the difference between 

the normalized confusion matrix percentages between the non-burnt and burnt cells. The 

overall accuracy is the lowest of all the machine learning classifiers, but the errors are 

low like the k-nearest neighbor. Therefore, the overall accuracy of the logistic regression 

and the linear support vector machine does not correctly indicate that they performed 

better than the decision tree.  

The producer’s accuracy of the decision tree was 39  while the user’s accuracy 

was 92%. The producer’s accuracy is    higher and the user’s accuracy is 5  lower 

compared to the k-nearest neighbor. This difference compares with the percentage 

differences in the errors and the classification percentages shown in the normalized 

confusion matrices. The model has a true positive rate of 92%, false negative rate of 8%, 

false positive rate of 61% and true negative rate at 39%. The kappa coefficient for the 

decision tree is 0.398, same as the k-nearest neighbor. This value shows that the 

classification is not much better than a random classification (Ezez, 2021).  

Table 7 lists the normalized confusion matrices percentages. Table 8 shows the 

results of the classification for the machine learning classifiers. This table shows that the 

overall accuracy does not represent the errors, which therefore doesn’t represent how the 

model classifies the data. 
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        A. Logistic Regression                                          B. K-Nearest Neighbor 

      
 

             C. Decision Tree                                                   D. Linear Support Vector Machine 

    
 

 Figure 22. The Normalized Confusion Matrices for Machine Learning Classifiers 

 

Table 7. Machine Learning Confusion Matrix Results
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Table 8. Machine Learning Statistic Results

 

4.3 Neural Networks 

The basic neural network and the less shallow neural network failed to classify 

any burnt fishnet cells. The normalized confusion matrices (Figure 23A and B) show that 

the networks classified everything as non-burnt. The overall accuracies of the models are 

high at 89%, but that is due to the true positive rate being 100%. The errors of omission 

are 100%, which shows that all the burnt cells are false negatives. The errors of 

commission are 0% and that of the non-burnt cells are a measure of false positives. The 

producer’s accuracies are 0  and the user’s accuracies are 100 . The model has a true 

positive rate of 100%, false negative rates of 0%, false positive rates of 100% and true 

negative rates at 0%. The kappa coefficients for the basic neural network and less shallow 

neural network are 0. This value shows that the classification is no better than a random 

classification (Ezez, 2021). These results are identical to the results of the logistic 

regression and the linear support vector machine. 

Compared to the basic neural network and the less shallow neural network, the k-

nearest neighbor and the decision tree performed better. Both the basic and less shallow 

neural network performed at an accuracy of 89% but classified all the fishnet cells as 

non-burnt. The k-nearest neighbor had an overall accuracy of 90% but only classified 

36% of the burnt cells. The decision tree had a lower overall accuracy of 87% but was 

able to classify the burnt cells at 39%, which is better than the basic and shallow neural 
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network. Only having dense layers does not compare to the machine learning classifier of 

the k-nearest neighbor and the decision tree.   

The flatten time window neural network (Figure 23C) has an overall accuracy of 

69%. This accuracy was lower than the basic and less shallow neural network, but more 

accurately classifies the data. The error of omission is only 18% while the error of 

commission is 33%. This error of omission is much lower than the basic neural network 

and less shallow neural network, but the error of commission has increased. The 

producer’s accuracy is  2  and the user’s accuracy is  7 . The model has a true positive 

rate of 67%, false negative rate of 33%, false positive rate of 18% and true negative rate 

at 82%. The kappa coefficients for the flatten time window neural network is 0.229. This 

is still not at a desired value, but it is higher than the basic and the less shallow neural 

networks. 

The flatten time window neural network has a higher loss and lower accuracy 

compared to the basic and the less shallow neural network. This network also has a lower 

accuracy compared to the machine learning and the basic and less shallow neural 

networks. Adding more data with flattening the time window allows for more error in the 

weights. Compared to the k-nearest neighbor and the basic and less shallow neural 

network, the flatten window neural network classifies moderately well, with the non-

burnt and burnt fishnet cells classified at 67% and 82%, respectively.  

The convolutional neural network (Figure 23D) had an overall accuracy of 85%. 

This accuracy is slightly better than the flatten time window neural network, but still 

lower than the basic and less shallow neural network. The error of omission is only 16% 

while the error of commission is 14%. These errors of omission and commission are 



56 
 

lower than the flatten time window neural network. The producer’s accuracy is     and 

the user’s accuracy is    . The model has a true positive rate of    , false negative rate 

of 14%, false positive rate of 16% and true negative rate at 84%. The kappa coefficient 

for the convolutional neural network is 0.484. This value is the closest to 1 thus far.   

The convolutional neural network showed better accuracy for the burnt fishnet 

cells compared to the flatten time window neural network, the less shallow neural 

network, the basic neural network, and the k-nearest neighbor classifier. With a higher 

epoch count of 125, the loss was lower at 0.35. Adding the convolutional and max 

pooling layers showed enhancements to the network accuracy in classifying the fishnet 

cells. 

The deep convolutional neural networks (Figure 23E and F) have overall 

accuracies of 89% using 125 epochs and 88% using 250 epochs. The difference between 

the deep convolutional neural networks and the basic and less shallow neural networks is 

that the deep convolutional neural networks are classifying the data better. The error of 

omission with the 125 epochs model is only 13% while the error of commission is 11%. 

The error of omission with the 250 epochs model is 16% while the error of commission is 

11%. The error of commission is the same for the deep convolutional neural networks, 

but the error of omission is lower with 125 epochs. The producer’s accuracy with 125 

epochs is  7  and the user’s accuracy is    . The producer’s accuracy with 250 epochs 

is     and the user’s accuracy is    . The model with 125 epochs has a true positive 

rate of 89%, false negative rate of 11%, false positive rate of 13% and true negative rate 

at 87%. The model with 250 epochs has a true positive rate of 89%, false negative rate of 

11%, false positive rate of 16% and true negative rate at 84%. The kappa coefficient for 
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the convolutional neural network using 125 epochs is 0.564. The kappa coefficient for the 

convolutional neural network using 250 epochs is 0.547. These models show the largest 

kappa coefficient values, meaning they are the most accurate classifiers tested. The neural 

network matrix values are shown in Table 9 and the neural network statistics are shown 

in Table 10. 

Comparing the two deep convolutional neural networks, the model with 125 

epochs performed slightly better. When the overall performance begins to worsen as the 

number of epochs increase, this means that the model has reached its performance peak 

and is beginning to overfit the data. As the normalized confusion matrix shows an 

increase in error with the increase in epochs, the loss also reflects the overfitting. The loss 

begins to increase from 0.38 to 0.41 as the epochs increase from 125 to 250. The goal for 

the loss is to be 0. 

The deep convolutional neural network out preforms all the other networks and 

classifiers. Overall, both deep convolutional neural networks had higher accuracy 

compared to the other methods. The deep convolutional neural network showed that 

using more epochs is not always the best, with 250 epochs having a loss of 0.41 and with 

125 epochs having a loss of 0.38. The deep convolutional neural networks classified the 

fishnet cells most accurately. Using 125 epochs, the classification of the non-burnt fishnet 

cells was 89% while the burnt fishnet cells were 87%. The results using 250 epochs were 

similar with non-burnt areas being classified at 89% while burnt areas were classified at 

84%.  
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A. Basic Nueral Network                                       B. Shallow Nueral Network 

    
 

              C. Flatten Time Window Neural Network         D. Convolutional Neural Network   

    
 

E. Deep Convolutional Neural                             F. Deep Convolutional Neural            

Network with 125 epochs                                     Network with 250 epochs                        

    
 

Figure 23. The Normalized Confusion Matrices for Neural Networks 
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Table 9. Neural Networks Confusion Matrix Results 

  

Table 10. Neural Network Statistic Results 

 

5. Conclusions 

Deep learning is the new focus of study within machine learning due to its 

capability of producing faster and more accurate results for large datasets. This research 

has shown this to be true. The goals of this study were to determine whether 

convolutional neural networks could be used on moderate-resolution imagery such as 

Landsat 4 and 5, and whether the models produce accurate classification results.  
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51 scenes were collected from Landsat 4 and 5 between 1985-2011 for the Konza 

tallgrass prairie. The Konza was separated into a 4 x 4-pixel size fishnet of cells that were 

classified as non-burnt or burnt cells. The data was cross validated with 80% to train the 

models and 20% to test the model. 

This research used four machine learning models and six neural network models 

to compare the classification results. The machine learning models were logistic 

regression, k-nearest neighbor, decision tree, and linear support vector machine. The 

neural networks were basic neural network, shallow neural network, flatten time window 

neural network, convolutional neural network, and two deep convolutional neural 

networks with epochs of 125 and 250. The results show that the k-nearest neighbor 

produced the highest overall accuracy compared to all the machine learning and neural 

networks but consist of high errors of omission pointing to the fact that the classification 

does not accurately represent the area. The deep convolutional neural network had the 

best results for classifying burnt and non-burnt cells and low errors of omission and 

commission, which better represents the prairie. 

Machine learning operators and basic and shallow neural networks produced 

quality results, but not the best. Convolutional neural networks showed much better 

accuracy and the denser the network was, the better the accuracy becomes. With the 

creation of deep convolutional neural networks, classification results show better 

accuracy. Better classification leads to better management of an ever-decreasing resource, 

that being tallgrass prairie. 

The convolutional neural network was able to handle moderate-resolution data 

and produce accurate classification results. Convolutional neural networks take high 
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dimensionality data and reduces the number of pixels in classification. These networks 

produce accurate classification results quickly for large ranges without needing a lot of 

memory.  

It was important to note that the convolutional neural network was able to work 

well with the moderate-resolution data. Very often moderate resolution is used to 

augment land management. Government and local sectors use moderate-resolution data 

when working at a regional scale. Neural networks can be used to classify data that is at 

regional scales. This allows for management work to be carried out on large areas 

without the need to build mosaics to cover the area. The neural network can work with 

the large amount of data and while still producing acceptable results. 

Additionally, the neural networks complete the classifications quickly. The deep 

convolutional neural network model with 250 epochs took the longest time at about 4 

hours and 30 minutes, which is still quick when working with 51 scenes that have 306 

bands altogether. Knowing this, the user can turnover a model several times within one 

day. This allows for more experimentation in the classification process which can lead to 

better, more accurate, classifications.  

It is important to note that the quality of the classification cannot be determined 

solely by the overall accuracy of the model. As shown above, logistic regression, linear 

support vector machine, basic neural network and the shallow neural network all have 

overall accuracies of 89%. This is a better accuracy rate compared to that of the decision 

tree, flatten time window neural network, and the convolutional neural network, but they 

do not represent the data as well as the other models. 
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 The errors of omission for the logistic regression, linear support vector machine, 

basic neural network, and the shallow neural network were 100%. This indicates that the 

data was omitted from the correct class in the classification. These models classified the 

data entirely as non-burnt. The kappa coefficients for these models were 0, which 

indicated that it was luck that the models classified some cells correctly.  

The normalized confusion matrices help aid in determining how a model 

performed. The k-nearest neighbor had an overall accuracy of 91% and the convolutional 

neural network of 85%. The normalized confusion matrices show that the k-nearest 

neighbor classified the non-burnt cells correctly at 97% and the burnt cells correctly at 

36%. The convolutional neural network correctly classified the non-burnt cells at 86% 

and burnt cells at 84%. The convolutional neural network performed much better at 

classifying the burnt cells compared to the k-nearest neighbor. Therefore, the overall 

accuracy does not determine the quality of the model. 

This is not the first time convolutional neural networks outperformed machine 

learning operators in research. Rezaee et al. (2018) applied a convolutional neural 

network that include the convolutional layer, pooling layer, and the fully connected layer. 

Their research only used two dates for two locations in Canada. They used high spatial 

resolution data at 5 meters. They compared the results of the convolutional neural 

network to a random forest. The convolutional neural network outperformed random 

forests. 

Weng et al. (2017) also used a convolutional neural network to compare its results 

to a machine learning operator, the support vector machine. They paired their 

convolutional neural network with an extreme learning machine. The convolutional 
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neural network outperformed the machine learning operators and was straight forward 

and simple. The current study followed this trend, where the convolutional neural 

networks were able to outperform the machine learning operators.  

Much of what follows down to the future work is future work are many ideas to 

improve the current research and several others to expand it. The most substantial way to 

improve this research would be to visit the Konza. Due to travel restrictions imposed by 

the University of Missouri due to COVID-19, no field observations of the Konza for this 

study were allowed. Having the ability to visit the study site would have greatly enhanced 

this researcher’s understanding of the dynamics at work in such a diverse environment.  

Visiting the field site would allow for verifications of the classification models. As 

each model trains on the data, the results could be checked to observe if classification 

predictions match the ground truth. As the results were produced, the user could verify 

that the model was accurately classifying the area. Correcting for any errors would allow 

for fine-tune of the model. Additionally, the ground data would provide context to the 

user. 

In addition to visiting the study area, the goals of the study could be refined to 

focus on different questions. One could question how the neural networks’ performances 

are affected by the scale of the data. Redefining the size of the fishnet would help answer 

this question. This research produced quality results with a cell size of 4 x 4-pixels. 

Comparing this size to a fishnet cell that had a cell size of 6 x 6-pixels would show if the 

neural networks can produce quality results with coarser data. Changing the cell size to 2 

x 2-pixels would show how the models handles finer data. This would help determine if 

scale is a factor in neural networks’ performances.  hanging the scale will also give 
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context to land managers if results remain consistent with coarse data, they could perform 

classification on a larger regional scale. 

Another question would be to add more information classes to the classification 

and examine how the models perform. Land managers are often looking for more than 

two classes unlike what was used in this research. Often, numerous vegetation types and 

ground coverage types (e.g., urban or water) are desired. Adding different classes could 

add complexity to the model. Comparing the results of the models for different number of 

classes could help define how the neural networks handle more thematic complexity. 

Lastly, running the models in a remote sensing software, such as ERDAS Imagine, 

would show how a pre-scripted model runs on 51 scenes of moderate-resolution data. 

This study used models that were written for the scope of this research alone. Most land 

managers are not data scientists, they would most likely use an off the shelf remote 

sensing software. Discovering if a convolutional neural network could produce good 

results in a remote sensing software, such as ERDAS Imagine, would give a much larger 

number of users the ability to implement deep learning into their work. 

5.1 Recommendations for Future Work 

Visual maps were not produced for each model run in this research. Adding the 

visual maps would allow for spatial comparison of the models’ performances, 

highlighting where each model struggled to classify accurately. The maps would provide 

clarification on where a model had trouble with the classification process. This would 

lead to investigation of why a specific region was being misclassified. Additionally, the 
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visual maps could provide evidence as to whether the misclassification was random or 

systematic in nature. 

Additionally, the visual maps would provide information that could further this 

research. The visual maps could show whether the diverse vegetation or topography 

played a role in misclassification by the models. If a model showed misclassification on a 

specific type of vegetation or topography type, then that provides knowledge for further 

research. 

The idea for this study was to be able to classify the land using remote sensing 

data. To take this idea further, this study could organize the fishnet cell classification 

results to recreate the watersheds and the fire regimes they follow. Classifying the burnt 

and non-burnt fishnet cells and then adding the classification of how often they burn 

would allow one to organize which cells to follow the fire regime. A temporal profile 

could then be created that shows the watersheds fire regimes over time. The profile 

would illustrate a pattern that shows the fire regime as well as the frequency and pattern 

of burning.   

Using the above as a springboard, one could expand this research to a less 

intensively managed landscape such as the Flint Hills. This would allow for a better 

represent of the robustness of the neural network as a classification technique for 

remotely sensed data. The burn history of the Flint Hills is not as well documented as the 

Konza. Applying the model over a larger region like the Flint Hills would show whether 

a neural network could show the occurrence of smaller scale phenomena and classifying 

a much more diverse environment. This would be instrumental in helping to manage the 

resources of a unique and diverse environment. 
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The methods developed in this research could be implemented using higher 

spatial resolution imagery. This would help answer the question if using higher resolution 

imagery increases the accuracy of the neural networks and/or whether some outperform 

others. For example, it could be possible that the less shallow convolutional neural 

network performs at the same level as the deep convolutional neural network when 

working at a finer spatial resolution. If this is the case, then one could go with the most 

parsimonious model where less layers are needed.  

 One could also subdivide the study area using topography. Splitting the Konza 

into different topographic types using geomorphometric techniques could led to an 

understanding of whether topography plays a role in the classification process. If the 

topography plays a role in the classification process, then it would be important to divide 

other study areas, such as the Flint Hills, by topographic types.   
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Appendix A  

6.2 A1.  Raw Features – Stacked Base Line Machine Learning 

Required Data File ./FullStacked_data.csv 

Basic Data Preparation 

import os, sys 

import numpy as np 

import pandas as pd 

# Dataset location 

DATASET = 'FullStacked_data.csv' 

assert os.path.exists(DATASET) 

 

# Load and shuffle 

dataset = pd.read_csv(DATASET).sample(frac = 1).reset_index(drop=True) 

Note: Becaues we are using sample(frac = 1) we are randomizing all the data. 

Therefore, results will vary from time to time based on the data set reading. 

dataset.head() 

# Drop first 3 columns and isBurnt label 

# 0 index of columns - so ",3" drops  {0,1,2} 

X = np.array(dataset.iloc[:,3:-1]) 

y = np.array(dataset.isBurnt) 

y = y - 1  #shift from {1.2} to {0,1} for non-burn, burn 

 

Test Base Line ML Classifiers 

from sklearn.linear_model import LogisticRegression 

from sklearn.neighbors import KNeighborsClassifier 

from sklearn.tree import DecisionTreeClassifier 

from sklearn.svm import LinearSVC 

Baseline a resubstitution Logistic Regression 

# Create an instance of a model that can be trained 

model = LogisticRegression() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)        

LR_RESUB_SCORE = model.score(X, y) 

print("Logistic Regression: {0:6.5f}".format(LR_RESUB_SCORE)) 
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Baseline a resubstitution KNeighborsClassifier 

# Create an instance of a model that can be trained 

model = KNeighborsClassifier() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)    

KNN_RESUB_SCORE = model.score(X, y) 

print("KNN : {0:6.5f}".format(KNN_RESUB_SCORE)) 

 

Baseline a resubstitution Decision Tree 

# Create an instance of a model that can be trained 

model = DecisionTreeClassifier() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)        

DT_RESUB_SCORE = model.score(X, y) 

print("Decision Tree: {0:6.5f}".format(DT_RESUB_SCORE)) 

 

Baseline a resubstitution LinearSVC 

# Create an instance of a model that can be trained 

model = LinearSVC() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)        

SVC_RESUB_SCORE = model.score(X, y) 

print("Linear SVC Regression: {0:6.5f}".format(SVC_RESUB_SCORE)) 

 

Resubstitution Model Summary 

Logistic Regression: 0.88639 

K(5) Nearest Neighbors: 0.93313 

Decision Tree: 0.99982 

Linear SVC: 0.81790 

 

Cross-Fold Analysis of Classifier Generalizability 

We are going to do a 5-fold cross validation for each model. Then, compare the 

degrade. 
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import sklearn.model_selection 

XFOLD = 5 

# Hide the pesky warnings from Logit 

import warnings; warnings.simplefilter('ignore') 

 

# new model 

model = LogisticRegression() 

# Show Prior 

print("Resub Logistic Regression: {0:6.5f}".format(LR_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 

    change = (acc-LR_RESUB_SCORE)/LR_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

 

print("Average Logit Acc {:5.2f}%".format(np.mean(cv_results)*100)) 

 

# new model 

model = KNeighborsClassifier() 

# Show Prior 

print("Resub KNN: {0:6.5f}".format(KNN_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 

    change = (acc-KNN_RESUB_SCORE)/KNN_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

     

print("Average KNN Acc {:5.2f}%".format(np.mean(cv_results)*100)) 

# new model 

model = DecisionTreeClassifier() 

# Show Prior 

print("Resub Decision Tree: {0:6.5f}".format(DT_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 

    change = (acc-DT_RESUB_SCORE)/DT_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

     

print("Average Decision Tree Acc {:5.2f}%".format(np.mean(cv_results)*100)) 

# new model 

model = LinearSVC() 
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# Show Prior 

print("Resub SVC: {0:6.5f}".format(SVC_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 

    change = (acc-SVC_RESUB_SCORE)/SVC_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

     

print("Average Linear SVC Acc {:5.2f}%".format(np.mean(cv_results)*100)) 

Notes 

Average Logit Acc 88.63% 

Average KNN Acc 90.70% 

Average Decision Tree Acc 87.69% 

Average Linear SVC Acc 83.41% 

The high-performing decision tree seems overfit based on the 10% + decline from 

resub to cross-validation. 

The linear Support Vector Machine is very inconsistent 

The best is the KNN with an average Accuracy of 90.7% 

 

6.3 A2. Normalized Data- Base Line Machine Learning 

Normalized Data Baseline ML Tests 

Required Data File ./normalized_global_bands_mean_stdev.csv.csv 

Basic Data Preparation 

import os, sys 

import numpy as np 

import pandas as pd 

# Dataset location 

DATASET = 'normalized_global_bands_mean_stdev.csv' 

assert os.path.exists(DATASET) 

 

# Load and shuffle 

dataset = pd.read_csv(DATASET).sample(frac = 1).reset_index(drop=True) 

Note: Becaues we are using sample(frac = 1) we are randomizing all the data. 

Therefore, results will vary from time to time based on the data set reading. 
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dataset.head() 

   Unnamed: 0  OBJECTID  isBurnt     YrMo   mean_B1  stdev_B1   mean_B2  \ 

0      111911      2195        1   1993_8  0.278291  0.006397  0.312607    

1        6069       120        1   1983_8  0.257982  0.003158  0.290952    

2       71193      1396        1  2010_10  0.012396  0.001847  0.018174    

3      100110      1963        1  2010_10  0.011019  0.002520  0.015652    

4        3493        69        1   1997_8  0.277287  0.006035  0.307220    

 

   stdev_B2   mean_B3  stdev_B3   mean_B4  stdev_B4   mean_B5  stdev_B5  \ 

0  0.008489  0.311344  0.012743  0.503853  0.024604  0.496273  0.014631    

1  0.005240  0.272013  0.004180  0.655026  0.027799  0.415977  0.012893    

2  0.002741  0.021268  0.004821  0.061825  0.017317  0.069052  0.022702    

3  0.004687  0.018838  0.006344  0.062237  0.012773  0.066578  0.016590    

4  0.008866  0.302976  0.010242  0.576004  0.019570  0.478553  0.028019    

 

    mean_B6  stdev_B6   

0  0.383065  0.017773   

1  0.306542  0.008659   

2  0.038743  0.014034   

3  0.033626  0.009976   

4  0.341355  0.018982   

# Drop first 3 columns and isBurnt label 

# 0 index of columns - so ",4" drops  {0,1,2,3} 

X = np.array(dataset.iloc[:,4:]) 

y = np.array(dataset.isBurnt) 

y = y - 1  #shift from {1.2} to {0,1} for non-burn, burn 

 

Test Base Line ML Classifiers 

from sklearn.linear_model import LogisticRegression 

from sklearn.neighbors import KNeighborsClassifier 

from sklearn.tree import DecisionTreeClassifier 

from sklearn.svm import LinearSVC 

Baseline a resubstitution Logistic Regression 

# Create an instance of a model that can be trained 

model = LogisticRegression() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)        

LR_RESUB_SCORE = model.score(X, y) 

print("Logistic Regression: {0:6.5f}".format(LR_RESUB_SCORE)) 

/opt/conda/lib/python3.7/site-packages/sklearn/linear_model/logistic.py:433: 

FutureWarning: Default solver will be changed to 'lbfgs' in 0.22. Specify a solver to 
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silence this warning. 

  FutureWarning) 

Logistic Regression: 0.89320 

 

Baseline a resubstitution KNeighborsClassifier 

# Create an instance of a model that can be trained 

model = KNeighborsClassifier() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)    

KNN_RESUB_SCORE = model.score(X, y) 

print("KNN : {0:6.5f}".format(KNN_RESUB_SCORE)) 

KNN : 0.93273 

 

Baseline a resubstitution Decision Tree 

# Create an instance of a model that can be trained 

model = DecisionTreeClassifier() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)        

DT_RESUB_SCORE = model.score(X, y) 

print("Decision Tree: {0:6.5f}".format(DT_RESUB_SCORE)) 

Decision Tree: 0.99982 

 

Baseline a resubstitution LinearSVC 

# Create an instance of a model that can be trained 

model = LinearSVC() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)        

SVC_RESUB_SCORE = model.score(X, y) 

print("Linear SVC Regression: {0:6.5f}".format(SVC_RESUB_SCORE)) 

Linear SVC Regression: 0.89324 

 

Resubstitution Model Summary 

Logistic Regression: 0.89320 

K(5) Nearest Neighbors: 0.93273 
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Decision Tree: 0.99982 

Linear SVC: 0.89324 

Inquiry: How to these resub score differ from unnormalized? 

Thoughts on why? 

 

Cross-Fold Analysis of Classifier Generalizability 

We are going to do a 5-fold cross validation for each model. Then, compare the 

degrade. 

import sklearn.model_selection 

XFOLD = 5 

# Hide the pesky warnings from Logit 

import warnings; warnings.simplefilter('ignore') 

 

# new model 

model = LogisticRegression() 

# Show Prior 

print("Resub Logistic Regression: {0:6.5f}".format(LR_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 

    change = (acc-LR_RESUB_SCORE)/LR_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

 

print("Average Logit Acc {:5.2f}%".format(np.mean(cv_results)*100)) 

Resub Logistic Regression: 0.89320 

Fold 0: 0.89318, change -0.00% 

Fold 1: 0.89310, change -0.01% 

Fold 2: 0.89314, change -0.01% 

Fold 3: 0.89322, change  0.00% 

Fold 4: 0.89325, change  0.01% 

Average Logit Acc 89.32% 

 

# new model 

model = KNeighborsClassifier() 

# Show Prior 

print("Resub KNN: {0:6.5f}".format(KNN_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 
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    change = (acc-KNN_RESUB_SCORE)/KNN_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

     

print("Average KNN Acc {:5.2f}%".format(np.mean(cv_results)*100)) 

Resub KNN: 0.93273 

Fold 0: 0.90685, change -2.77% 

Fold 1: 0.90693, change -2.77% 

Fold 2: 0.90841, change -2.61% 

Fold 3: 0.90585, change -2.88% 

Fold 4: 0.90774, change -2.68% 

Average KNN Acc 90.72% 

# new model 

model = DecisionTreeClassifier() 

# Show Prior 

print("Resub Decision Tree: {0:6.5f}".format(DT_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 

    change = (acc-DT_RESUB_SCORE)/DT_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

     

print("Average Decision Tree Acc {:5.2f}%".format(np.mean(cv_results)*100)) 

Resub Decision Tree: 0.99982 

Fold 0: 0.86995, change -12.99% 

Fold 1: 0.86739, change -13.25% 

Fold 2: 0.86669, change -13.32% 

Fold 3: 0.87110, change -12.87% 

Fold 4: 0.86709, change -13.28% 

Average Decision Tree Acc 86.84% 

# new model 

model = LinearSVC() 

# Show Prior 

print("Resub SVC: {0:6.5f}".format(SVC_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 

    change = (acc-SVC_RESUB_SCORE)/SVC_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

     

print("Average Linear SVC Acc {:5.2f}%".format(np.mean(cv_results)*100)) 

Resub SVC: 0.89324 

Fold 0: 0.89329, change  0.01% 
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Fold 1: 0.89325, change  0.00% 

Fold 2: 0.89322, change -0.00% 

Fold 3: 0.89322, change -0.00% 

Fold 4: 0.89322, change -0.00% 

Average Linear SVC Acc 89.32% 

Notes 

Average Logit Acc 89.32% 

Average KNN Acc 90.60% 

Average Decision Tree Acc 86.72% 

Average Linear SVC Acc 89.32% 

The high-performing decision tree seems overfit based on the 13% + decline from 

resub to cross-validation. 

The linear Support Vector Machine is very consistent with the normalized data! 

The best is the KNN with an average Accuracy of 90.6% 

Take best classifer, do train/test split and Confusion Matrix 

# Create an instance of a model that can be trained 

model = KNeighborsClassifier() 

 

from sklearn.model_selection import train_test_split 

 

# This function returns four sets: 

# Training features 

#       # Testing features 

#       #        # Training labels 

#       #        #        # Testing labels 

X_train, X_test, y_train, y_test = train_test_split(X,y,  

                                                    test_size=0.20) 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X_train, y_train)    

KNeighborsClassifier(algorithm='auto', leaf_size=30, metric='minkowski', 

           metric_params=None, n_jobs=None, n_neighbors=5, p=2, 

           weights='uniform') 

%matplotlib inline 

import matplotlib.pyplot as plt 

import itertools 

 

from sklearn.metrics import f1_score, confusion_matrix 

 

# Function borrowed from: 
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# http://scikit-

learn.org/stable/auto_examples/model_selection/plot_confusion_matrix.html#sphx-glr-

auto-examples-model-selection-plot-confusion-matrix-py 

def plot_confusion_matrix(cm, classes, 

                          normalize=False, 

                          title='Confusion matrix', 

                          cmap=plt.cm.Blues): 

    """ 

    This function prints and plots the confusion matrix. 

    Normalization can be applied by setting `normalize=True`. 

    """ 

    if normalize: 

        cm = cm.astype('float') / cm.sum(axis=1)[:, np.newaxis] 

        print("Normalized confusion matrix") 

    else: 

        print('Confusion matrix, without normalization') 

 

    print(cm) 

 

    plt.imshow(cm, interpolation='nearest', cmap=cmap) 

    plt.title(title) 

    plt.colorbar() 

    tick_marks = np.arange(len(classes)) 

    plt.xticks(tick_marks, classes, rotation=45) 

    plt.yticks(tick_marks, classes) 

 

    fmt = '.2f' if normalize else 'd' 

    thresh = cm.max() / 2. 

    for i, j in itertools.product(range(cm.shape[0]), range(cm.shape[1])): 

        plt.text(j, i, format(cm[i, j], fmt), 

                 horizontalalignment="center", 

                 color="white" if cm[i, j] > thresh else "black") 

 

    plt.ylabel('True label') 

    plt.xlabel('Predicted label') 

    plt.tight_layout() 

y_pred = model.predict(X_test) 

print(y_pred) 

#pred_class = np.argmax(y_pred, axis=1) 

[0 1 0 ... 0 0 0] 

np.set_printoptions(precision=2) 

cnf_matrix = confusion_matrix(y_test, y_pred) 

plt.figure() 

plot_confusion_matrix(cnf_matrix,  
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                      classes=['Non-Burn','Burnt'],  

                      normalize=True, 

                      title='Normalized confusion matrix') 

 

plt.show() 

Normalized confusion matrix 

[[0.97 0.03] 

 [0.64 0.36]] 

 

6.4 A3. Z-Score Scaled – Base Line Machine Learning 

Required Data File ./FullStacked_data.csv 

Basic Data Preparation 

import os, sys 

import numpy as np 

import pandas as pd 

# Dataset location 

DATASET = 'FullStacked_data.csv' 

assert os.path.exists(DATASET) 

 

# Load and shuffle 

dataset = pd.read_csv(DATASET).sample(frac = 1).reset_index(drop=True) 

Note: Becaues we are using sample(frac = 1) we are randomizing all the data. 

Therefore, results will vary from time to time based on the data set reading. 

dataset.head() 

# Drop first 3 columns and isBurnt label 

# 0 index of columns - so ",3" drops  {0,1,2} 

X = np.array(dataset.iloc[:,3:-1]) 



83 
 

y = np.array(dataset.isBurnt) 

y = y - 1  #shift from {1.2} to {0,1} for non-burn, burn 

Use the Standard Scaler 

from sklearn.preprocessing import StandardScaler 

    # Learn Mean and StdDec, normalize to Z-score 

X = StandardScaler().fit_transform(X) 

 

Test Base Line ML Classifiers 

from sklearn.linear_model import LogisticRegression 

from sklearn.neighbors import KNeighborsClassifier 

from sklearn.tree import DecisionTreeClassifier 

from sklearn.svm import LinearSVC 

Baseline a resubstitution Logistic Regression 

# Create an instance of a model that can be trained 

model = LogisticRegression() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)        

LR_RESUB_SCORE = model.score(X, y) 

print("Logistic Regression: {0:6.5f}".format(LR_RESUB_SCORE)) 

 

Baseline a resubstitution KNeighborsClassifier 

# Create an instance of a model that can be trained 

model = KNeighborsClassifier() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)    

KNN_RESUB_SCORE = model.score(X, y) 

print("KNN : {0:6.5f}".format(KNN_RESUB_SCORE)) 

 

Baseline a resubstitution Decision Tree 

# Create an instance of a model that can be trained 

model = DecisionTreeClassifier() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)        

DT_RESUB_SCORE = model.score(X, y) 

print("Decision Tree: {0:6.5f}".format(DT_RESUB_SCORE)) 



84 
 

 

Baseline a resubstitution LinearSVC 

# Create an instance of a model that can be trained 

model = LinearSVC() 

 

# fit = "train model parameters using this data and expected outcomes" 

model.fit(X, y)        

SVC_RESUB_SCORE = model.score(X, y) 

print("Linear SVC Regression: {0:6.5f}".format(SVC_RESUB_SCORE)) 

 

Resubstitution Model Summary 

Logistic Regression: 0.89292 

K(5) Nearest Neighbors: 0.93350 

Decision Tree: 0.99982 

Linear SVC: 0.89322 

Sometimes Linear SVC will generate a "ConvergenceWarning: Liblinear failed to 

converge" 

 

Cross-Fold Analysis of Classifier Generalizability 

We are going to do a 5-fold cross validation for each model. Then, compare the 

degrade. 

import sklearn.model_selection 

XFOLD = 5 

# Hide the pesky warnings from Logit 

import warnings; warnings.simplefilter('ignore') 

 

# new model 

model = LogisticRegression() 

# Show Prior 

print("Resub Logistic Regression: {0:6.5f}".format(LR_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 

    change = (acc-LR_RESUB_SCORE)/LR_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

 

print("Average Logit Acc {:5.2f}%".format(np.mean(cv_results)*100)) 
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# new model 

model = KNeighborsClassifier() 

# Show Prior 

print("Resub KNN: {0:6.5f}".format(KNN_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 

    change = (acc-KNN_RESUB_SCORE)/KNN_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

     

print("Average KNN Acc {:5.2f}%".format(np.mean(cv_results)*100)) 

# new model 

model = DecisionTreeClassifier() 

# Show Prior 

print("Resub Decision Tree: {0:6.5f}".format(DT_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 

    change = (acc-DT_RESUB_SCORE)/DT_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

     

print("Average Decision Tree Acc {:5.2f}%".format(np.mean(cv_results)*100)) 

# new model 

model = LinearSVC() 

# Show Prior 

print("Resub SVC: {0:6.5f}".format(SVC_RESUB_SCORE)) 

# Run Cross Val 

cv_results = sklearn.model_selection.cross_val_score(model, X, y, cv=XFOLD) 

 

for i,acc in enumerate(cv_results): 

    change = (acc-SVC_RESUB_SCORE)/SVC_RESUB_SCORE * 100 

    print("Fold {}: {:6.5f}, change {:5.2f}%".format(i,acc,change)) 

     

print("Average Linear SVC Acc {:5.2f}%".format(np.mean(cv_results)*100)) 

Notes 

Average Logit Acc 89.29% 

Average KNN Acc 90.69% 

Average Decision Tree Acc 87.52% 

Average Linear SVC Acc 89.32% 
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The high-performing decision tree seems overfit based on the 12% + decline from 

resub to cross-validation. 

The linear Support Vector Machine is very consistent with normalized data 

The best is the KNN with an average Accuracy of 90.7% 

 

6.5 A4. KerasTF Basic Neural Network 

%matplotlib inline 

import matplotlib.pyplot as plt 

 

import os, sys 

sys.path.append('/dsa/scripts') 

import tensorflow as tf 

from dsa_automation import tf_limit, tf_keras_reset 

sess_config = tf_limit(tf, 4, glbs=globals()) 

 

import itertools 

import numpy as np 

import pandas as pd 

from sklearn.preprocessing import scale, LabelEncoder 

from sklearn.metrics import f1_score, confusion_matrix 

from sklearn.metrics import accuracy_score 

from sklearn.model_selection import train_test_split 

 

from scipy import stats 

 

# Random seed for numpy 

np.random.seed(18937) 

<IPython.core.display.Javascript object> 

print(tf.__version__) 

1.13.1 

Load in the data, slice it up 

# Dataset location 

DATASET = 'normalized_global_bands_mean_stdev.csv' 

assert os.path.exists(DATASET) 

 

# Load and shuffle 

dataset = pd.read_csv(DATASET).sample(frac = 1).reset_index(drop=True) 
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# Drop first 3 columns and isBurnt label 

# 0 index of columns - so ",4" drops  {0,1,2,3} 

X = np.array(dataset.iloc[:,4:]) 

y = np.array(dataset.isBurnt) 

y = y - 1  #shift from {1.2} to {0,1} for non-burn, burn 

X.shape 

(134946, 12) 

y.shape 

(134946,) 

from sklearn.model_selection import train_test_split 

 

# This function returns four sets: 

# Training features 

#       # Testing features 

#       #        # Training labels 

#       #        #        # Testing labels 

X_train, X_test, y_train, y_test = train_test_split(X, y, test_size=0.20) 

#       #        #        #        #        #        #        # save 20% 

print(type(X_train)) 

<class 'numpy.ndarray'> 

Build an initial model 

Task 4: Define the neural architecture with Keras 

tf_keras_reset(tf, sess_config) 

 

 

X_dims = X.shape 

 

#     from Visualization:  

# result['isBurnt'].value_counts() 

# 1    120546 

# 2     14400 

output_bias = np.log([14400/120546]) 

 

output_bias = tf.keras.initializers.Constant(output_bias) 

 

# ---------------------------------- 

# Build a mode that is composed of this list of layers 

model = tf.keras.Sequential([ 

    tf.keras.layers.Dense(12, input_dim=X_dims[1]), 

    tf.keras.layers.Dense(2, activation='softmax', 

                         bias_initializer=output_bias),  
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]) 

# ---------------------------------- 

model.summary() 

WARNING:tensorflow:From /opt/conda/lib/python3.7/site-

packages/tensorflow/python/ops/resource_variable_ops.py:435: colocate_with (from 

tensorflow.python.framework.ops) is deprecated and will be removed in a future version. 

Instructions for updating: 

Colocations handled automatically by placer. 

_________________________________________________________________ 

Layer (type)                 Output Shape              Param #    

===============================================================

== 

dense (Dense)                (None, 12)                156        

_________________________________________________________________ 

dense_1 (Dense)              (None, 2)                 26         

===============================================================

== 

Total params: 182 

Trainable params: 182 

Non-trainable params: 0 

_________________________________________________________________ 

Compile the model 

model.compile(optimizer=tf.keras.optimizers.Adam(0.001),   

              loss='categorical_crossentropy', 

              metrics=['accuracy']) 

One-Hot the labels 

y_train_one_hot = tf.keras.utils.to_categorical(y_train) 

y_test_one_hot = tf.keras.utils.to_categorical(y_test) 

Train the model 

# Train the model, iterating on the data in batches of 4 samples 

model.fit(X_train, y_train_one_hot, epochs=50, batch_size=25) 

WARNING:tensorflow:From /opt/conda/lib/python3.7/site-

packages/tensorflow/python/ops/math_ops.py:3066: to_int32 (from 

tensorflow.python.ops.math_ops) is deprecated and will be removed in a future version. 

Instructions for updating: 

Use tf.cast instead. 

Epoch 1/50 

107956/107956 [==============================] - 7s 60us/sample - loss: 

0.3383 - acc: 0.8934 

Epoch 2/50 

107956/107956 [==============================] - 4s 33us/sample - loss: 

0.3323 - acc: 0.8934 
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Epoch 3/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3309 - acc: 0.8934 

Epoch 4/50 

107956/107956 [==============================] - 4s 35us/sample - loss: 

0.3298 - acc: 0.8933 

Epoch 5/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3289 - acc: 0.8932 

Epoch 6/50 

107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3281 - acc: 0.8932 

Epoch 7/50 

107956/107956 [==============================] - 4s 35us/sample - loss: 

0.3275 - acc: 0.8931 

Epoch 8/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3273 - acc: 0.8932 

Epoch 9/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3269 - acc: 0.8931 

Epoch 10/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3267 - acc: 0.8930 

Epoch 11/50 

107956/107956 [==============================] - 4s 35us/sample - loss: 

0.3264 - acc: 0.8930 

Epoch 12/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3264 - acc: 0.8930 

Epoch 13/50 

107956/107956 [==============================] - 4s 35us/sample - loss: 

0.3260 - acc: 0.8930 

Epoch 14/50 

107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3257 - acc: 0.8930 

Epoch 15/50 

107956/107956 [==============================] - 4s 34us/sample - loss: 

0.3258 - acc: 0.8931 

Epoch 16/50 

107956/107956 [==============================] - 4s 38us/sample - loss: 

0.3256 - acc: 0.8930 

Epoch 17/50 

107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3255 - acc: 0.8929 

Epoch 18/50 
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107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3253 - acc: 0.8929 

Epoch 19/50 

107956/107956 [==============================] - 4s 34us/sample - loss: 

0.3253 - acc: 0.8930 

Epoch 20/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3252 - acc: 0.8931 

Epoch 21/50 

107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3253 - acc: 0.8930 

Epoch 22/50 

107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3251 - acc: 0.8930 

Epoch 23/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3249 - acc: 0.8930 

Epoch 24/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3246 - acc: 0.8930 

Epoch 25/50 

107956/107956 [==============================] - 4s 34us/sample - loss: 

0.3247 - acc: 0.8930 

Epoch 26/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3246 - acc: 0.8930 

Epoch 27/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3246 - acc: 0.8931 

Epoch 28/50 

107956/107956 [==============================] - 4s 35us/sample - loss: 

0.3245 - acc: 0.8930 

Epoch 29/50 

107956/107956 [==============================] - 4s 38us/sample - loss: 

0.3243 - acc: 0.8930 

Epoch 30/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3242 - acc: 0.8930 

Epoch 31/50 

107956/107956 [==============================] - 4s 35us/sample - loss: 

0.3240 - acc: 0.8930 

Epoch 32/50 

107956/107956 [==============================] - 4s 35us/sample - loss: 

0.3241 - acc: 0.8930 

Epoch 33/50 

107956/107956 [==============================] - 4s 37us/sample - loss: 
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0.3238 - acc: 0.8930 

Epoch 34/50 

107956/107956 [==============================] - 4s 35us/sample - loss: 

0.3238 - acc: 0.8930 

Epoch 35/50 

107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3239 - acc: 0.8930 

Epoch 36/50 

107956/107956 [==============================] - 4s 38us/sample - loss: 

0.3239 - acc: 0.8930 

Epoch 37/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3237 - acc: 0.8930 

Epoch 38/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3236 - acc: 0.8930 

Epoch 39/50 

107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3234 - acc: 0.8930 

Epoch 40/50 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3236 - acc: 0.8930 

Epoch 41/50 

107956/107956 [==============================] - 4s 34us/sample - loss: 

0.3233 - acc: 0.8930 

Epoch 42/50 

107956/107956 [==============================] - 4s 35us/sample - loss: 

0.3235 - acc: 0.8929 

Epoch 43/50 

107956/107956 [==============================] - 4s 38us/sample - loss: 

0.3234 - acc: 0.8929 

Epoch 44/50 

107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3234 - acc: 0.8930 

Epoch 45/50 

107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3232 - acc: 0.8930 

Epoch 46/50 

107956/107956 [==============================] - 4s 35us/sample - loss: 

0.3230 - acc: 0.8930 

Epoch 47/50 

107956/107956 [==============================] - 4s 38us/sample - loss: 

0.3231 - acc: 0.8929 

Epoch 48/50 

107956/107956 [==============================] - 4s 35us/sample - loss: 

0.3230 - acc: 0.8930 
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Epoch 49/50 

107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3229 - acc: 0.8930 

Epoch 50/50 

107956/107956 [==============================] - 4s 34us/sample - loss: 

0.3229 - acc: 0.8930 

<tensorflow.python.keras.callbacks.History at 0x7fc38b1cb898> 

Evaluate your trained model on the on the test data 

Print the loss and accuracy obtained using model.evaluate(...). 

score = model.evaluate(X_test, y_test_one_hot, batch_size=25, verbose=2) 

 

print(model.metrics_names) 

print(score) 

 - 0s - loss: 0.3236 - acc: 0.8927 

['loss', 'acc'] 

[0.32361152852192193, 0.892701] 

Some confusion analytics 

# Function borrowed from: 

# http://scikit-

learn.org/stable/auto_examples/model_selection/plot_confusion_matrix.html#sphx-glr-

auto-examples-model-selection-plot-confusion-matrix-py 

def plot_confusion_matrix(cm, classes, 

                          normalize=False, 

                          title='Confusion matrix', 

                          cmap=plt.cm.Blues): 

    """ 

    This function prints and plots the confusion matrix. 

    Normalization can be applied by setting `normalize=True`. 

    """ 

    if normalize: 

        cm = cm.astype('float') / cm.sum(axis=1)[:, np.newaxis] 

        print("Normalized confusion matrix") 

    else: 

        print('Confusion matrix, without normalization') 

 

    print(cm) 

 

    plt.imshow(cm, interpolation='nearest', cmap=cmap) 

    plt.title(title) 

    plt.colorbar() 

    tick_marks = np.arange(len(classes)) 

    plt.xticks(tick_marks, classes, rotation=45) 
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    plt.yticks(tick_marks, classes) 

 

    fmt = '.2f' if normalize else 'd' 

    thresh = cm.max() / 2. 

    for i, j in itertools.product(range(cm.shape[0]), range(cm.shape[1])): 

        plt.text(j, i, format(cm[i, j], fmt), 

                 horizontalalignment="center", 

                 color="white" if cm[i, j] > thresh else "black") 

 

    plt.ylabel('True label') 

    plt.xlabel('Predicted label') 

    plt.tight_layout() 

y_pred = model.predict(X_test) 

pred_class = np.argmax(y_pred, axis=1) 

np.set_printoptions(precision=2) 

cnf_matrix = confusion_matrix(y_test, pred_class) 

plt.figure() 

plot_confusion_matrix(cnf_matrix,  

                      classes=['Non-Burn','Burnt'],  

                      normalize=True, 

                      title='Normalized confusion matrix') 

 

plt.show() 

Normalized confusion matrix 

[[1.00e+00 2.07e-04] 

 [1.00e+00 0.00e+00]] 
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6.6 A5. KerasTF Less Shallow Neural Network 

%matplotlib inline 

import matplotlib.pyplot as plt 

 

import os, sys 

sys.path.append('/dsa/scripts') 

import tensorflow as tf 

from dsa_automation import tf_limit, tf_keras_reset 

sess_config = tf_limit(tf, 4, glbs=globals()) 

 

import itertools 

import numpy as np 

import pandas as pd 

from sklearn.preprocessing import scale, LabelEncoder 

from sklearn.metrics import f1_score, confusion_matrix 

from sklearn.metrics import accuracy_score 

from sklearn.model_selection import train_test_split 

 

from scipy import stats 

 

# Random seed for numpy 

np.random.seed(18937) 

<IPython.core.display.Javascript object> 

print(tf.__version__) 

1.13.1 

Load in the data, slice it up 

# Dataset location 

DATASET = 'normalized_global_bands_mean_stdev.csv' 

assert os.path.exists(DATASET) 

 

# Load and shuffle 

dataset = pd.read_csv(DATASET).sample(frac = 1).reset_index(drop=True) 

# Drop first 3 columns and isBurnt label 

# 0 index of columns - so ",4" drops  {0,1,2,3} 

X = np.array(dataset.iloc[:,4:]) 

y = np.array(dataset.isBurnt) 

y = y - 1  #shift from {1.2} to {0,1} for non-burn, burn 

X.shape 

(134946, 12) 

y.shape 
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(134946,) 

from sklearn.model_selection import train_test_split 

 

# This function returns four sets: 

# Training features 

#       # Testing features 

#       #        # Training labels 

#       #        #        # Testing labels 

X_train, X_test, y_train, y_test = train_test_split(X, y, test_size=0.20) 

#       #        #        #        #        #        #        # save 20% 

print(type(X_train)) 

<class 'numpy.ndarray'> 

Build an initial model 

Task 4: Define the neural architecture with Keras 

tf_keras_reset(tf, sess_config) 

 

 

X_dims = X.shape 

#     from Visualization:  

# result['isBurnt'].value_counts() 

# 1    120546 

# 2     14400 

output_bias = np.log([14400/120546]) 

 

output_bias = tf.keras.initializers.Constant(output_bias) 

 

# ---------------------------------- 

# Build a mode that is composed of this list of layers 

model = tf.keras.Sequential([ 

    tf.keras.layers.Dense(12, input_dim=X_dims[1]), 

    tf.keras.layers.Dense(6), 

    tf.keras.layers.Dense(2, activation='softmax', 

                         bias_initializer=output_bias),  

]) 

# ---------------------------------- 

model.summary() 

WARNING:tensorflow:From /opt/conda/lib/python3.7/site-

packages/tensorflow/python/ops/resource_variable_ops.py:435: colocate_with (from 

tensorflow.python.framework.ops) is deprecated and will be removed in a future version. 

Instructions for updating: 

Colocations handled automatically by placer. 

_________________________________________________________________ 
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Layer (type)                 Output Shape              Param #    

===============================================================

== 

dense (Dense)                (None, 12)                156        

_________________________________________________________________ 

dense_1 (Dense)              (None, 6)                 78         

_________________________________________________________________ 

dense_2 (Dense)              (None, 2)                 14         

===============================================================

== 

Total params: 248 

Trainable params: 248 

Non-trainable params: 0 

_________________________________________________________________ 

Compile the model 

model.compile(optimizer=tf.keras.optimizers.Adam(0.001),   

              loss='categorical_crossentropy', 

              metrics=['accuracy']) 

One-Hot the labels 

y_train_one_hot = tf.keras.utils.to_categorical(y_train) 

y_test_one_hot = tf.keras.utils.to_categorical(y_test) 

Train the model 

# Train the model, iterating on the data in batches of 4 samples 

model.fit(X_train, y_train_one_hot, epochs=5, batch_size=25) 

WARNING:tensorflow:From /opt/conda/lib/python3.7/site-

packages/tensorflow/python/ops/math_ops.py:3066: to_int32 (from 

tensorflow.python.ops.math_ops) is deprecated and will be removed in a future version. 

Instructions for updating: 

Use tf.cast instead. 

Epoch 1/5 

107956/107956 [==============================] - 6s 52us/sample - loss: 

0.3385 - acc: 0.8909 

Epoch 2/5 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3305 - acc: 0.8932 

Epoch 3/5 

107956/107956 [==============================] - 4s 36us/sample - loss: 

0.3288 - acc: 0.8931 

Epoch 4/5 

107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3280 - acc: 0.8930 

Epoch 5/5 
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107956/107956 [==============================] - 4s 37us/sample - loss: 

0.3275 - acc: 0.8930 

<tensorflow.python.keras.callbacks.History at 0x7f7010330908> 

Evaluate your trained model on the on the test data 

Print the loss and accuracy obtained using model.evaluate(...). 

score = model.evaluate(X_test, y_test_one_hot, batch_size=25, verbose=2) 

 

print(model.metrics_names) 

print(score) 

 - 0s - loss: 0.3273 - acc: 0.8924 

['loss', 'acc'] 

[0.3273335973262544, 0.89236754] 

Some confusion analytics 

# Function borrowed from: 

# http://scikit-

learn.org/stable/auto_examples/model_selection/plot_confusion_matrix.html#sphx-glr-

auto-examples-model-selection-plot-confusion-matrix-py 

def plot_confusion_matrix(cm, classes, 

                          normalize=False, 

                          title='Confusion matrix', 

                          cmap=plt.cm.Blues): 

    """ 

    This function prints and plots the confusion matrix. 

    Normalization can be applied by setting `normalize=True`. 

    """ 

    if normalize: 

        cm = cm.astype('float') / cm.sum(axis=1)[:, np.newaxis] 

        print("Normalized confusion matrix") 

    else: 

        print('Confusion matrix, without normalization') 

 

    print(cm) 

 

    plt.imshow(cm, interpolation='nearest', cmap=cmap) 

    plt.title(title) 

    plt.colorbar() 

    tick_marks = np.arange(len(classes)) 

    plt.xticks(tick_marks, classes, rotation=45) 

    plt.yticks(tick_marks, classes) 

 

    fmt = '.2f' if normalize else 'd' 

    thresh = cm.max() / 2. 
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    for i, j in itertools.product(range(cm.shape[0]), range(cm.shape[1])): 

        plt.text(j, i, format(cm[i, j], fmt), 

                 horizontalalignment="center", 

                 color="white" if cm[i, j] > thresh else "black") 

 

    plt.ylabel('True label') 

    plt.xlabel('Predicted label') 

    plt.tight_layout() 

y_pred = model.predict(X_test) 

pred_class = np.argmax(y_pred, axis=1) 

np.set_printoptions(precision=2) 

cnf_matrix = confusion_matrix(y_test, pred_class) 

plt.figure() 

plot_confusion_matrix(cnf_matrix,  

                      classes=['Non-Burn','Burnt'],  

                      normalize=True, 

                      title='Normalized confusion matrix') 

 

plt.show() 

Normalized confusion matrix 

[[9.99e-01 5.81e-04] 

 [1.00e+00 0.00e+00]] 

 

6.7 A6. Stacked to Visualizations 

import pandas as pd 

import numpy as np 

import matplotlib.pyplot as plt 

%matplotlib inline 
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import seaborn as sns 

print(sns.__version__) 

0.9.0 

bands = ["B1","B2","B3","B4","B5","B6"] 

feats = ["mean","stdev","min","max"] 

reduced_feats = ["mean","stdev"] 

 

Read in the stacked data 

result = pd.read_csv('FullStacked_data.csv') 

Generate Global_Statistics 

global_stats = result.describe() 

some basic visualizations of the value distributions 

 # Walk the Bands (B1-B6) 

 

for b in bands: 

    for f in reduced_feats: # Combine with features 

        data_key = "_".join([f,b])  # build up the key 

        sns.distplot(result[data_key]) 

        plt.show() 
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Pull Apart, Burn vs Non-Burn 

result.head().transpose() 

                  0        1        2        3        4 

Unnamed: 0        0        1        2        3        4 

OBJECTID          1        1        1        1        1 

YrMo         1983_8   1984_9   1985_4   1985_9   1986_3 

mean_B1      1712.5  1816.94  1723.62  1940.44  1908.44 

stdev_B1    3687.55  3907.93  3710.42  4173.41  4105.39 

min_B1            0        0        0        0        0 

max_B1         9785    10046     9773    10694    10604 

mean_B2     1931.81   2020.5  1918.06  2124.06   2118.5 

stdev_B2    4165.97  4349.11  4129.87  4570.86  4557.88 

min_B2            0        0        0        0        0 

max_B2        11318    11431    10903    11947    11821 

mean_B3     1915.81  2082.56   1910.5     2274  2319.56 
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stdev_B3    4132.42  4484.98  4119.18  4892.95  4991.98 

min_B3            0        0        0        0        0 

max_B3        11224    11924    11117    12739    13057 

mean_B4     3315.19  3035.88  3438.19  2761.81  2890.19 

stdev_B4     7127.6  6526.99  7392.38  5938.17  6214.89 

min_B4            0        0        0        0        0 

max_B4        17814    16276    18473    14949    15721 

mean_B5     2992.19  3253.56  3078.62     3430  3633.94 

stdev_B5    6438.51  6995.84  6626.89  7376.28  7816.16 

min_B5            0        0        0        0        0 

max_B5        16687    17642    17401    18565    19983 

mean_B6     2364.69  2594.44  2356.12  2845.81  2961.25 

stdev_B6     5101.8  5580.84  5080.63  6120.18  6372.77 

min_B6            0        0        0        0        0 

max_B6        13821    14371    13745    15478    16607 

isBurnt           1        1        1        1        1 

result['isBurnt'].value_counts() 

1    120546 

2     14400 

Name: isBurnt, dtype: int64 

This normalizes the data to [0,1] ranges. 

normalized = pd.DataFrame({'OBJECTID': result['OBJECTID'], 

                           'isBurnt':  result['isBurnt'], 

                           'YrMo':     result['YrMo']}) 

 

for b in bands: 

    for f in reduced_feats: # Combine with features 

        data_key = "_".join([f,b])  # build up the key 

        dk_min = global_stats[data_key]['min'] 

        dk_max = global_stats[data_key]['max'] 

        print("Key {} : Range ({},{})".format(data_key,dk_min, dk_max)) 

        normalized[data_key] = np.interp( result[data_key],  

                                            (dk_min, dk_max),  

                                            (0, 1)) 

normalized.head() 

Key mean_B1 : Range (0.0,32767.0) 

Key stdev_B1 : Range (0.0,16920.807) 

Key mean_B2 : Range (0.0,32767.0) 

Key stdev_B2 : Range (0.0,16435.209) 

Key mean_B3 : Range (0.0,32767.0) 

Key stdev_B3 : Range (0.0,16579.73) 

Key mean_B4 : Range (0.0,32767.0) 

Key stdev_B4 : Range (0.0,16920.807) 

Key mean_B5 : Range (0.0,32767.0) 
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Key stdev_B5 : Range (0.0,16920.807) 

Key mean_B6 : Range (0.0,32296.125) 

Key stdev_B6 : Range (0.0,15936.333) 

   OBJECTID  isBurnt    YrMo   mean_B1  stdev_B1   mean_B2  stdev_B2  \ 

0         1        1  1983_8  0.052263  0.217930  0.058956  0.253478    

1         1        1  1984_9  0.055450  0.230954  0.061663  0.264622    

2         1        1  1985_4  0.052602  0.219282  0.058536  0.251282    

3         1        1  1985_9  0.059219  0.246644  0.064823  0.278114    

4         1        1  1986_3  0.058243  0.242624  0.064653  0.277324    

 

    mean_B3  stdev_B3   mean_B4  stdev_B4   mean_B5  stdev_B5   mean_B6  \ 

0  0.058468  0.249245  0.101175  0.421233  0.091317  0.380508  0.073219    

1  0.063557  0.270510  0.092650  0.385738  0.099294  0.413446  0.080333    

2  0.058306  0.248447  0.104928  0.436881  0.093955  0.391641  0.072954    

3  0.069399  0.295116  0.084286  0.350939  0.104678  0.435930  0.088116    

4  0.070790  0.301089  0.088204  0.367293  0.110902  0.461926  0.091691    

 

   stdev_B6   

0  0.320136   

1  0.350196   

2  0.318808   

3  0.384040   

4  0.399889   

Write out the normalized bands 

normalized.to_csv('normalized_global_bands_mean_stdev.csv') 

nonburn = normalized[ normalized['isBurnt'] == 1] 

burn = normalized[ normalized['isBurnt'] == 2] 

bins = [x for x in np.arange(0,1,0.01)] 

 

for b in bands: 

    for f in reduced_feats: # Combine with features 

        data_key = "_".join([f,b])  # build up the key 

        sns.distplot(nonburn[data_key], color='green', bins=bins) 

        plt.show() 

        sns.distplot(burn[data_key], color='red', bins=bins) 

        plt.show() 
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6.8 A7. KerasTF Time Window – Neural Network 

%matplotlib inline 

import matplotlib.pyplot as plt 

 

import os, sys 

sys.path.append('/dsa/scripts') 

import tensorflow as tf 

from dsa_automation import tf_limit, tf_keras_reset 

sess_config = tf_limit(tf, 4, glbs=globals()) 

 

import itertools 

import numpy as np 

import pandas as pd 

from sklearn.preprocessing import scale, LabelEncoder 

from sklearn.metrics import f1_score, confusion_matrix 

from sklearn.metrics import accuracy_score 

from sklearn.model_selection import train_test_split 

 

from scipy import stats 

 

# Random seed for numpy 

np.random.seed(18937) 

<IPython.core.display.Javascript object> 

print(tf.__version__) 

1.13.1 

Load in the data, slice it up 

# Dataset location 

DATASET = 'normalized_global_bands_mean_stdev.csv' 

assert os.path.exists(DATASET) 

 

# Load and DO NOT shuffle 

dataset = pd.read_csv(DATASET) 

dataset.head(25) 

    Unnamed: 0  OBJECTID  isBurnt    YrMo   mean_B1  stdev_B1   mean_B2  \ 

0            0         1        1  1983_8  0.052263  0.217930  0.058956    

1            1         1        1  1984_9  0.055450  0.230954  0.061663    

2            2         1        1  1985_4  0.052602  0.219282  0.058536    

3            3         1        1  1985_9  0.059219  0.246644  0.064823    

4            4         1        1  1986_3  0.058243  0.242624  0.064653    

5            5         1        1  1987_4  0.053161  0.221586  0.059179    

6            6         1        1  1987_8  0.056234  0.234857  0.064758    
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7            7         1        1  1988_4  0.025298  0.007908  0.036159    

8            8         1        1  1988_8  0.058847  0.245152  0.066435    

9            9         1        1  1989_2  0.051483  0.214627  0.056997    

10          10         1        1  1989_8  0.059540  0.248043  0.066555    

11          11         1        1  1990_5  0.063454  0.264272  0.070338    

12          12         1        1  1990_8  0.053722  0.224091  0.060591    

13          13         1        1  1991_4  0.061712  0.257049  0.069107    

14          14         1        1  1991_8  0.054954  0.229119  0.062744    

15          15         1        1  1992_4  0.072466  0.301831  0.078732    

16          16         1        1  1993_4  0.056324  0.234952  0.063654    

17          17         1        1  1993_8  0.054447  0.227054  0.061602    

18          18         1        1  1994_3  0.053560  0.223713  0.061020    

19          19         1        1  1994_8  0.060345  0.251374  0.067114    

20          20         1        1  1995_4  0.058037  0.241802  0.065031    

21          21         1        1  1995_9  0.016171  0.007438  0.024577    

22          22         1        1  1996_4  0.059111  0.246147  0.065100    

23          23         1        1  1996_6  0.016007  0.009065  0.027076    

24          24         1        1  1997_3  0.061018  0.254276  0.066979    

 

    stdev_B2   mean_B3  stdev_B3   mean_B4  stdev_B4   mean_B5  stdev_B5  \ 

0   0.253478  0.058468  0.249245  0.101175  0.421233  0.091317  0.380508    

1   0.264622  0.063557  0.270510  0.092650  0.385738  0.099294  0.413446    

2   0.251282  0.058306  0.248447  0.104928  0.436881  0.093955  0.391641    

3   0.278114  0.069399  0.295116  0.084286  0.350939  0.104678  0.435930    

4   0.277324  0.070790  0.301089  0.088204  0.367293  0.110902  0.461926    

5   0.253888  0.061615  0.262121  0.094058  0.391619  0.096479  0.401733    

6   0.278415  0.068743  0.293085  0.101945  0.424442  0.106098  0.442149    

7   0.010443  0.041076  0.011256  0.069931  0.006080  0.095571  0.013391    

8   0.285043  0.071200  0.302726  0.085133  0.354525  0.112024  0.466471    

9   0.244750  0.056856  0.242031  0.079508  0.331059  0.079066  0.329432    

10  0.285563  0.072293  0.307341  0.084683  0.352661  0.108564  0.452132    

11  0.301632  0.073027  0.310397  0.094670  0.394148  0.104179  0.433775    

12  0.260353  0.061718  0.262974  0.095069  0.395866  0.099614  0.415848    

13  0.296416  0.074112  0.315088  0.088769  0.369622  0.114572  0.477111    

14  0.269392  0.063892  0.272034  0.096696  0.402581  0.099889  0.416363    

15  0.337690  0.085095  0.361805  0.096004  0.399831  0.113048  0.470836    

16  0.273769  0.065750  0.280255  0.089419  0.372469  0.102378  0.426501    

17  0.264754  0.061893  0.264085  0.093184  0.388020  0.094485  0.393635    

18  0.262887  0.061005  0.261081  0.099004  0.412227  0.094316  0.393971    

19  0.288068  0.072811  0.309713  0.087546  0.364664  0.108938  0.453992    

20  0.279247  0.066057  0.281211  0.101070  0.420843  0.098174  0.409381    

21  0.010391  0.029134  0.011075  0.067690  0.006112  0.073426  0.008927    

22  0.279143  0.070475  0.299492  0.081771  0.340523  0.105785  0.440600    

23  0.012585  0.024550  0.017840  0.090838  0.014925  0.070420  0.014314    

24  0.287269  0.076392  0.324620  0.095166  0.396277  0.118725  0.494493    
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     mean_B6  stdev_B6   

0   0.073219  0.320136   

1   0.080333  0.350196   

2   0.072954  0.318808   

3   0.088116  0.384040   

4   0.091691  0.399889   

5   0.076909  0.335417   

6   0.084408  0.369869   

7   0.068180  0.014629   

8   0.094274  0.411221   

9   0.061128  0.266624   

10  0.089943  0.392472   

11  0.086351  0.376410   

12  0.077231  0.339087   

13  0.093161  0.406124   

14  0.077956  0.341165   

15  0.094075  0.410092   

16  0.084052  0.366838   

17  0.076429  0.333618   

18  0.074326  0.326450   

19  0.090427  0.394613   

20  0.076706  0.335945   

21  0.044183  0.012443   

22  0.087319  0.380461   

23  0.040074  0.024184   

24  0.093556  0.408116   

dataset['isBurnt'].value_counts() 

1    120546 

2     14400 

Name: isBurnt, dtype: int64 

dataset['OBJECTID'].describe() 

count    134946.000000 

mean       1323.500000 

std         763.837182 

min           1.000000 

25%         662.000000 

50%        1323.500000 

75%        1985.000000 

max        2646.000000 

Name: OBJECTID, dtype: float64 

Object ID (polygon) = 1...2646 

This will slide through and pull windows of time 
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Then stack them into a 3-D array (num_windows, rows, columns) 

Should be (119070 , 6, 12) 

WINDOW_SIZE = 6 

 

windowed_data = [] 

windowed_labels = [] 

 

#for oid in range(1,10): 

for oid in range(1,2647): 

    rows = dataset[ dataset['OBJECTID'] == oid] 

    recordings = len(rows) 

    #print("{} has {} recordings".format(oid,recordings)) 

    for end in range(WINDOW_SIZE,recordings): 

        start = end-WINDOW_SIZE 

        #print("Row {} - {}".format(start,end)) 

        temp = rows.iloc[start:end,] 

        #print(temp) 

        X = np.array(temp.iloc[:,4:]) 

        y = np.array(temp.isBurnt) 

        y = y - 1  #shift from {1.2} to {0,1} for non-burn, burn 

        # the max value means that any window with burn  

        # gets labeled Burn 

        y = np.max(y)   

        #print(X.shape) 

        #print(X) 

        #print("Label = {}".format(y)) 

        windowed_data.append(X) 

        windowed_labels.append(y) 

 

#print("Data has {} windows and {} labels".format( 

#        oid,windowed_data.length,len(windowed_labels))) 

 

windowed_data = np.dstack(windowed_data) 

windowed_data = np.rollaxis(windowed_data,-1) 

windowed_labels = np.array(windowed_labels) 

print(windowed_data.shape) 

print(windowed_labels.shape) 

(119070, 6, 12) 

(119070,) 

from sklearn.model_selection import train_test_split 

 

# This function returns four sets: 

# Training features 

#       # Testing features 
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#       #        # Training labels 

#       #        #        # Testing labels 

X_train, X_test, y_train, y_test = train_test_split(windowed_data,  

                                                    windowed_labels,  

                                                    test_size=0.20) 

#       #        #        #        #        #        #        # save 20% 

print(type(X_train)) 

<class 'numpy.ndarray'> 

Build an initial model 

Task 4: Define the neural architecture with Keras 

tf_keras_reset(tf, sess_config) 

 

 

#     from Visualization:  

# result['isBurnt'].value_counts() 

# 1    120546 

# 2     14400 

output_bias = np.log([14400/120546]) 

 

output_bias = tf.keras.initializers.Constant(output_bias) 

 

# ---------------------------------- 

# Build a mode that is composed of this list of layers 

model = tf.keras.Sequential([ 

    tf.keras.layers.Flatten(input_shape=(6,12)), 

    tf.keras.layers.Dense(36,activation='relu'), 

    tf.keras.layers.Dense(6,activation='relu'), 

    tf.keras.layers.Dense(2, activation='softmax', 

                         bias_initializer=output_bias) 

]) 

# ---------------------------------- 

model.summary() 

WARNING:tensorflow:From /opt/conda/lib/python3.7/site-

packages/tensorflow/python/ops/resource_variable_ops.py:435: colocate_with (from 

tensorflow.python.framework.ops) is deprecated and will be removed in a future version. 

Instructions for updating: 

Colocations handled automatically by placer. 

_________________________________________________________________ 

Layer (type)                 Output Shape              Param #    

===============================================================

== 

flatten (Flatten)            (None, 72)                0          

_________________________________________________________________ 
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dense (Dense)                (None, 36)                2628       

_________________________________________________________________ 

dense_1 (Dense)              (None, 6)                 222        

_________________________________________________________________ 

dense_2 (Dense)              (None, 2)                 14         

===============================================================

== 

Total params: 2,864 

Trainable params: 2,864 

Non-trainable params: 0 

_________________________________________________________________ 

Compile the model 

model.compile(optimizer=tf.keras.optimizers.Adam(0.001),   

              loss='categorical_crossentropy', 

              metrics=['accuracy']) 

One-Hot the labels 

y_train_one_hot = tf.keras.utils.to_categorical(y_train) 

y_test_one_hot = tf.keras.utils.to_categorical(y_test) 

Train the model 

# Train the model, iterating on the data in batches of 4 samples 

model.fit(X_train, y_train_one_hot, epochs=50, batch_size=35) 

WARNING:tensorflow:From /opt/conda/lib/python3.7/site-

packages/tensorflow/python/ops/math_ops.py:3066: to_int32 (from 

tensorflow.python.ops.math_ops) is deprecated and will be removed in a future version. 

Instructions for updating: 

Use tf.cast instead. 

Epoch 1/50 

95256/95256 [==============================] - 4s 37us/sample - loss: 0.6510 

- acc: 0.6015 

Epoch 2/50 

95256/95256 [==============================] - 3s 32us/sample - loss: 0.6343 

- acc: 0.6267 

Epoch 3/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.6247 

- acc: 0.6366 

Epoch 4/50 

95256/95256 [==============================] - 3s 33us/sample - loss: 0.6150 

- acc: 0.6465 

Epoch 5/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.6061 

- acc: 0.6562 

Epoch 6/50 
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95256/95256 [==============================] - 3s 30us/sample - loss: 0.5976 

- acc: 0.6670 

Epoch 7/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.5898 

- acc: 0.6747 

Epoch 8/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.5834 

- acc: 0.6808 

Epoch 9/50 

95256/95256 [==============================] - 3s 28us/sample - loss: 0.5775 

- acc: 0.6864 

Epoch 10/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.5731 

- acc: 0.6911 

Epoch 11/50 

95256/95256 [==============================] - 3s 33us/sample - loss: 0.5685 

- acc: 0.6937 

Epoch 12/50 

95256/95256 [==============================] - 3s 28us/sample - loss: 0.5647 

- acc: 0.6973 

Epoch 13/50 

95256/95256 [==============================] - 3s 33us/sample - loss: 0.5599 

- acc: 0.7025 

Epoch 14/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.5555 

- acc: 0.7062 

Epoch 15/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.5502 

- acc: 0.7123 

Epoch 16/50 

95256/95256 [==============================] - 3s 32us/sample - loss: 0.5477 

- acc: 0.7125 

Epoch 17/50 

95256/95256 [==============================] - 3s 29us/sample - loss: 0.5435 

- acc: 0.7173 

Epoch 18/50 

95256/95256 [==============================] - 3s 32us/sample - loss: 0.5414 

- acc: 0.7185 

Epoch 19/50 

95256/95256 [==============================] - 3s 29us/sample - loss: 0.5400 

- acc: 0.7211 

Epoch 20/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.5355 

- acc: 0.7236 

Epoch 21/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.5333 
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- acc: 0.7265 

Epoch 22/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.5316 

- acc: 0.7272 

Epoch 23/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.5289 

- acc: 0.7299 

Epoch 24/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.5261 

- acc: 0.7317 

Epoch 25/50 

95256/95256 [==============================] - 3s 29us/sample - loss: 0.5244 

- acc: 0.7322 

Epoch 26/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.5235 

- acc: 0.7361 

Epoch 27/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.5214 

- acc: 0.7361 

Epoch 28/50 

95256/95256 [==============================] - 3s 33us/sample - loss: 0.5192 

- acc: 0.7372 

Epoch 29/50 

95256/95256 [==============================] - 3s 32us/sample - loss: 0.5169 

- acc: 0.7395 

Epoch 30/50 

95256/95256 [==============================] - 3s 32us/sample - loss: 0.5152 

- acc: 0.7407 

Epoch 31/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.5134 

- acc: 0.7421 

Epoch 32/50 

95256/95256 [==============================] - 3s 32us/sample - loss: 0.5114 

- acc: 0.7435 

Epoch 33/50 

95256/95256 [==============================] - 3s 34us/sample - loss: 0.5113 

- acc: 0.7428 

Epoch 34/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.5089 

- acc: 0.7448 

Epoch 35/50 

95256/95256 [==============================] - 3s 28us/sample - loss: 0.5074 

- acc: 0.7456 

Epoch 36/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.5046 

- acc: 0.7477 
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Epoch 37/50 

95256/95256 [==============================] - 3s 33us/sample - loss: 0.5063 

- acc: 0.7466 

Epoch 38/50 

95256/95256 [==============================] - 3s 34us/sample - loss: 0.5040 

- acc: 0.7494 

Epoch 39/50 

95256/95256 [==============================] - 3s 32us/sample - loss: 0.5025 

- acc: 0.7498 

Epoch 40/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.5012 

- acc: 0.7505 

Epoch 41/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.5009 

- acc: 0.7513 

Epoch 42/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.4991 

- acc: 0.7516 

Epoch 43/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.4985 

- acc: 0.7527 

Epoch 44/50 

95256/95256 [==============================] - 3s 28us/sample - loss: 0.4971 

- acc: 0.7531 

Epoch 45/50 

95256/95256 [==============================] - 3s 30us/sample - loss: 0.4981 

- acc: 0.7524 

Epoch 46/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.4956 

- acc: 0.7542 

Epoch 47/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.4950 

- acc: 0.7536 

Epoch 48/50 

95256/95256 [==============================] - 3s 31us/sample - loss: 0.4944 

- acc: 0.7541 

Epoch 49/50 

95256/95256 [==============================] - 3s 32us/sample - loss: 0.4920 

- acc: 0.7576 

Epoch 50/50 

95256/95256 [==============================] - 3s 34us/sample - loss: 0.4929 

- acc: 0.7558 

<tensorflow.python.keras.callbacks.History at 0x7fd30c3f3fd0> 

Evaluate your trained model on the on the test data 

Print the loss and accuracy obtained using model.evaluate(...). 
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score = model.evaluate(X_test, y_test_one_hot, batch_size=25, verbose=2) 

 

print(model.metrics_names) 

print(score) 

 - 0s - loss: 0.5117 - acc: 0.7401 

['loss', 'acc'] 

[0.5117429512828786, 0.74006885] 

Some confusion analytics 

# Function borrowed from: 

# http://scikit-

learn.org/stable/auto_examples/model_selection/plot_confusion_matrix.html#sphx-glr-

auto-examples-model-selection-plot-confusion-matrix-py 

def plot_confusion_matrix(cm, classes, 

                          normalize=False, 

                          title='Confusion matrix', 

                          cmap=plt.cm.Blues): 

    """ 

    This function prints and plots the confusion matrix. 

    Normalization can be applied by setting `normalize=True`. 

    """ 

    if normalize: 

        cm = cm.astype('float') / cm.sum(axis=1)[:, np.newaxis] 

        print("Normalized confusion matrix") 

    else: 

        print('Confusion matrix, without normalization') 

 

    print(cm) 

 

    plt.imshow(cm, interpolation='nearest', cmap=cmap) 

    plt.title(title) 

    plt.colorbar() 

    tick_marks = np.arange(len(classes)) 

    plt.xticks(tick_marks, classes, rotation=45) 

    plt.yticks(tick_marks, classes) 

 

    fmt = '.2f' if normalize else 'd' 

    thresh = cm.max() / 2. 

    for i, j in itertools.product(range(cm.shape[0]), range(cm.shape[1])): 

        plt.text(j, i, format(cm[i, j], fmt), 

                 horizontalalignment="center", 

                 color="white" if cm[i, j] > thresh else "black") 

 

    plt.ylabel('True label') 

    plt.xlabel('Predicted label') 

    plt.tight_layout() 
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y_pred = model.predict(X_test) 

pred_class = np.argmax(y_pred, axis=1) 

np.set_printoptions(precision=2) 

cnf_matrix = confusion_matrix(y_test, pred_class) 

plt.figure() 

plot_confusion_matrix(cnf_matrix,  

                      classes=['Non-Burn','Burnt'],  

                      normalize=True, 

                      title='Normalized confusion matrix') 

 

plt.show() 

Normalized confusion matrix 

[[0.67 0.33] 

 [0.18 0.82]] 

  

 

6.9 A8. KerasTF Time Window – Convolutional Neural Network 

%matplotlib inline 

import matplotlib.pyplot as plt 

 

import os, sys 

sys.path.append('/dsa/scripts') 

import tensorflow as tf 

from dsa_automation import tf_limit, tf_keras_reset 

sess_config = tf_limit(tf, 4, glbs=globals()) 

 

import itertools 

import numpy as np 
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import pandas as pd 

from sklearn.preprocessing import scale, LabelEncoder 

from sklearn.metrics import f1_score, confusion_matrix 

from sklearn.metrics import accuracy_score 

from sklearn.model_selection import train_test_split 

 

from scipy import stats 

 

# Random seed for numpy 

np.random.seed(18937) 

<IPython.core.display.Javascript object> 

print(tf.__version__) 

1.13.1 

Load in the data, slice it up 

# Dataset location 

DATASET = 'normalized_global_bands_mean_stdev.csv' 

assert os.path.exists(DATASET) 

 

# Load and DO NOT shuffle 

dataset = pd.read_csv(DATASET) 

dataset.head(25) 

    Unnamed: 0  OBJECTID  isBurnt    YrMo   mean_B1  stdev_B1   mean_B2  \ 

0            0         1        1  1983_8  0.052263  0.217930  0.058956    

1            1         1        1  1984_9  0.055450  0.230954  0.061663    

2            2         1        1  1985_4  0.052602  0.219282  0.058536    

3            3         1        1  1985_9  0.059219  0.246644  0.064823    

4            4         1        1  1986_3  0.058243  0.242624  0.064653    

5            5         1        1  1987_4  0.053161  0.221586  0.059179    

6            6         1        1  1987_8  0.056234  0.234857  0.064758    

7            7         1        1  1988_4  0.025298  0.007908  0.036159    

8            8         1        1  1988_8  0.058847  0.245152  0.066435    

9            9         1        1  1989_2  0.051483  0.214627  0.056997    

10          10         1        1  1989_8  0.059540  0.248043  0.066555    

11          11         1        1  1990_5  0.063454  0.264272  0.070338    

12          12         1        1  1990_8  0.053722  0.224091  0.060591    

13          13         1        1  1991_4  0.061712  0.257049  0.069107    

14          14         1        1  1991_8  0.054954  0.229119  0.062744    

15          15         1        1  1992_4  0.072466  0.301831  0.078732    

16          16         1        1  1993_4  0.056324  0.234952  0.063654    

17          17         1        1  1993_8  0.054447  0.227054  0.061602    

18          18         1        1  1994_3  0.053560  0.223713  0.061020    

19          19         1        1  1994_8  0.060345  0.251374  0.067114    
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20          20         1        1  1995_4  0.058037  0.241802  0.065031    

21          21         1        1  1995_9  0.016171  0.007438  0.024577    

22          22         1        1  1996_4  0.059111  0.246147  0.065100    

23          23         1        1  1996_6  0.016007  0.009065  0.027076    

24          24         1        1  1997_3  0.061018  0.254276  0.066979    

 

    stdev_B2   mean_B3  stdev_B3   mean_B4  stdev_B4   mean_B5  stdev_B5  \ 

0   0.253478  0.058468  0.249245  0.101175  0.421233  0.091317  0.380508    

1   0.264622  0.063557  0.270510  0.092650  0.385738  0.099294  0.413446    

2   0.251282  0.058306  0.248447  0.104928  0.436881  0.093955  0.391641    

3   0.278114  0.069399  0.295116  0.084286  0.350939  0.104678  0.435930    

4   0.277324  0.070790  0.301089  0.088204  0.367293  0.110902  0.461926    

5   0.253888  0.061615  0.262121  0.094058  0.391619  0.096479  0.401733    

6   0.278415  0.068743  0.293085  0.101945  0.424442  0.106098  0.442149    

7   0.010443  0.041076  0.011256  0.069931  0.006080  0.095571  0.013391    

8   0.285043  0.071200  0.302726  0.085133  0.354525  0.112024  0.466471    

9   0.244750  0.056856  0.242031  0.079508  0.331059  0.079066  0.329432    

10  0.285563  0.072293  0.307341  0.084683  0.352661  0.108564  0.452132    

11  0.301632  0.073027  0.310397  0.094670  0.394148  0.104179  0.433775    

12  0.260353  0.061718  0.262974  0.095069  0.395866  0.099614  0.415848    

13  0.296416  0.074112  0.315088  0.088769  0.369622  0.114572  0.477111    

14  0.269392  0.063892  0.272034  0.096696  0.402581  0.099889  0.416363    

15  0.337690  0.085095  0.361805  0.096004  0.399831  0.113048  0.470836    

16  0.273769  0.065750  0.280255  0.089419  0.372469  0.102378  0.426501    

17  0.264754  0.061893  0.264085  0.093184  0.388020  0.094485  0.393635    

18  0.262887  0.061005  0.261081  0.099004  0.412227  0.094316  0.393971    

19  0.288068  0.072811  0.309713  0.087546  0.364664  0.108938  0.453992    

20  0.279247  0.066057  0.281211  0.101070  0.420843  0.098174  0.409381    

21  0.010391  0.029134  0.011075  0.067690  0.006112  0.073426  0.008927    

22  0.279143  0.070475  0.299492  0.081771  0.340523  0.105785  0.440600    

23  0.012585  0.024550  0.017840  0.090838  0.014925  0.070420  0.014314    

24  0.287269  0.076392  0.324620  0.095166  0.396277  0.118725  0.494493    

 

     mean_B6  stdev_B6   

0   0.073219  0.320136   

1   0.080333  0.350196   

2   0.072954  0.318808   

3   0.088116  0.384040   

4   0.091691  0.399889   

5   0.076909  0.335417   

6   0.084408  0.369869   

7   0.068180  0.014629   

8   0.094274  0.411221   

9   0.061128  0.266624   

10  0.089943  0.392472   

11  0.086351  0.376410   
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12  0.077231  0.339087   

13  0.093161  0.406124   

14  0.077956  0.341165   

15  0.094075  0.410092   

16  0.084052  0.366838   

17  0.076429  0.333618   

18  0.074326  0.326450   

19  0.090427  0.394613   

20  0.076706  0.335945   

21  0.044183  0.012443   

22  0.087319  0.380461   

23  0.040074  0.024184   

24  0.093556  0.408116   

dataset['isBurnt'].value_counts() 

1    120546 

2     14400 

Name: isBurnt, dtype: int64 

dataset['OBJECTID'].describe() 

count    134946.000000 

mean       1323.500000 

std         763.837182 

min           1.000000 

25%         662.000000 

50%        1323.500000 

75%        1985.000000 

max        2646.000000 

Name: OBJECTID, dtype: float64 

Object ID (polygon) = 1...2646 

This will slide through and pull windows of time 

Then stack them into a 3-D array (num_windows, rows, columns) 

Should be (119070, 1, 6, 12) 

WINDOW_SIZE = 6 

 

KERAS_input_shape = (6,12,1) 

 

windowed_data = [] 

windowed_labels = [] 

 

#for oid in range(1,2): 

for oid in range(1,2647): 

    rows = dataset[ dataset['OBJECTID'] == oid] 
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    recordings = len(rows) 

    #print("{} has {} recordings".format(oid,recordings)) 

    for end in range(WINDOW_SIZE,recordings): 

        start = end-WINDOW_SIZE 

        #print("Row {} - {}".format(start,end)) 

        temp = rows.iloc[start:end,] 

        #print(temp) 

        X = np.array(temp.iloc[:,4:]) 

        X = X.reshape(KERAS_input_shape) 

         

        y = np.array(temp.isBurnt) 

        y = y - 1  #shift from {1.2} to {0,1} for non-burn, burn 

         

        # the max value means that any window with burn  

        # gets labeled Burn 

        y = np.max(y)   

         

        #print(X.shape) 

        #print(X) 

        #print("Label = {}".format(y)) 

         

        windowed_data.append(X) 

        windowed_labels.append(y) 

 

#print("Data has {} windows and {} labels".format( 

#        oid,windowed_data.length,len(windowed_labels))) 

 

windowed_data = np.stack(windowed_data) 

#windowed_data = np.rollaxis(windowed_data,-1) 

windowed_labels = np.array(windowed_labels) 

print(windowed_data.shape) 

print(windowed_labels.shape) 

(119070, 6, 12, 1) 

(119070,) 

from sklearn.model_selection import train_test_split 

 

# This function returns four sets: 

# Training features 

#       # Testing features 

#       #        # Training labels 

#       #        #        # Testing labels 

X_train, X_test, y_train, y_test = train_test_split(windowed_data,  

                                                    windowed_labels,  

                                                    test_size=0.20) 

#       #        #        #        #        #        #        # save 20% 
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print(type(X_train)) 

<class 'numpy.ndarray'> 

Build an initial model 

Task 4: Define the neural architecture with Keras 

tf_keras_reset(tf, sess_config) 

 

 

#     from Visualization:  

# result['isBurnt'].value_counts() 

# 1    120546 

# 2     14400 

output_bias = np.log([14400/120546]) 

 

output_bias = tf.keras.initializers.Constant(output_bias) 

 

# ---------------------------------- 

# Build a mode that is composed of this list of layers 

model = tf.keras.Sequential([ 

    tf.keras.layers.Conv2D(16, (3, 3),  

                           activation='relu' 

                           , input_shape= KERAS_input_shape 

                           , padding='same' 

                           #, data_format='channels_first' 

                          ), 

    tf.keras.layers.MaxPooling2D((2, 2)), 

    tf.keras.layers.Conv2D(32, (3, 3), activation='relu',padding='same'), 

    tf.keras.layers.MaxPooling2D((2, 2)), 

    tf.keras.layers.Conv2D(64, (3, 3), activation='relu',padding='same'), 

    tf.keras.layers.Flatten(), 

    tf.keras.layers.Dense(64,activation='relu'), 

    tf.keras.layers.Dense(32,activation='relu'), 

    tf.keras.layers.Dense(2, activation='softmax', 

                         bias_initializer=output_bias) 

]) 

# ---------------------------------- 

model.summary() 

WARNING:tensorflow:From /opt/conda/lib/python3.7/site-

packages/tensorflow/python/ops/resource_variable_ops.py:435: colocate_with (from 

tensorflow.python.framework.ops) is deprecated and will be removed in a future version. 

Instructions for updating: 

Colocations handled automatically by placer. 

_________________________________________________________________ 

Layer (type)                 Output Shape              Param #    

===============================================================
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== 

conv2d (Conv2D)              (None, 6, 12, 16)         160        

_________________________________________________________________ 

max_pooling2d (MaxPooling2D) (None, 3, 6, 16)          0          

_________________________________________________________________ 

conv2d_1 (Conv2D)            (None, 3, 6, 32)          4640       

_________________________________________________________________ 

max_pooling2d_1 (MaxPooling2 (None, 1, 3, 32)          0          

_________________________________________________________________ 

conv2d_2 (Conv2D)            (None, 1, 3, 64)          18496      

_________________________________________________________________ 

flatten (Flatten)            (None, 192)               0          

_________________________________________________________________ 

dense (Dense)                (None, 64)                12352      

_________________________________________________________________ 

dense_1 (Dense)              (None, 32)                2080       

_________________________________________________________________ 

dense_2 (Dense)              (None, 2)                 66         

===============================================================

== 

Total params: 37,794 

Trainable params: 37,794 

Non-trainable params: 0 

_________________________________________________________________ 

Compile the model 

model.compile(optimizer=tf.keras.optimizers.Adam(0.001),   

              loss='categorical_crossentropy', 

              metrics=['accuracy']) 

One-Hot the labels 

y_train_one_hot = tf.keras.utils.to_categorical(y_train) 

y_test_one_hot = tf.keras.utils.to_categorical(y_test) 

Train the model 

 

# Train the model, iterating on the data in batches of 4 samples 

model.fit(X_train, y_train_one_hot, epochs=125, batch_size=35) 

WARNING:tensorflow:From /opt/conda/lib/python3.7/site-

packages/tensorflow/python/ops/math_ops.py:3066: to_int32 (from 

tensorflow.python.ops.math_ops) is deprecated and will be removed in a future version. 

Instructions for updating: 

Use tf.cast instead. 

Epoch 1/125 

95256/95256 [==============================] - 10s 108us/sample - loss: 
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0.6274 - acc: 0.6351 

Epoch 2/125 

95256/95256 [==============================] - 10s 104us/sample - loss: 

0.5643 - acc: 0.7033 

Epoch 3/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.5335 - acc: 0.7286 

Epoch 4/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.5120 - acc: 0.7442 

Epoch 5/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.5011 - acc: 0.7520 

Epoch 6/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.4915 - acc: 0.7575 

Epoch 7/125 

95256/95256 [==============================] - 10s 104us/sample - loss: 

0.4820 - acc: 0.7632 

Epoch 8/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.4768 - acc: 0.7658 

Epoch 9/125 

95256/95256 [==============================] - 9s 96us/sample - loss: 0.4682 

- acc: 0.7725 

Epoch 10/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.4631 - acc: 0.7752 

Epoch 11/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.4588 - acc: 0.7775 

Epoch 12/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.4520 - acc: 0.7813 

Epoch 13/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.4499 

- acc: 0.7815 

Epoch 14/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.4459 - acc: 0.7833 

Epoch 15/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.4401 - acc: 0.7880 

Epoch 16/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.4371 - acc: 0.7895 
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Epoch 17/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.4324 

- acc: 0.7907 

Epoch 18/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.4287 - acc: 0.7934 

Epoch 19/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.4262 - acc: 0.7953 

Epoch 20/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.4214 

- acc: 0.7985 

Epoch 21/125 

95256/95256 [==============================] - 9s 97us/sample - loss: 0.4189 

- acc: 0.7993 

Epoch 22/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.4166 - acc: 0.8006 

Epoch 23/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.4126 - acc: 0.8028 

Epoch 24/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.4088 - acc: 0.8060 

Epoch 25/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.4079 - acc: 0.8053 

Epoch 26/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.4053 - acc: 0.8072 

Epoch 27/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.4032 - acc: 0.8082 

Epoch 28/125 

95256/95256 [==============================] - 10s 105us/sample - loss: 

0.3991 - acc: 0.8113 

Epoch 29/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.3958 - acc: 0.8131 

Epoch 30/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.3932 - acc: 0.8150 

Epoch 31/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.3896 - acc: 0.8167 

Epoch 32/125 
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95256/95256 [==============================] - 10s 100us/sample - loss: 

0.3864 - acc: 0.8190 

Epoch 33/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.3839 - acc: 0.8201 

Epoch 34/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.3813 - acc: 0.8216 

Epoch 35/125 

95256/95256 [==============================] - 10s 104us/sample - loss: 

0.3806 - acc: 0.8218 

Epoch 36/125 

95256/95256 [==============================] - 10s 105us/sample - loss: 

0.3765 - acc: 0.8242 

Epoch 37/125 

95256/95256 [==============================] - 10s 108us/sample - loss: 

0.3747 - acc: 0.8259 

Epoch 38/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.3710 - acc: 0.8276 

Epoch 39/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.3699 - acc: 0.8286 

Epoch 40/125 

95256/95256 [==============================] - 10s 104us/sample - loss: 

0.3676 - acc: 0.8287 

Epoch 41/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.3661 - acc: 0.8298 

Epoch 42/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.3633 - acc: 0.8314 

Epoch 43/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.3617 - acc: 0.8326 

Epoch 44/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.3599 - acc: 0.8346 

Epoch 45/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.3581 - acc: 0.8335 

Epoch 46/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.3546 

- acc: 0.8368 

Epoch 47/125 

95256/95256 [==============================] - 9s 97us/sample - loss: 0.3529 
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- acc: 0.8368 

Epoch 48/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.3524 - acc: 0.8385 

Epoch 49/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.3498 - acc: 0.8404 

Epoch 50/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.3463 - acc: 0.8418 

Epoch 51/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.3454 - acc: 0.8423 

Epoch 52/125 

95256/95256 [==============================] - 10s 103us/sample - loss: 

0.3437 - acc: 0.8435 

Epoch 53/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.3419 - acc: 0.8444 

Epoch 54/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.3408 - acc: 0.8442 

Epoch 55/125 

95256/95256 [==============================] - 9s 100us/sample - loss: 

0.3384 - acc: 0.8468 

Epoch 56/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.3388 - acc: 0.8464 

Epoch 57/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.3349 - acc: 0.8484 

Epoch 58/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.3332 

- acc: 0.8507 

Epoch 59/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.3316 

- acc: 0.8503 

Epoch 60/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.3298 

- acc: 0.8512 

Epoch 61/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.3277 

- acc: 0.8521 

Epoch 62/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.3277 

- acc: 0.8516 
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Epoch 63/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.3260 - acc: 0.8535 

Epoch 64/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.3255 - acc: 0.8540 

Epoch 65/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.3246 - acc: 0.8546 

Epoch 66/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.3218 - acc: 0.8549 

Epoch 67/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.3206 - acc: 0.8565 

Epoch 68/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.3200 

- acc: 0.8561 

Epoch 69/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.3181 

- acc: 0.8569 

Epoch 70/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.3170 

- acc: 0.8574 

Epoch 71/125 

95256/95256 [==============================] - 9s 96us/sample - loss: 0.3161 

- acc: 0.8594 

Epoch 72/125 

95256/95256 [==============================] - 9s 95us/sample - loss: 0.3152 

- acc: 0.8582 

Epoch 73/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.3115 

- acc: 0.8602 

Epoch 74/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.3126 - acc: 0.8598 

Epoch 75/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.3099 

- acc: 0.8617 

Epoch 76/125 

95256/95256 [==============================] - 10s 100us/sample - 

loss: 0.3100 - acc: 0.8619 

Epoch 77/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.3075 - acc: 0.8632 

Epoch 78/125 
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95256/95256 [==============================] - 9s 99us/sample - loss: 0.3085 

- acc: 0.8622 

Epoch 79/125 

95256/95256 [==============================] - 9s 97us/sample - loss: 0.3069 

- acc: 0.8623 

Epoch 80/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.3068 

- acc: 0.8628 

Epoch 81/125 

95256/95256 [==============================] - 9s 96us/sample - loss: 0.3037 

- acc: 0.8642 

Epoch 82/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.3034 - acc: 0.8660 

Epoch 83/125 

95256/95256 [==============================] - 9s 96us/sample - loss: 0.3020 

- acc: 0.8660 

Epoch 84/125 

95256/95256 [==============================] - 9s 96us/sample - loss: 0.3009 

- acc: 0.8667 

Epoch 85/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.3006 - acc: 0.8663 

Epoch 86/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.2981 - acc: 0.8670 

Epoch 87/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.2981 

- acc: 0.8671 

Epoch 88/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.2972 

- acc: 0.8678 

Epoch 89/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.2957 - acc: 0.8692 

Epoch 90/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.2958 

- acc: 0.8686 

Epoch 91/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.2956 - acc: 0.8696 

Epoch 92/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.2932 

- acc: 0.8694 

Epoch 93/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.2938 
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- acc: 0.8686 

Epoch 94/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.2912 - acc: 0.8704 

Epoch 95/125 

95256/95256 [==============================] - 9s 97us/sample - loss: 0.2906 

- acc: 0.8717 

Epoch 96/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.2897 

- acc: 0.8705 

Epoch 97/125 

95256/95256 [==============================] - 9s 96us/sample - loss: 0.2888 

- acc: 0.8721 

Epoch 98/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.2871 

- acc: 0.8727 

Epoch 99/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.2861 

- acc: 0.8740 

Epoch 100/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.2857 

- acc: 0.8742 

Epoch 101/125 

95256/95256 [==============================] - 9s 96us/sample - loss: 0.2842 

- acc: 0.8746 

Epoch 102/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.2852 

- acc: 0.8741 

Epoch 103/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.2836 - acc: 0.8750 

Epoch 104/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.2816 - acc: 0.8761 

Epoch 105/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.2813 - acc: 0.8752 

Epoch 106/125 

95256/95256 [==============================] - 9s 99us/sample - loss: 0.2808 

- acc: 0.8765 

Epoch 107/125 

95256/95256 [==============================] - 10s 102us/sample - loss: 

0.2803 - acc: 0.8771 

Epoch 108/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.2795 - acc: 0.8766 
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Epoch 109/125 

95256/95256 [==============================] - 10s 101us/sample - loss: 

0.2797 - acc: 0.8761 

Epoch 110/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.2765 

- acc: 0.8789 

Epoch 111/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.2772 - acc: 0.8783 

Epoch 112/125 

95256/95256 [==============================] - 10s 100us/sample - loss: 

0.2755 - acc: 0.8793 

Epoch 113/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.2763 

- acc: 0.8786 

Epoch 114/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.2754 

- acc: 0.8784 

Epoch 115/125 

95256/95256 [==============================] - 11s 112us/sample - loss: 

0.2732 - acc: 0.8796 

Epoch 116/125 

95256/95256 [==============================] - 10s 105us/sample - loss: 

0.2718 - acc: 0.8804 

Epoch 117/125 

95256/95256 [==============================] - 10s 104us/sample - loss: 

0.2733 - acc: 0.8798 

Epoch 118/125 

95256/95256 [==============================] - 10s 105us/sample - loss: 

0.2711 - acc: 0.8822 

Epoch 119/125 

95256/95256 [==============================] - 10s 105us/sample - loss: 

0.2718 - acc: 0.8807 

Epoch 120/125 

95256/95256 [==============================] - 10s 110us/sample - loss: 

0.2702 - acc: 0.8822 

Epoch 121/125 

95256/95256 [==============================] - 10s 104us/sample - loss: 

0.2683 - acc: 0.8829 

Epoch 122/125 

95256/95256 [==============================] - 9s 95us/sample - loss: 0.2690 

- acc: 0.8822 

Epoch 123/125 

95256/95256 [==============================] - 9s 100us/sample - loss: 

0.2699 - acc: 0.8826 

Epoch 124/125 



139 
 

95256/95256 [==============================] - 9s 97us/sample - loss: 0.2688 

- acc: 0.8821 

Epoch 125/125 

95256/95256 [==============================] - 9s 98us/sample - loss: 0.2672 

- acc: 0.8835 

<tensorflow.python.keras.callbacks.History at 0x7fbe1ead6ef0> 

Evaluate your trained model on the on the test data 

Print the loss and accuracy obtained using model.evaluate(...). 

score = model.evaluate(X_test, y_test_one_hot, batch_size=25, verbose=2) 

 

print(model.metrics_names) 

print(score) 

 - 1s - loss: 0.3490 - acc: 0.8508 

['loss', 'acc'] 

[0.3489801785761201, 0.85080206] 

Some confusion analytics 

# Function borrowed from: 

# http://scikit-

learn.org/stable/auto_examples/model_selection/plot_confusion_matrix.html#sphx-glr-

auto-examples-model-selection-plot-confusion-matrix-py 

def plot_confusion_matrix(cm, classes, 

                          normalize=False, 

                          title='Confusion matrix', 

                          cmap=plt.cm.Blues): 

    """ 

    This function prints and plots the confusion matrix. 

    Normalization can be applied by setting `normalize=True`. 

    """ 

    if normalize: 

        cm = cm.astype('float') / cm.sum(axis=1)[:, np.newaxis] 

        print("Normalized confusion matrix") 

    else: 

        print('Confusion matrix, without normalization') 

 

    print(cm) 

 

    plt.imshow(cm, interpolation='nearest', cmap=cmap) 

    plt.title(title) 

    plt.colorbar() 

    tick_marks = np.arange(len(classes)) 

    plt.xticks(tick_marks, classes, rotation=45) 

    plt.yticks(tick_marks, classes) 
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    fmt = '.2f' if normalize else 'd' 

    thresh = cm.max() / 2. 

    for i, j in itertools.product(range(cm.shape[0]), range(cm.shape[1])): 

        plt.text(j, i, format(cm[i, j], fmt), 

                 horizontalalignment="center", 

                 color="white" if cm[i, j] > thresh else "black") 

 

    plt.ylabel('True label') 

    plt.xlabel('Predicted label') 

    plt.tight_layout() 

y_pred = model.predict(X_test) 

pred_class = np.argmax(y_pred, axis=1) 

np.set_printoptions(precision=2) 

cnf_matrix = confusion_matrix(y_test, pred_class) 

plt.figure() 

plot_confusion_matrix(cnf_matrix,  

                      classes=['Non-Burn','Burnt'],  

                      normalize=True, 

                      title='Normalized confusion matrix') 

 

plt.show() 

Normalized confusion matrix 

[[0.86 0.14] 

 [0.16 0.84]] 

 

6.10 A9. KerasTF Time Window - Deep Neural Network 

%matplotlib inline 

import matplotlib.pyplot as plt 



141 
 

 

import os, sys 

sys.path.append('/dsa/scripts') 

import tensorflow as tf 

from dsa_automation import tf_limit, tf_keras_reset 

sess_config = tf_limit(tf, 4, glbs=globals()) 

 

import itertools 

import numpy as np 

import pandas as pd 

from sklearn.preprocessing import scale, LabelEncoder 

from sklearn.metrics import f1_score, confusion_matrix 

from sklearn.metrics import accuracy_score 

from sklearn.model_selection import train_test_split 

 

from scipy import stats 

 

# Random seed for numpy 

np.random.seed(18937) 

<IPython.core.display.Javascript object> 

print(tf.__version__) 

1.13.1 

Load in the data, slice it up 

# Dataset location 

DATASET = 'normalized_global_bands_mean_stdev.csv' 

assert os.path.exists(DATASET) 

 

# Load and DO NOT shuffle 

dataset = pd.read_csv(DATASET) 

dataset.head(25) 

    Unnamed: 0  OBJECTID  isBurnt    YrMo   mean_B1  stdev_B1   mean_B2  \ 

0            0         1        1  1983_8  0.052263  0.217930  0.058956    

1            1         1        1  1984_9  0.055450  0.230954  0.061663    

2            2         1        1  1985_4  0.052602  0.219282  0.058536    

3            3         1        1  1985_9  0.059219  0.246644  0.064823    

4            4         1        1  1986_3  0.058243  0.242624  0.064653    

5            5         1        1  1987_4  0.053161  0.221586  0.059179    

6            6         1        1  1987_8  0.056234  0.234857  0.064758    

7            7         1        1  1988_4  0.025298  0.007908  0.036159    

8            8         1        1  1988_8  0.058847  0.245152  0.066435    

9            9         1        1  1989_2  0.051483  0.214627  0.056997    

10          10         1        1  1989_8  0.059540  0.248043  0.066555    
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11          11         1        1  1990_5  0.063454  0.264272  0.070338    

12          12         1        1  1990_8  0.053722  0.224091  0.060591    

13          13         1        1  1991_4  0.061712  0.257049  0.069107    

14          14         1        1  1991_8  0.054954  0.229119  0.062744    

15          15         1        1  1992_4  0.072466  0.301831  0.078732    

16          16         1        1  1993_4  0.056324  0.234952  0.063654    

17          17         1        1  1993_8  0.054447  0.227054  0.061602    

18          18         1        1  1994_3  0.053560  0.223713  0.061020    

19          19         1        1  1994_8  0.060345  0.251374  0.067114    

20          20         1        1  1995_4  0.058037  0.241802  0.065031    

21          21         1        1  1995_9  0.016171  0.007438  0.024577    

22          22         1        1  1996_4  0.059111  0.246147  0.065100    

23          23         1        1  1996_6  0.016007  0.009065  0.027076    

24          24         1        1  1997_3  0.061018  0.254276  0.066979    

 

    stdev_B2   mean_B3  stdev_B3   mean_B4  stdev_B4   mean_B5  stdev_B5  \ 

0   0.253478  0.058468  0.249245  0.101175  0.421233  0.091317  0.380508    

1   0.264622  0.063557  0.270510  0.092650  0.385738  0.099294  0.413446    

2   0.251282  0.058306  0.248447  0.104928  0.436881  0.093955  0.391641    

3   0.278114  0.069399  0.295116  0.084286  0.350939  0.104678  0.435930    

4   0.277324  0.070790  0.301089  0.088204  0.367293  0.110902  0.461926    

5   0.253888  0.061615  0.262121  0.094058  0.391619  0.096479  0.401733    

6   0.278415  0.068743  0.293085  0.101945  0.424442  0.106098  0.442149    

7   0.010443  0.041076  0.011256  0.069931  0.006080  0.095571  0.013391    

8   0.285043  0.071200  0.302726  0.085133  0.354525  0.112024  0.466471    

9   0.244750  0.056856  0.242031  0.079508  0.331059  0.079066  0.329432    

10  0.285563  0.072293  0.307341  0.084683  0.352661  0.108564  0.452132    

11  0.301632  0.073027  0.310397  0.094670  0.394148  0.104179  0.433775    

12  0.260353  0.061718  0.262974  0.095069  0.395866  0.099614  0.415848    

13  0.296416  0.074112  0.315088  0.088769  0.369622  0.114572  0.477111    

14  0.269392  0.063892  0.272034  0.096696  0.402581  0.099889  0.416363    

15  0.337690  0.085095  0.361805  0.096004  0.399831  0.113048  0.470836    

16  0.273769  0.065750  0.280255  0.089419  0.372469  0.102378  0.426501    

17  0.264754  0.061893  0.264085  0.093184  0.388020  0.094485  0.393635    

18  0.262887  0.061005  0.261081  0.099004  0.412227  0.094316  0.393971    

19  0.288068  0.072811  0.309713  0.087546  0.364664  0.108938  0.453992    

20  0.279247  0.066057  0.281211  0.101070  0.420843  0.098174  0.409381    

21  0.010391  0.029134  0.011075  0.067690  0.006112  0.073426  0.008927    

22  0.279143  0.070475  0.299492  0.081771  0.340523  0.105785  0.440600    

23  0.012585  0.024550  0.017840  0.090838  0.014925  0.070420  0.014314    

24  0.287269  0.076392  0.324620  0.095166  0.396277  0.118725  0.494493    

 

     mean_B6  stdev_B6   

0   0.073219  0.320136   

1   0.080333  0.350196   

2   0.072954  0.318808   
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3   0.088116  0.384040   

4   0.091691  0.399889   

5   0.076909  0.335417   

6   0.084408  0.369869   

7   0.068180  0.014629   

8   0.094274  0.411221   

9   0.061128  0.266624   

10  0.089943  0.392472   

11  0.086351  0.376410   

12  0.077231  0.339087   

13  0.093161  0.406124   

14  0.077956  0.341165   

15  0.094075  0.410092   

16  0.084052  0.366838   

17  0.076429  0.333618   

18  0.074326  0.326450   

19  0.090427  0.394613   

20  0.076706  0.335945   

21  0.044183  0.012443   

22  0.087319  0.380461   

23  0.040074  0.024184   

24  0.093556  0.408116   

dataset['isBurnt'].value_counts() 

1    120546 

2     14400 

Name: isBurnt, dtype: int64 

dataset['OBJECTID'].describe() 

count    134946.000000 

mean       1323.500000 

std         763.837182 

min           1.000000 

25%         662.000000 

50%        1323.500000 

75%        1985.000000 

max        2646.000000 

Name: OBJECTID, dtype: float64 

Object ID (polygon) = 1...2646 

This will slide through and pull windows of time 

Then stack them into a 3-D array (num_windows, rows, columns) 

Should be (119070, 1, 6, 12) 
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WINDOW_SIZE = 6 

 

KERAS_input_shape = (6,12,1) 

 

windowed_data = [] 

windowed_labels = [] 

 

#for oid in range(1,2): 

for oid in range(1,2647): 

    rows = dataset[ dataset['OBJECTID'] == oid] 

    recordings = len(rows) 

    #print("{} has {} recordings".format(oid,recordings)) 

    for end in range(WINDOW_SIZE,recordings): 

        start = end-WINDOW_SIZE 

        #print("Row {} - {}".format(start,end)) 

        temp = rows.iloc[start:end,] 

        #print(temp) 

        X = np.array(temp.iloc[:,4:]) 

        X = X.reshape(KERAS_input_shape) 

         

        y = np.array(temp.isBurnt) 

        y = y - 1  #shift from {1.2} to {0,1} for non-burn, burn 

         

        # the max value means that any window with burn  

        # gets labeled Burn 

        y = np.max(y)   

         

        #print(X.shape) 

        #print(X) 

        #print("Label = {}".format(y)) 

         

        windowed_data.append(X) 

        windowed_labels.append(y) 

 

#print("Data has {} windows and {} labels".format( 

#        oid,windowed_data.length,len(windowed_labels))) 

 

windowed_data = np.stack(windowed_data) 

#windowed_data = np.rollaxis(windowed_data,-1) 

windowed_labels = np.array(windowed_labels) 

print(windowed_data.shape) 

print(windowed_labels.shape) 

(119070, 6, 12, 1) 

(119070,) 
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from sklearn.model_selection import train_test_split 

 

# This function returns four sets: 

# Training features 

#       # Testing features 

#       #        # Training labels 

#       #        #        # Testing labels 

X_train, X_test, y_train, y_test = train_test_split(windowed_data,  

                                                    windowed_labels,  

                                                    test_size=0.20) 

#       #        #        #        #        #        #        # save 20% 

print(type(X_train)) 

<class 'numpy.ndarray'> 

Build an initial model 

Task 4: Define the neural architecture with Keras 

tf_keras_reset(tf, sess_config) 

 

 

#     from Visualization:  

# result['isBurnt'].value_counts() 

# 1    120546 

# 2     14400 

output_bias = np.log([14400/120546]) 

 

output_bias = tf.keras.initializers.Constant(output_bias) 

 

# ---------------------------------- 

# Build a mode that is composed of this list of layers 

model = tf.keras.Sequential([ 

    tf.keras.layers.Conv2D(32, (3, 3),  

                           activation='relu' 

                           , input_shape= KERAS_input_shape 

                           , padding='same' 

                           #, data_format='channels_first' 

                          ), 

#    tf.keras.layers.MaxPooling2D((2, 2)), 

    tf.keras.layers.Conv2D(32, (3, 3), activation='relu',padding='same'), 

    tf.keras.layers.MaxPooling2D((2, 2)), 

    tf.keras.layers.Conv2D(64, (3, 3), activation='relu',padding='same'), 

    tf.keras.layers.Conv2D(64, (3, 3), activation='relu',padding='same'), 

    tf.keras.layers.MaxPooling2D((2, 2)), 

    tf.keras.layers.Conv2D(128, (3, 3), activation='relu',padding='same'), 

    tf.keras.layers.Flatten(), 

    tf.keras.layers.Dense(128,activation='relu'), 
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    tf.keras.layers.Dense(64,activation='relu'), 

    tf.keras.layers.Dense(2, activation='softmax', 

                         bias_initializer=output_bias) 

]) 

# ---------------------------------- 

model.summary() 

WARNING:tensorflow:From /opt/conda/lib/python3.7/site-

packages/tensorflow/python/ops/resource_variable_ops.py:435: colocate_with (from 

tensorflow.python.framework.ops) is deprecated and will be removed in a future version. 

Instructions for updating: 

Colocations handled automatically by placer. 

_________________________________________________________________ 

Layer (type)                 Output Shape              Param #    

===============================================================

== 

conv2d (Conv2D)              (None, 6, 12, 32)         320      

________________________________________________________________ 

conv2d_1 (Conv2D)            (None, 6, 12, 32)         9248       

_________________________________________________________________ 

max_pooling2d (MaxPooling2D) (None, 3, 6, 32)          0          

_________________________________________________________________ 

conv2d_2 (Conv2D)            (None, 3, 6, 64)          18496      

_________________________________________________________________ 

conv2d_3 (Conv2D)            (None, 3, 6, 64)          36928      

_________________________________________________________________ 

max_pooling2d_1 (MaxPooling2 (None, 1, 3, 64)          0          

_________________________________________________________________ 

conv2d_4 (Conv2D)            (None, 1, 3, 128)         73856      

_________________________________________________________________ 

flatten (Flatten)            (None, 384)               0          

_________________________________________________________________ 

dense (Dense)                (None, 128)               49280      

_________________________________________________________________ 

dense_1 (Dense)              (None, 64)                8256       

_________________________________________________________________ 

dense_2 (Dense)              (None, 2)                 130        

===============================================================

== 

Total params: 196,514 

Trainable params: 196,514 

Non-trainable params: 0 

_________________________________________________________________ 

Compile the model 



147 
 

model.compile(optimizer=tf.keras.optimizers.Adam(0.001),   

              loss='categorical_crossentropy', 

              metrics=['accuracy']) 

One-Hot the labels 

y_train_one_hot = tf.keras.utils.to_categorical(y_train) 

y_test_one_hot = tf.keras.utils.to_categorical(y_test) 

Train the model 

 

# Train the model, iterating on the data in batches of 4 samples 

model.fit(X_train, y_train_one_hot, epochs=125, batch_size=35) 

WARNING:tensorflow:From /opt/conda/lib/python3.7/site-

packages/tensorflow/python/ops/math_ops.py:3066: to_int32 (from 

tensorflow.python.ops.math_ops) is deprecated and will be removed in a future version. 

Instructions for updating: 

Use tf.cast instead. 

Epoch 1/125 

95256/95256 [==============================] - 40s 418us/sample - loss: 

0.6213 - acc: 0.6364 

Epoch 2/125 

95256/95256 [==============================] - 33s 347us/sample - loss: 

0.5368 - acc: 0.7200 

Epoch 3/125 

95256/95256 [==============================] - 33s 344us/sample - loss: 

0.5016 - acc: 0.7489 

Epoch 4/125 

26355/95256 [=======>......................] - ETA: 23s - loss: 0.4861 - acc: 0.7612 

Evaluate your trained model on the on the test data 

Print the loss and accuracy obtained using model.evaluate(...). 

score = model.evaluate(X_test, y_test_one_hot, batch_size=25, verbose=2) 

 

print(model.metrics_names) 

print(score) 

Some confusion analytics 

# Function borrowed from: 

# http://scikit-

learn.org/stable/auto_examples/model_selection/plot_confusion_matrix.html#sphx-glr-

auto-examples-model-selection-plot-confusion-matrix-py 

def plot_confusion_matrix(cm, classes, 

                          normalize=False, 

                          title='Confusion matrix', 

                          cmap=plt.cm.Blues): 
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    """ 

    This function prints and plots the confusion matrix. 

    Normalization can be applied by setting `normalize=True`. 

    """ 

    if normalize: 

        cm = cm.astype('float') / cm.sum(axis=1)[:, np.newaxis] 

        print("Normalized confusion matrix") 

    else: 

        print('Confusion matrix, without normalization') 

 

    print(cm) 

 

    plt.imshow(cm, interpolation='nearest', cmap=cmap) 

    plt.title(title) 

    plt.colorbar() 

    tick_marks = np.arange(len(classes)) 

    plt.xticks(tick_marks, classes, rotation=45) 

    plt.yticks(tick_marks, classes) 

 

    fmt = '.2f' if normalize else 'd' 

    thresh = cm.max() / 2. 

    for i, j in itertools.product(range(cm.shape[0]), range(cm.shape[1])): 

        plt.text(j, i, format(cm[i, j], fmt), 

                 horizontalalignment="center", 

                 color="white" if cm[i, j] > thresh else "black") 

 

    plt.ylabel('True label') 

    plt.xlabel('Predicted label') 

    plt.tight_layout() 

y_pred = model.predict(X_test) 

pred_class = np.argmax(y_pred, axis=1) 

np.set_printoptions(precision=2) 

cnf_matrix = confusion_matrix(y_test, pred_class) 

plt.figure() 

plot_confusion_matrix(cnf_matrix,  

                      classes=['Non-Burn','Burnt'],  

                      normalize=True, 

                      title='Normalized confusion matrix') 

 

plt.show() 

Normalized confusion matrix 

[[0.89 0.11] 

 [0.12 0.88]] 
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